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Introduction

But they never attack the same place twice. They were testing the fences for

weaknesses. Systematically. They remembered.

– Robert Muldoon, Jurassic Park

This thesis focuses on information security risks whenever computer resources
are shared, in upscale multi-tenant cloud computing environments, but also in humble
single-user systems running Javascript code in a web browser.

In particular, can an adversary obtain or tamper with information, without autho-
rization? This chapter motivates the choice for this focus, and sets specific goals in
the form of research questions. Finally, we give an outline for the remainder of this
thesis and summarize our contributions.

1.1 Motivation

The breakdown of security of a computing system can be a mere temporary incon-
venience for someone, but the impact can also be much higher - it can have serious,
lasting consequences for society. Even if the lapse in security is temporary, the results
of this failure on people’s lives and on society can be grave and permanent. This may
include serious privacy loss [171], financial loss [36; 89; 221], intellectual property
theft [221], geopolitical influences [54; 147], sabotage [33; 88] and loss of life [128].
Every part of life depends on the security of computer systems, and that dependency
is growing, as reports show year after year [61–63].

Abstractions are everywhere in computing. They can facilitate sharing a resource
between security domains, while providing security, notably confidentiality and
integrity, between security domains. Usually these abstractions are implemented by
the operating system, to allow many users to use a computer system as though they
have private, exclusive access to its resources. In reality, they have private, exclusive
access to abstractions of these resources, with visibility on many virtualized instances,
instantiated from fewer physical instances. To list just a few examples:

3



4 1. INTRODUCTION

• Processes run on an abstracted CPU. Each process can pretend it has exclusive
CPU access, and execute unprivileged instructions, without worrying about
other processes messing up the CPU state. There can be more processes than
CPUs.

• Virtual memory paging provides a large, sparse, view of a subset of the physical
memory. Multiple views exist as an abstraction, where each process can act as
though this is the physical memory.

• Virtual machines can be created that abstract not just the CPU, complete with
privileged instructions, but the entire computer state, complete with storage
devices, network devices, and graphics devices. A virtual machine runs its own
privileged guest operating system.

In each case, the operating system programs the hardware to provide the abstraction.
Historically, computer system security has been dependent on the operating system
(OS) providing these abstractions securely, and to provide confidentiality and integrity
guarantees between different security domains. This is done partly by programming
the hardware to provide isolation (e.g. paging, virtual machines) and partly by time-
sharing these resources (context switching). This enforces apparent isolation between
security domains, but it also shares so many CPU resources that the abstraction is
‘leaky’ [192] - details of the implementation of the abstraction can be made visible.

This is because at the lowest abstraction level, the hardware resources (CPU and
RAM) typically can not be aware of these security domains. At such a low level,
enforcement is typically not possible. Under many use cases normally considered
pathological, whose purpose is to amplify the effect of the resources being shared,
information can flow from one security domain to another through shared resources.
A primary example is the CPU cache [102; 106; 141; 156; 206; 208; 224]. In
large part, the leakiness of these abstractions is due to time. Many processes can
seem to use the resources concurrently, but the response time to operations depends
heavily on the usage patterns of others, as well as the usage patterns of ourselves.
Sometimes, the dependence is so heavy, that we can discern private information and
violate confidentiality. Note that the basic observations of resource sharing leading
to, in this case, side channels, is not a new observation. Even in the ’70s, Saltzer
& Schroeder [173] observed that sharing resources can be risky for security due to
exactly these problems. For whichever set of, no doubt reasonable, considerations, the
industry has at each turn continued to choose to allow apparent concurrent resource
sharing in many forms at a large scale.

Real Life Analogue: Marbles on Tracks Interference caused by resource sharing
is due to resource contention. The interference occurs because we can’t truly use
the same resource at the same time. The difference in availability for at least one of
the parties accessing it concurrently results in a measurable difference in total access
time.
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Figure 1.2: Setup of simulated tracks on which marbles are dropped. Marbles dropped in layer 1
(green marbles) interfere with the travel time of the marbles dropped in layer 0 (red marbles),
and vice versa. The red marbles also slow down the green marbles, because the red marbles that
drop through the hole also count towards the red marbles’ travel time, which is increased by the
flow of green marbles. Not shown: horizontal funnel ceiling above track to prevent marbles from
traveling in stacked formation, simulating contention more faithfully.

Figure 1.1: Marbles on tracks.

To show an example of an analogue from
everyday life of the kind of interference that we
mean, we introduce an imaginary scenario where
real-life marbles roll down real-life tracks, as in
Figure 1.1. Except that we will roll simulated
marbles down simulated tracks.

We imagine all tracks are mounted to a ver-
tical wall at a slight downward slant. Due to the
slant, a marble dropped onto a track rolls down
the track at increasing speed. Finally, it drops off
the end. However, there is a hole in each of the tracks. Should one marble drop from
its own track because of a hole, it continues on the next track down. Not all marbles
fall through the hole though. The marbles that don’t, continue down the full length
of the original track. We may think of this as an analogue to a computer process
that randomly picks one of two resources to use for its work. The parts of the track
that can be reached by marbles dropped at 2 different layers are shared resources.
That is where congestion can form. Hence we can observe interference, or resource
contention. To show truer contention whenever 2 flows meet, we limit the speed the
marbles may roll in our simulation. This means that a flow can not speed up a flow
it meets, but rather causes it to hit a limit sooner, causing congestion. Furthermore,
we force marbles into a horizontal funnel, so they must share limited bandwidth. We
don’t show the funnel in the diagrams for clarity, but the result is that total bandwidth
is limited. An example of a 2-track setup is drawn in Figure 1.2.

We wish to quantify the interference. To do so, we are interested in the travel
time of each marble, from the moment that it’s dropped to the moment that it exits
at the end of a track. As can be seen from Figure 1.2, marbles dropped in Layer 1
(green marbles) slow down some of the marbles dropped in Layer 0 (red marbles),
namely those red marbles that fall through the hole in the track in Layer 0. These can
be slowed down by some of the marbles dropped in Layer 1 (green). Equally, the red
marbles can be slowed by the green marbles when the two flows meet on Layer 1.
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Layer 0
Layer 1Layer 2

Layer 3

Interference

(Resource Contention)

Figure 1.3: Setup of 4 simulated layers of marble tracks.

To investigate and quantify this interference, let us now perform this experiment
with 4 tracks, where there can be interference whenever 2 different colored marbles
meet. A visualization of these 4 tracks at a moment when all layers are getting
marbles dropped on them simultaneously can be seen in Figure 1.3.

We simulate this situation using the Pymunk [24] physics simulation framework.
In the simulation, we do the following:

1. Build 4 tracks, each mounted on a wall, such that each marble that falls through
a hole in one track travels down the rest of the track below it. The tracks are
numbered Layer 0 (top) through Layer 3 (bottom).

2. We drop a regular flow of red marbles down Layer 0 (the top layer). This
creates a flow of red marbles on Layer 0 (the marbles that don’t go down the
hole) and Layer 1 (the marbles that do go down the hole).

3. We measure the average travel time that a red marble needs to flow from start
to the end of a track. We measure the travel time regardless of whether it ends
up rolling down Layer 0 or Layer 1 after the hole in Layer 0.

4. Initially, this is all that happens, and the travel time of these dropped marbles
is the baseline measurement. We call this the inactive period, because no
interference is generated.

5. After some time, we add a flow of green marbles to Layer 1 (one layer down),
creating flows on Layer 1 and Layer 2. We call this the active period. The
green marbles on Layer 1 interfere with the red marbles on the same layer (they
were originally dropped on Layer 0 but dropped through), causing the average
travel time of the red marbles to increase.

Equally, the average travel time of the green marbles is increased, but that is not
measured and plotted in this iteration of the experiment. In another iteration,
we will have the same setup, and measure the green marbles’ travel time rather
than the red ones. This will be made clear in the final step.

6. After some time, we stop the flow of Layer 1 (green marbles) again.

7. We repeat this cycle of enabling and disabling the interfering flow several times,
not changing the active layers.
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Figure 1.4: Patterns of interference of travel time of marbles dropped at a certain layer as a
function of marbles dropped at any other layer. The charted quantity is the average travel time of
marbles dropped on row N over a period of several seconds at a time.

8. We repeat all the above steps for all other combination of layers: we drop a
flow of marbles on layer N , measure their average in-flight time, and intermit-
tently add a flow of marbles on layer M , for all combinations of N and M in
{0, 1, 2, 3}.

9. We chart the travel time of layers N in a 4 × 4 set of charts as a function of
on which layer M we add an interfering flow. Significantly, (N,M) = (0, 1)

and (N,M) = (1, 0) are different experiments. The setup and simulation is
identical. However, the difference is which marbles’ travel time is considered.
In the first case, (N,M) = (0, 1), we measure and plot the travel time of the
marbles dropped on layer 0. In the second case, (N,M) = (1, 0), we measure
and plot the travel time of the marbles dropped on layer 1.

The results are charted in Figure 1.4. We make two main observations.
First, there is only interference observed, in terms of average travel time, from

either the same layer, or the layer above or below a certain layer, and that the
interference on the same layer is the largest. This can clearly be seen on the diagonal
on this figure. These plots on the diagonal have the largest amplitude, meaning that a
layer interfering with itself produces the largest interference compared to all other
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combinations. Naturally, marbles from layers that never meet also do not cause
interference. The layer above causes interference by dropping a flow onto the current
layer and slowing the marbles down that stay on the same layer. The layer below
causes interference by adding a flow to the flow of marbles that fall through the hole
of the current layer. The same layer having the larger effect is logical too because it
interferes with both flows of that layer before the split caused by the hole in the track,
causing the high amplitude on the diagonal of this figure.

Second, the travel time of marbles in the dropped layer reliably goes up when-
ever there is interference (blue background), and reliably goes down whenever the
interference has stopped (green background).

To connect the analogue back to our investigation of information security proper-
ties: by observing the travel time of our own flow of marbles, we can tell whether
or not one of our neighbors is initiating a flow of marbles or not, even if the only
thing we can observe is our own average travel time. This is a side channel into our
neighbors’ activity. To extend this further into the realm of CPUs, in the next section
we perform a similar experiment in a new environment on new resources: a real CPU.

Real CPU Interference Example To show an example of the kind of interference
we mean that could lead to information disclosure when resources are shared inside
a CPU, excluding the CPU cache, we show a covert channel experiment. It is
conceptually somewhat similar, albeit much less tangible, to the marbles-on-tracks
experiment of Section 1.1. A covert channel is a way for 2 processes to communicate
without using channels intended for communication, and can potentially be used to
let processes communicate who are not authorized to communicate [141]. We call
this experiment a covert channel experiment instead of a side channel experiment
because all parties are willing communicators (alternatively, the targets are entirely
synthetic) and further research would be needed to upgrade these findings to side
channels. For the purposes of this section, a demonstration of covert channels will be
sufficient, however.

Because CPU cores allow concurrent use of their resources by multiple hardware
threads, precisely in order to enhance resource utilization [138], but of course can
never allow concurrent use of the same resource, we may expect a similar picture to
develop as our marbles-on-tracks experiment. We imagine marbles to be instructions
to be executed, and the tracks on which they travel represent execution resources
necessary for the instruction to retire, and 2 different instructions executing concur-
rently can be seen as marbles being dropped simultaneously on 2 different tracks. We
imagine that in some cases, 2 different instructions can require some of the same exe-
cution resources, causing measurable interference. Similarly, 2 identical instructions
executing simultaneously can be seen as doubling the flow rate on a single track. We
expect interference whenever the instruction is identical, and we expect interference
in a subset of the other combinations.

In this experiment, we select 4 different CPU instructions, numbered 0-3, for
which we expect different execution resources to be required in the CPU backend.
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course the CPU instruction analogue to marble travel time. We assume that if any
interference is caused by concurrent execution, that these instruction latencies will
go up, compared to a baseline. We perform the following experiment - this time in
reality, rather than simulated:

1. One CPU hardware thread continually measures the latency of Instruction-0.
We call this thread the observer thread.

2. We make the other CPU hardware thread, which we call the interference thread,
initially execute nothing. At the observer, now the baseline measurement is
observed.

3. After some time, we make the interference thread execute Instruction-1 contin-
ually. We call this the active period.

4. After some time, we make the interference thread return to executing nothing.

5. We repeat this cycle of enabling and disabling the interfering flow of instruc-
tions several times, not changing which instructions they are.

6. We repeat all the above steps for all other combination of instructions: we
initiate a flow of instruction number N in the observer thread, constantly
measuring the latency it takes for them to execute, and intermittently execute a
stream of instruction number M on the interference thread, for all combinations
of N and M in {0, 1, 2, 3}, each number representing one of the 4 selected
CPU instructions.

7. We chart the latency of observed instructions N in a 4 × 4 set of charts as a
function of which instruction M we execute on the interference thread.

The parallels to the marbles-on-tracks experiment are clear. Similarly to the
marbles experiment, we expect - in the cases where there is interference - the latency
to remain unchanged during the baseline period, and to go up during the active
period, and then return to the baseline when an inactive period arrives, showing a
causal relationship between the observed latencies and the interference behavior.
Furthermore, the one instruction we’re sure of that will use the same resources as a
certain instruction, is the instruction itself; therefore we expect the largest interference
will be instructions with themselves, i.e. on the diagonal line, just like in the case of
marbles interfering with marbles on the same track, as shown in Figure 1.4.

Our hypothesis is that if the two threads have no interference, we expect the
behavior of the observer thread to be entirely independent of the behavior of the inter-
ference thread. Due to shared microarchitectural resources, we expect a dependency
of the observer thread on the interference thread to a varying degree.

The results are charted in Figure 1.5. We see that whenever the same operation is
done in both the observer and the interference thread, as can be seen on the diagonal
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Figure 1.5: Skylake covert channels experiment, showing patterns of interference in several
different non-eviction based microarchitectural resources in a largely orthogonal fashion. The
charted quantity is the average latency of a block of instructions, sampled several times.

of the figure, maximum interference can be seen. This can be seen by there being
the highest latency on the diagonal. This is only whenever the interference thread is
active. Whenever a different operation is done, or the interference thread is inactive,
we see a low latency baseline signal on the observer thread.

We conclude that shared microarchitectural resources constrain the execution of
the same class of operations on hardware threads from the same core at the same time,
but a different class of operations, not sharing resources, do not; and furthermore, that
multiple such classes exist and that these do not require stateful, eviction-based cache
set contention. This is an example of information leaking between security domains.

1.2 Research Questions

In recent years, security research has extended to the hardware realm, and results,
both vulnerabilities and security improvements, against CPU cache, DRAM, and
other components have consequences for multi-user systems, such as cloud providers,
where hardware resources are shared and hardware attacks between domains become
possible.

At the time of the inception of this thesis, CPU cache sharing was the primary
security concern for cross-domain confidentiality violations. Existing research on
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112; 161; 163; 184; 193; 210; 212; 225]. These efforts focus primarily on partitioning
of cache resources, either by cache set or cache way, temporal separation, or cache
randomization.

Instead of continuing down the path of refinements of CPU cache attacks and
defenses, we ask whether or not such defenses adequately cover the attack surface of
shared hardware resources. This leads to our research questions.

Having established that shared resources are a common phenomenon and are
still a growing trend in for instance cloud computing, leading to confidentiality risks
through side channels, for instance via the shared CPU cache, we ask: if currently
devised cache protections were deployed ubiquitously, would the security problem be
solved? This leads us to the following four research questions.

• RQ1: Which resources are dangerous to share, other than cache?

Are there micro-architectural resources that can be shared that can pose a risk
to the confidentiality of the system?

Currently there is a large body of research that focuses on the cache side-
channel [156; 208]. Although other resources have been already been targeted
for side-channel research [4–7; 67; 91; 143; 202], research in this area is
still relatively immature and ad-hoc, and has not been found to be equally as
powerful as the cache side-channel.

As a first step, we ask ourselves: can we find any other micro-architectural
resource to be targeted for breaking confidentiality in an equally powerful way
as the cache side channel?

We investigate this research question in Chapter 2.

• RQ2: Can we automate the search for side channels?

Assuming the answer to the previous question is yes, we could consider extend-
ing micro-architectural defenses to each new resource as we find them. But
finding them is slow and painstaking work. The next question we ask is: can
we generalize and automate this search?

Research that aims to analyze side-channel leakage frequently has to start from
scratch - identify and reverse engineer a resource, select target application code,
and so on. In this thesis we ask ourselves whether we can re-use this effort, and
target hitherto unknown or hidden resources that could leak information with
as much power as caches do.

Given the vast potential for information leakage of many different micro-
architectural resources, we wish to systematically search through as many as
we can, without knowing about them beforehand, and decide if any of them
provide a side-channel as or more powerful than the currently established cache
side channels.

We turn to this research question in Chapter 3.
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• RQ3: Can the CPU be trusted to act in a cache-safe manner?

Previous research questions, if answered positively, uncover ways that secrets
might leak whenever software that a CPU executes is written to access re-
sources in a secret-dependent way. However, suppose the software is written so
carefully that there are no secret-dependent accesses. Are there any hardware
components that may initiate secret-dependent accesses? Are there any mecha-
nisms hard-wired into the hardware that perform accesses, as a side-effect of
parameters that software gives it, that are also secret-dependent? This would
be a side channel at a lower abstraction level than discussed thus far, and we
would be powerless to mitigate this at the software level.

We are accustomed to analyzing security properties of a system viewed from
the application software point of view. The hardware might perform actions
on behalf of the application software in a cache-unsafe manner. Therefore,
the next question we ask is whether hardware itself can be a target of a cache
side-channel attack. Significantly such attacks will, to some degree, always
work, regardless of the rigor of the software implementation.

We focus on the MMU, and report on our findings on this research question in
Chapter 4.

• RQ4: Is only confidentiality at risk when we share resources?

Is there pathological behavior in other components of the system that cause
integrity to be compromised in cloud computing environments?

We are accustomed to analyzing security properties of a system through the lens
of confidentiality. Are principals and the data they are processing adequately
isolated from each other? With the advent of hardware corruption flaws [113;
119; 176], this question broadens the scope, and asks whether we can upgrade
random hardware flaws to precise, deterministic attacks that can change data in
a different security domain, which would also be capable of breaking security
properties of a system.

We investigate this question in Chapter 5.

1.3 Outline and Contributions

In this thesis, we take a tour of hardware components and show increasingly general
and powerful methods to exploit or analyze computer systems security, whenever
computing resources are shared.

First, in Chapter 2, we find that we cannot focus purely on the CPU cache as a
confidentiality side-channel threat. We analyze a yet unexplored information leakage
channel in the CPU Translation Lookaside Buffer (TLB). Cache attacks have been
a well-known leakage channel for many years, but this work shows the same threat
model applies to the TLB, a new discovery. This attack relies only on widely present
TLB properties.
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resources is more significant than previously thought. This chapter shows examples
of realistic attacks, using just a single trace capture, which successfully attack cryp-
tographic implementations that are of similar complexity to algorithms commonly
attacked in cache side channel attacks. The fact that this is possible at all, using
these CPU resources as a side channel, on any cryptographic implementation, is a
previously unknown result.

Furthermore, we show that we can automatically synthesize large categories of
new side-channel attacks. We introduce a general framework for evaluating target
software for side channels. We allow for exploration in multiple dimensions. First, the
framework allows both cross-VM and native execution, Second, it supports multiple
architectures (we show Intel, AMD and ARM results). Lastly, we demonstrate several
different target algorithms (one of which is side-channel hardened) are automatically
analyzed using this framework. We show this allows evaluation of side-channel safety
automatically and conveniently.

Third, in Chapter 4, we find that the CPU can leak information about the execution
of a program even if it is implemented to a high standard of security rigor. Address
Space Layout Randomization (ASLR), is one exploit mitigation technique to help
achieve such rigor. In this chapter, we establish the fact that the MMU leaks ASLR
information. This happens because it also stores pagetable entries in the CPU cache.
The central observation is that MMU access patterns are address-dependent and
addresses are considered secrets in ASLR. The central novelty is that the workings
of the CPU hardware itself is the target of our attack, rather than a software-level
implementation. This is a potentially system-wide leakage, and we show exploitation
from Javascript. This shows that whenever a shared system allows an attacker to in-
voke a memory operation, selective cache eviction allows an attacker to derandomize
ASLR information, an important exploit mitigation technique. This depends only on
properties widely present in commodity architectures. Furthermore, this attack does
not rely on any software bugs, nor does it rely on a particular software target.

Lastly, in Chapter 5, we show that the information security threat when shared
resources are present does not remain in the domain of confidentiality, but also in
that of integrity, and unauthorized information tampering can occur reliably even
if the underlying hardware flaw is unreliable. We show that even if the exact same
memory regions are not shared, it can still be dangerous to share memory on the same
DRAM chip with an attacker, because of the Rowhammer memory disturbance flaw.
Even by just reading memory, an attacker can flip bits in adjacent memory, which can
sometimes be highly security sensitive. Again, this can have system-wide security
implications as we show in an end-to-end exploit where an attacker VM compromises
a victim VM reliably.

To summarize our contributions, we develop new insights on the risks of hardware
resource sharing in shared computer systems, which violates, as touched on earlier,
the principle of least sharing as set forth in Saltzer & Schroeder’s seminal work [173].
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Translation Leak-aside Buffer

A constant technological war exists between safemakers and safecrackers.

To construct a safe or vault strong enough to keep burglars out, but func-

tional enough to let authorized personnel in, has been the ultimate goal for

the manufacturers of safes and vaults since their invention.

– Wayne B. Yeager, Techniques of Safecracking

Cache attacks as side channels have been widely reported and researched, cer-
tainly after 2005 when the first practical concurrent cache attack was demonstrated
by Colin Percival [156]. Since then, an arms race has developed between in particular
cryptographic software implementors and attackers. Algorithms had to be imple-
mented in what came to be known as constant time. This is something of a misnomer,
as the term came to mean increasingly many things, more than just secret-independent
time of operation.

Code paths were carefully written to be secret-independent, data access patterns
similarly had to be secret-independent, but also cacheline resolution of 64 bytes turns
out to be an assumption that does not hold for constant-time algorithms [145] in all
cases. The arms race goes on even to this day and microarchitectural details, compiler
behavior and other factors play a part in implementation safety. Future generations of
CPUs and compilers can not even be predicted.

Consequently, generic cache defenses, making cryptographic algorithms safe
even in the presence of implementation errors or secret-leaking compiler behavior
have been proposed.

This chapter shows that not only CPU caches but also the CPU TLB is a state-
ful channel through which secret-dependent access patterns can be discovered, and
generic defenses that only hide cache activity might not suffice to achieve confiden-
tiality.

15
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2.1 Introduction

Recent advances in micro-architectural side-channel attacks threaten the security of
our general-purpose computing infrastructures from clouds to personal computers and
mobile phones. These attacks allow attackers to leak secret information in a reliable
and fine-grained way [60; 116; 129; 132; 218] as well as compromise fundamental
security defenses such as ASLR [86; 92; 101; 109]. The most prominent class of
side-channel attacks leak information via the shared CPU data or instruction caches.
Hence, the community has developed a variety of powerful new defenses to protect
shared caches against these attacks, either by partitioning them, carefully sharing
them between untrusted programs in the system, or sanitizing the traces left in the
cache during the execution [31; 94; 131; 193; 226].

In this chapter, we argue that the problem goes much deeper. As long as there are
other shared hardware resources, attackers can still reliably leak fine-grained, security-
sensitive information from the system. In fact, we show this is possible even with
shared resources that only provide a coarse-grained channel of information (whose
general applicability has been questioned by prior work [157]), broadening the attack
surface of practical side-channel attacks. To demonstrate this property, we present
a practical side-channel attack that leaks information from the shared Translation
Lookaside Buffers (TLBs) even in the presence of all the state-of-the-art cache de-
fenses. Exploiting this channel is particularly challenging due its coarse (page-level)
spatial granularity. To address this challenge, we propose a new analysis technique
based on (supervised) machine learning. Our analysis exploits high-resolution tempo-
ral features on the victim’s memory activity to combat side-channel coarsening and
leak information.

Existing defenses against cache side channels The execution of a victim program
changes the state of the shared CPU caches. In a cache side-channel attack, an attacker
deduces sensitive information (e.g., cryptographic keys) by observing this change in
the state. It is possible to rewrite existing software not to leave an identifiable trace in
the cache, but manual approaches are error-prone [76] while automated ones incur
several-fold performance overheads [164]. As an alternative, many proposed defenses
attempt to stop attackers from observing changes that an unmodified victim program
makes to the state of the CPU caches. This is done either by stopping precise timers
that attackers need to use to tell the difference between cached or uncached memory
accesses [34; 118; 139] or by partitioning shared CPU cache between mutually
distrusting programs [94; 131; 163; 193; 226]. Given that attackers can find many
new sources of timing [86; 118; 175], CPU cache partitioning is currently the only
known generic mechanism that stops existing attacks.

Unfortunately, as we will show, protecting only the shared data and instruction
caches is insufficient. Hardware threads (also known as hyperthreads) share other
hardware resources such as TLBs on top of the CPU caches. The question we address
in this chapter is whether they can abused by attackers to leak sensitive information
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in a reliable and fine-grained way even in presence of state-of-the-art cache defenses
and, if so, what the implications are for future attacks and defenses.

TLBleed To answer these questions, we explore the architecture of TLBs in modern
Intel processors. As very little information on TLBs has been made available, our
analysis represents the first known reverse engineering effort of the TLB architecture.
Similar to CPU data and instruction caches, there are multiple levels of TLBs. They
are partitioned in sets and behave differently based on whether they help in the trans-
lation of instructions or data. We further find that the mapping of virtual addresses to
TLB sets is a complex function in recent micro-architectures. We describe our efforts
in reverse engineering this function, useful when conducting TLB-based attacks and
benefiting existing work [204]. Armed with this information, we build TLBleed,
a side-channel attack over shared TLBs that can extract secret information from a
victim program protected with existing cache defenses [31; 94; 112; 131; 193; 226]
Implementing TLBleed is challenging: due to the nature of TLB operations, we can
only leak memory accesses in the coarse granularity of a memory page (4 KB on
x86 systems) and due to the TLB architecture we cannot rely on the execution of
instructions (and controlled page faults) to leak secret information similar to previous
page-level side-channel attacks [216]. To overcome these limitations, we describe a
new machine learning-based analysis technique that exploits temporal patterns of the
victim’s memory accesses to leak information.

Contributions In summary, we make the following contributions:

• The first detailed analysis of the architecture of the TLB in modern processors
including the previously unknown complex function that maps virtual addresses
to TLB sets.

• The design and implementation of TLBleed, a new class of side-channel attacks
that rely on the TLB to leak information. This is made possible by a new
machine learning-based analysis technique based on temporal information
about the victim’s memory accesses. We show TLBleed breaks a 256-bit
libgcrypt EdDSA key in presence of existing defenses, and a 1024-bit RSA
key in an implementation that is hardened against FLUSH+RELOAD attacks.

• A study of the implications of TLBleed on existing attacks and defenses in-
cluding an analysis of mitigations against TLBleed.

2.2 Background

To avoid the latency of off-chip DRAM for every memory access, modern CPUs
employ a variety of caches [99]. With caching, copies of previously fetched items
are kept close to the CPU in Static RAM (SRAM) modules that are organized in a
hierarchy. We will focus our attention on data caches first and discuss TLBs after.
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For both holds that low-latency caches are partitioned into cache sets of n ways. This
means is that in an n way cache, each set contains n cachelines. Every address in
memory maps to exactly one cache set, but may occupy any of the n cachelines in
this set.

2.2.1 Cache side-channel attacks

As cache sets are shared by multiple processes, the activity in a cache set offers a
side channel for fine-grained, security-sensitive cache attacks. For instance, if the
adversary first occupies all the n ways in a cache set and after some time observes
that some of these cachelines are no longer in the cache (since accessing the data now
takes much longer), it must mean that another program—a victim process, VM, or the
kernel—has accessed data at addresses that also map to this cache set. Cache attacks
by now have a long history and many variants [117; 132; 208]. We now discuss the
three most common ones.

In a PRIME+PROBE attack [150; 151; 156], the adversary first collects a set of
cache lines that fully evict a single cache set. By accessing these over and over, and
measuring the corresponding access latency, it is possible to detect activity of another
program in that particular cache set. This can be done for many cache sets. Due to
the small size of a cache line, this allows for high spatial resolution, visualized in a
memorygram in [150]. Closely related is FLUSH+RELOAD, which relies on the victim
and the attacker physically sharing memory pages, so that the attacker can directly
control the eviction (flushing) of a target memory page. Finally, an EVICT+TIME

attack [86; 151; 194] evicts a particular cache set, then invokes the victim operation.
The victim operation has a slowdown that depends on the evicted cache set, which
leaks information on the activity of the victim.

2.2.2 Cache side-channel defenses

As a response to cache attacks, the research community has proposed defenses that
follow several different strategies. We again discuss the most prominent ones here.

Isolation by partitioning sets Two processes that do not share a cache cannot snoop
on each others’ cache activity. One approach is to assign to a sensitive operation its
own cache set, and not to let any other programs share that part. As the mapping
from to a cache set involves the physical memory address, this can be done by the
operating system by organizing physical memory into non-overlapping cache set
groups, also called colors, and enforcing an isolation policy. This approach was first
developed for higher predictability in real-time systems [19; 111] and more recently
also for isolation for security [31; 112; 184; 226].

Isolation by partitioning ways Similarly to partitioning the cache by sets, we can
also partition it by ways. In such a design, programs have full access to cache sets,
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but each set has a smaller number of ways, non-overlapping with other programs, if
so desired. This approach requires hardware support such as Intel’s Cache Allocation
Technology (CAT) [131]. Since the number of ways and hence security domains is
strictly limited on modern architectures, CATalyst’s design uses only two domains
and forbids accesses to the secure domain to prevent eviction of secure memory
pages [131].

Enforcing data cache quiescence Another strategy to thwart cache attacks, while
allowing sharing and hence not incurring the performance degradation of cache
partitioning, is to ensure the quiescence of the data cache while a sensitive function
is being executed. This protects against concurrent side channel attacks, including
PRIME+PROBE and FLUSH+RELOAD, because these rely on evictions of the data
cache in order to profile cache activity. This approach can be assisted by the Intel
Transactional Synchronization Extensions (TSX) facility, as TSX transactions abort
when concurrent data cache evictions occur [94].

2.2.3 From CPU caches to TLBs

All the existing cache side-channel attacks and defenses focus on exploitation and
hardening of shared CPU caches, but ignore caching mechanisms used by the Memory
Management Unit (MMU).

On modern virtual memory systems, such mechanisms play a crucial role. CPU
cores primarily issue instructions that access data using their virtual addresses (VAs).
The MMU translates these VAs to physical addresses (PAs) using a per-process
data structure called the page table. For performance reasons, the result of these
translations are aggressively cached in the Translation Lookaside Buffer (TLB). TLBs
on modern Intel architectures have a two-level hierarchy. The first level (i.e., L1),
consists of two parts, one that caches translations for code pages, called L1 instruction
TLB (L1 iTLB), and one that caches translations for data pages, called L1 data TLB
(L1 dTLB). The second level TLB (L2 sTLB) is larger and shared for translations of
both code and data.

Again, the TLB at each level is typically partitioned into sets and ways, conceptu-
ally identical to the data cache architecture described earlier. As we will demonstrate,
whenever the TLB is shared between mutually distrusting programs, this design pro-
vides attackers with new avenues to mount side-channel attacks and leak information
from a victim even in the presence of state-of-the-art cache defenses.

2.3 Threat Model

We assume an attacker capable of executing unprivileged code on the victim system.
Our attack requires monitoring the state of the TLB shared with the victim program. In
native execution, this is simply possible by using CPU affinity system calls to achieve
core co-residency with the victim process. In cloud environments, previous work
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shows it is possible to achieve residency on the same machine with a victim virtual
machine [206]. Cloud providers may turn hyperthreading on for increased utilization
(e.g., on EC2 [11]) making it possible to share cores across virtual machines. Once the
attacker achieves core co-residency with the victim, she can mount a TLBleed attack
using the shared TLB. This applies to scenarios where a victim program processing
sensitive information, such as cryptographic keys.

2.4 Attack Overview

Figure 2.1 shows how an attacker can observe the TLB activity of a victim process
running on a sibling hyperthread with TLBleed. Even if state-of-the-art cache side-

Victim 

HyperThread

Attacker 

HyperThread

TLB

Cache

Core

Figure 2.1: How TLBleed observes a sibling hyperthread’s activity through the TLB even when
shared caches are partitioned.
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channel defenses [94; 131; 163; 193; 226] are deployed and the activity of the victim
process is properly isolated from the attacker with cache partitioning, TLBleed can
still leak information through the shared TLB.

Mounting TLBleed on real-world settings comes with a number of challenges and
open questions. The first set of challenges come from the fact that the architecture of
the TLB is mostly secret. Mounting successful TLBleed, however, requires detailed
knowledge of the TLB architecture. More specifically, we need to answer two
questions:

Q1 How can we monitor TLB sets? More specifically, how do virtual addresses
map to multi-level TLBs found in modern processors?

Q2 How do sibling hyperthreads share the TLB sets for translating their code and
data addresses?

Once the attacker knows how to access the same TLB set as a victim, the question
is whether she has the ability to observe the victim’s activity:

Q3 How can an unprivileged process (without access to performance counters,
TLB shootdown interrupts, etc.) monitor TLB activity reliably?

Finally, once the attacker can reliably measure the TLB activity of the victim, the
question is whether she can exploit this new channel for attractive targets:

Q4 Can the attacker use the limited granularity of 4 kB “data” pages to mount a
meaningful attack? And how will existing defenses such as ASLR complicate
the attack?

We address these challenges in the following sections.

2.5 TLB Monitoring

To address our first challenge, Q1, we need to understand how virtual addresses (VAs)
are mapped to different sets in the TLB. On commodity platforms, the mapping of
VAs to TLB sets is microarchitecture-specific and currently unknown. As we shall
see, we found that even on a single processor, the mapping algorithms in the different
TLBs vary from very simple linear translations to complex functions that use a subset
of the virtual address bits XORed together to determine the target TLB set.

To understand the details of how the TLB operates, we need a way to reverse engi-
neer such mapping functions on commodity platforms, recent Intel microarchitectures
in particular. For this purpose, we use Intel Performance Counters (PMCs) to gather
fine-grained information on TLB misses at each TLB level/type. More specifically,
we rely on the Linux perf event framework to monitor certain performance events
related to the operation of the TLB. These are
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Table 2.1: TLB properties per Intel microarchitecture as found by our reverse engineering
methodology. hsh = hash function. w = number of ways. pn = miss penalty in cycles, shr
indicates whether the TLB is shared between threads.

L1 dTLB (shr, lin) L1 iTLB (un-shr, lin) L2 STLB (shr)
Name set w pn set w pn set w pn hsh
Sandybridge 16 4 7.0 16 4 50.0 128 4 16.3 lin
Ivybridge 16 4 7.1 16 4 49.4 128 4 18.0 lin
Haswell 16 4 8.0 8 8 27.4 128 8 17.1 lin
HaswellXn 16 4 7.9 8 8 28.5 128 8 16.8 lin
Skylake 16 4 9.0 8 8 2.0 128 12 212.0 XOR7
BroadwellXn 16 4 8.0 8 8 18.2 256 6 272.4 XOR8
Coffeelake 16 4 9.1 8 8 26.3 128 12 230.3 XOR7

1. dtlb_load_misses.stlb_hit and

2. dtlb_load_misses.miss_causes_a_walk

We create different access patterns depending on the architectural property under
study and use the performance counters to understand how such property is imple-
mented on a given microarchitecture. We now discuss our reverse engineering efforts
and the results.

Linearly-mapped TLB We refer to the function that maps a virtual address to a TLB
set as the hash function. We first attempt to find parameters under the hypothesis
that the TLB is linearly-mapped, so that target set = pageV A mod s (with s the
number of sets). Only if this strategy does not yield consistent results, we use the
more generalized approach described in the next section.

To reverse engineer the hash function and the size of linearly-mapped TLBs, we
first map a large set of testing pages into memory. Next, we perform test iterations to
explore all the sensible combinations of two parameters: the number of sets s and the
number of ways w. As we wish to find the smallest possible TLB eviction set, we use
w + 1 testing pages accessed at a stride of s pages. The stride is simply s due to the
linear mapping hypothesis.

At each iteration, we access our testing pages in a loop and count the number of
evictions evidenced by PMC counters. Observing that a minimum of w + 1 pages is
necessary to cause any evictions of previous pages, we note that the smallest w that
causes evictions across all our iterations must be the right wayness w. Similarly, the
smallest possible corresponding s is the right number of sets. As an example on Intel
Broadwell, Figure 2.2 shows a heatmap depicting the number of evictions for each
combination of stride s and number of pages w. The smallest w generating evictions
is 4, and the smallest corresponding s is 16—correctly probing for a 4-way 16-set L1
dTLB on Broadwell.
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Figure 2.2: Linearly-mapped TLB probing on Intel Broadwell, evidencing a 4-way, 16-set L1
dTLB.

Complex-mapped TLB If our results prove inconsistent with the linear mapping
hypothesis, we must reverse engineer a more complex hash function to collect eviction
sets (Q1). This is, for instance, the case for the L2 sTLB (L2 shared TLB) on our
Skylake machine. Reverse engineering this function is analogous to identifying its
counterpart for CPU caches, which decides to which cache set a physical address
maps [104; 132]. Thus, we assume that the TLB set number can be expressed as an
XOR of a subset of bits of the virtual address, similar to the physical hash function
for CPU caches.

To reverse engineer the hash, we first collect minimal eviction sets, following
the procedure from [150]. From a large pool of virtual addresses, this procedure
gives us minimal sets that each map to a single hash set. Second, we observe that
every address from the same eviction set must map to the same hash set via the hash
function, which we hypothesized to be a XOR of various bits from the virtual address.
For each eviction set and address, this gives us many constraints that must hold. By
calculating all possible subsets of XOR-ed bit positions that might make up this
function, we arrive at a unique solution. For instance, Figure 2.5 shows the hash
function for Skylake’s L2 sTLB. We refer to it as XOR7, as it XORs 7 consecutive
virtual address bits to find the TLB set.

Table 2.1 summarizes the TLB properties that our reverse engineering method-
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ology identified. As shown in the table, most TLB levels/types on recent Intel
microarchitectures use linear mappings, but the L2 sTLB on Skylake and Broadwell
are exceptions with complex, XOR-based hash functions.

Interaction Between TLB Caches One of the central cache properties is inclusivity.
If caches are inclusive, lower levels are guaranteed to be subsets of higher levels.
If caches are not inclusive, cached items are guaranteed to be in at most one of the
layers. To establish this property for TLBs, we conduct the following experiment:

1. Assemble a working set S1 that occupies part of a L1 TLB, and then the L2
TLB, until it is eventually too large for the L2 TLB. The pages should target
only one particular L1 TLB (i.e., code or data).

2. Assemble a working set S2 of constant size that targets the other L1 TLB.

3. We access working sets S1 + S2. We gradually grow S1 but not S2. We
observe whether we see L1 misses of either type, and also whether we observe
L2 misses.

4. If caches are inclusive, L2 evictions of one type will cause L1 evictions of the
opposite type.

The result of our experiment is in Figure 2.3. We conclude TLBs on Skylake are not
inclusive, as neither type of page can evict the other type from L1. This implicitly
means that attacks that require L1 TLB evictions are challenging in absence of L1 TLB
sharing, similar, in spirit, to the challenges faced by cache attacks in non-inclusive
caching architectures [87].

With this analysis, we have addressed Q1. We now have a sufficient understanding
of TLB internals on commodity platforms to proceed with our attack.
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Figure 2.3: Skylake TLBs are not inclusive.

2.6 Cross-hyperthread TLB Monitoring

To verify the reverse engineered TLB partitions, and to determine how hyperthreads
are exposed to each others’ activity (addressing Q2), we run the following experiment
for each TLB level/type:

1. Collect an eviction set that perfectly fills a TLB set.

2. For each pair of eviction sets, access one set on one thread and the other set on
another thread running on the same core.

3. Measure the observed evictions to determine whether one set interferes with
the other set.

Figure 2.4 presents our results for Intel Skylake, with a heatmap depicting the
number of evictions for each pair of TLB (and corresponding eviction) sets. The
lighter colors indicate a higher number of TLB miss events in the performance
counters, and so imply that the corresponding set was evicted. A diagonal in the
heatmap shows interference between the hyperthreads. If thread 1 accesses a set and
thread 2 accesses the same set, they interfere and increase the miss rate. The signals
in the figure confirm our reverse engineering methodology was able to correctly
identify the TLB sets for our Skylake testbed microarchitecture. Moreover, as shown
in the figure, only the L1 dTLB and the L2 sTLB show a clear interference between
matching pairs of sets, demonstrating that such TLB levels/types are shared between
hyperthreads while the L1 iTLB does not appear to be shared. The signal on the
diagonal in the L1 dTLB shows that a given set is shared with the exact same set
on the other hyperthread. The signal on the diagonal in the L2 sTLB shows that
sets are shared but with a 64-entry offset—the highest set number bit is XORred
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Figure 2.4: Interaction of TLB sets between hyperthreads on Intel Skylake. This shows that the
L1 dTLB and the L2 sTLB are shared between hyperthreads, whereas this does not seem to be
the case for the L1 iTLB.

with the hyperthread ID when computing the set number. The spurious signals
in the L1 dTLB and L1 iTLB charts are sets representing data and code needed
by the instrumentation and do not reflect sharing between threads. This confirms
statements in [45] that, since the Nehalem microarchitecture, “L1 iTLB page entries
are statically allocated between two logical processors’, and “DTLB0 and STLB” are
a “competitively-shared resource.” We verified that our results also extend to all other
microarchitectures we considered (see Table 2.1).

With this analysis we have addressed Q2. We can now use the L1 dTLB and
the L2 sTLB (but not the L1 iTLB) for our attack. In addition, we cannot easily use
the L2 sTLB for code attacks, as with non-inclusive TLBs and non-shared L1 iTLB
triggering L1 evictions is challenging, as discussed earlier. This leaves us with data
attacks on the L1 dTLB or L2 sTLB.
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Figure 2.5: Skylake L2 sTLB’s hash function (H), which converts a virtual address V A to a
L2 sTLB set with the matrix multiplication H · V A[26 : 12], where V A[26 : 12] represent
the next 14 lowest bits of V A after the 12 lowest bits of V A. We call this function XOR7,
because it XORs 7 consecutive virtual address bits. We have observed a similar XOR8 function
on Broadwell.

2.7 Unprivileged TLB Monitoring

While performance counters can conveniently be used to reverse engineer the proper-
ties of the TLB, accessing them requires superuser access to the system by default
on modern Linux distributions, which is incompatible with our unprivileged attacker
model. To address Q3, we now look at how an attacker can monitor the TLB activity
of a victim without any special privilege by just timing memory accesses.

We use the code in Figure 2.6, designed to monitor a 4-way TLB set, to exemplify
our approach. As shown in the figure, the code simply measures the latency when
accessing the target eviction set. This is similar, in spirit, to the PROBE phase of
a classic PRIME+PROBE cache attack [150; 151; 156], which, after priming the
cache, times the access to a cache eviction set to detect accesses of the victim to the
corresponding cache set. In our TLB-based attack setting, a higher eviction set access
latency indicates a likely TLB lookup performed by the victim on the corresponding
TLB set.

To implement an efficient monitor, we time the accesses using the rdtsc and
rdtscp instructions and serialize each memory access with the previous one. This
is to ensure the latency is not hidden by parallelism, as each load is dependent on
the previous one, a technique also seen in [151] and other previous efforts. This
pointer chasing strategy allows us to access a full eviction set without requiring
full serialization after every load. The lfence instructions on either side make it
unnecessary to do a full pipeline flush with the cpuid instruction, which makes the
operation faster.

With knowledge of the TLB structure, we can design an experiment that will tell
us whether the latency reliably indicates a TLB hit or miss or not. We proceed as
follows:

1. We assemble three working sets. The first stays entirely within L1 dTLB. The
second misses L1 partially, but stays inside L2. The third set is larger than L2
and will so force a page table walk.
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Figure 2.6: Timed accesses used to monitor a 4-way TLB set with pointer chasing.

uint64_t probe; /* probe addr */

uint32_t time1,time2;

asm volatile (

"lfence\n"

"rdtsc\n"

"mov %%eax, %%edi\n"

"mov (%2), %2\n"

"mov (%2), %2\n"

"mov (%2), %2\n"

"mov (%2), %2\n"

"lfence\n"

"rdtscp\n"

"mov %%edi, %0\n"

"mov %%eax, %1\n"

: "=r" (time1), "=r" (time2)

: "r" (probe)

: "rax", "rbx", "rcx",

"rdx", "rdi");

2. The eviction sets are virtual addresses, which we all map to the same physical
page, thereby avoiding noise from the CPU data cache.

3. Using the assembly code we developed, we access these eviction sets. If the
latency predicts the category, we should see a clear separation.

We take the Skylake platform as an example. The result of our experiment can be
seen in Figure 2.7. We see a multi-modal distribution, clearly indicating that we can
use unprivileged instructions to profile TLB activity.

Our analysis here addresses Q3. We can now rely on unprivileged memory access
latency measurements to reliably distinguish TLB misses from TLB hits and hence
monitor the activity of the victim over shared TLBs in practical settings.
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Figure 2.7: Memory access latency determining TLB hit or misses. The mapped physical page
is always the same one, and so always in the cache, so the latency of the memory access purely
depends on TLB latency.

2.8 Temporal Analysis

Given the monitoring logic we developed in Section 2.5, we now turn to Q4—how can
we leak information with a page-granular signal for data pages only? When targeting
sensitive cryptographic applications, previous work on controlled channels focused
on leaking the secret using code pages due to the difficulty of extracting secrets using
page-granular data accesses [216]. Data pages are only used for synchronization
purposes in the attack. In other words, this is a non-trivial challenge, especially given
our side-channel rather than controlled-channel attack scenario.

We pick an example target, libgcrypt, to investigate the extent of this chal-
lenge.

We target its elliptic curve cryptography (ECC) multiplication function, shown
in Figure 2.9. This function will be used in a signing operation, where scalar is a
secret. We use the non-constant-time version in this work. We instrument the code
with the Intel Pin Dynamic Binary Instrumentation framework [136].

Figure 2.8 shows the observed activity in each of the 16 L1 dTLB sets over time.
The two background colors differentiate between data accesses of the two different
functions, namely the function that performs a duplication operation and one that
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Figure 2.8: Page-level access patterns of data of an ECC point multiplication routine. The
background is the ground truth of the cases we wish to distinguish. The rectangles show
temporally unique patterns that make this possible.

Figure 2.9: Elliptic curve point multiplication in libgcrypt. We attack the non-constant-time half
of the branch.

void

_gcry_mpi_ec_mul_point (mpi_point_t result,

gcry_mpi_t scalar, mpi_point_t point,

mpi_ec_t ctx)

{

gcry_mpi_t x1, y1, z1, k, h, yy;

unsigned int i, loops;

mpi_point_struct p1, p2, p1inv;

...

if (mpi_is_secure (scalar)) {

/* If SCALAR is in secure memory we assume that it

is the secret key we use constant time operation.

*/

...

} else {

for (j=nbits-1; j >= 0; j--) {

_gcry_mpi_ec_dup_point (result, result, ctx);

if (mpi_test_bit (scalar, j))

_gcry_mpi_ec_add_points(result,result,point,ctx);

}

}

}
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performs an addition operation depending on a single bit in the private key as shown
in a code snippet taken from libgcrypt. If we can differentiate between the TLB
operations of these two functions, we can leak the secret private key. It is clear that
the same sets are always active in both sides of the branch, making it impossible to
leak bits of the key by just monitoring which sets are active a la PRIME+PROBE.
Hence, due to (page-level) side-channel coarsening, TLB attacks cannot easily rely
on traditional spatial access information to leak secrets in real-world attack settings.

Looking more carefully at Figure 2.8, it is clear that some sets are accessed at
different times within the execution of each side of the branch. For example, it is
clear that the data variables that map to TLB set 9 are being accessed at different
times in the different sides of the branch. The question is whether we can use such
timings as distinguishing features for leaking bits of data from libgcrypt’s ECC
multiplication function. In other words, we have to rely on temporal accesses to the
TLB sets instead of the commonly-used spatial accesses for the purposes of leaking
information.

To investigate this approach, we now look at signal classification for the activity
in the TLB sets. Furthermore, in the presence of address-space layout randomization
(ASLR), target data may map to different TLB sets. We discuss how we can detect
the TLB sets of interest using a similar technique.

Signal classification Assuming availability of latency measurements from a target
TLB set, we want to distinguish the execution of different functions that access the
target TLB set at different times. For this purpose, we train a classifier that can
distinguish which function is being executed by the victim, as a function of observed
TLB latencies. We find that, due to the high resolution of our channel, a simple
classification and feature extraction strategy is sufficient to leak our target functions’
temporal traces with a high accuracy. We discuss what more may be possible with
more advanced learning techniques and the implications for future cache attacks and
defenses in Section 2.10. We now discuss how we trained our classifier.

To collect the ground truth, we instrument the victim with statements that record
the state of the victim’s functions, that is how the classifier should classify the current
state. This information is written to memory and shared with our TLB monitoring
code developed in Section 2.5. We run the monitoring code on the sibling hyperthread
of the one that executes the instrumented victim. Our monitoring code uses the
information provided by the instrumented victim to measure the activity of the target
TLB set for each of the two functions that we wish to differentiate.

To extract suitable features from the TLB signal, we simply encode information
about the activity in the targeted TLB set using a vector of normalized latencies. We
then use a number of such feature vectors to train a Support Vector Machine (SVM)
classifier, widely used nowadays for general-purpose classification tasks [46]. We
use our SVM classifier to solve a three-class classification problem: distinguishing
accesses to two different functions (class-1 and class-2) and other arbitrary functions
(class-3) based on the collected TLB signals. The training set consists of a fixed
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Figure 2.10: SVM signal classification on raw latency data. The background shade represents
ground truth; either the execution of the ‘dup’ function (0) or the ‘mul’ function (1). The classifier
properly classifies signal boundaries from raw latency data; either the start of a dup (0), mul (1)
or not a boundary (0.5). The peak detection converts the continuous classifications into discrete
single detections.

number (300) of observed TLB latencies starting at a function boundary (based on the
ground truth). We find the normalizing the amplitude of the latencies prior to training
and classification to be critical for the performance of our classifier. For each training
sample, we normalize the latencies by subtracting the mean latency and dividing by
the standard deviation of the 300 latencies in the training sample.

We use 8 executions to train our SVM classifier. On average, this results in 249
executions of the target duplication function, and 117 executions of the target addition
function, leading to 2,928 training samples of function boundaries. After training,
the classifier can be used on target executions to extract function signatures and
reconstruct the target private key. We report on the performance of the classifier and
its effect on the end-to-end TLBleed attack on libgcrypt in Section 2.9.2.

As an example of the classifier in action on the raw signal, see Figure 2.10. It has
been trained on the latency values, and can reliably detect the 2 different function
boundaries. We use a peak detection algorithm to derive the bit stream from the
classification output. The moving average is not used by the classifier, but is shown to
make the signal discrepancy more apparent to human inspection. The peak detection
merges spurious peaks/valleys into one as seen in the first valley, and turns the
continuous classification into a discrete bitstream.

Identifying the Target TLB Set For the libgcrypt target, we only need to use
a single TLB set for training and testing. For the purpose of training our classifier,
we assume that this information is known. During a real-world attack, however, we
cannot know the target TLB set beforehand, due to virtual address randomization
performed by ASLR.
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Nonetheless, our hypothesis is that each of the TLB sets behave differently during
the execution of our target program. Hence, we can follow the same approach of
classifying behavior based on the temporal activity of each of the sets to distinguish
the target set. In other words, in a preliminary step, we can now use our SVM
classifier to solve a s-class classification problem, where each class represents TLB
signals for a particular TLB set and we want to identify TLB signals that belong to
the "target" class of interest. To validate our hypothesis, we run this step for the same
period as we do for the attack, when the ECC point multiplication occurs. We find
that this simple strategy already results in a classifier that can distinguish the TLB
sets. Section 2.9.1 evaluates the reliability and performance of our target TLB set
detection technique.

We can now mount an end-to-end attack using a simple classification and feature
extraction strategy, as well as a preliminary step to identify the victim TLB set in
spite of ASLR.

2.9 Evaluation

In this section we select a challenging case study, so that we can evaluate the reliability
of TLBleed.

Testbed To gain insights on various recent micro-architectures, we evaluated
TLBleed on three different systems: (i) a workstation with an Intel Skylake Core
i7-6700K CPU and 16 GB of DDR4 memory, (ii) a server with an Intel Broadwell
Xeon E5-2620 v4 and 16 GB of DDR4 memory, and (iii) a workstation with an Intel
Coffeelake Core i7-8700 and 16 GB of DDR4 memory. We mention which system(s)
we use for each experiment.

Overview of the results We first target libgcrypt’s Curve 25519 EdDSA sig-
nature implementation. We use a version of the code that is not written to be
constant-time. We first show that our classifier can successfully distinguish the TLB
set of interest from other TLB sets (Section 2.9.1). We then evaluate the reliability of
the TLBleed attack (Section 2.9.2). On average, TLBleed can reconstruct the private
key in 97% of the case using only a single signature generation capture and in only 17

seconds. In the remaining cases, TLBleed significantly compromises the private key.
Next we perform a similar evaluation on RSA code implemented in libgcrypt,
that was written to be constant-time in order to mitigate FLUSH+RELOAD [218], but
nevertheless leaves a secret-dependent data trace. The implementation has since been
improved, already before our work. We then evaluate the security of state-of-the-art
cache defenses in face of TLBleed. We find that TLBleed is able to leak informa-
tion even in presence of strong, hardware-based cache defenses (Section 2.9.5 and
Section 2.9.6). Finally, we construct a covert channel using the TLB, to evaluate the
resistance of TLBleed to noise (Section 2.9.7).



34 2. TRANSLATION LEAK-ASIDE BUFFER

Figure 2.11: Classification reliability for distinguishing TLB sets using temporal access patterns.
For all active TLB sets during our target operation, we can reliably determine where they are
mapped in the virtual address space.

2.9.1 TLB set identification

To show all TLB sets behave in a sufficiently unique way for TLBleed to reliably
differentiate them, we show our classifier trained on all the different TLB sets recog-
nizing test samples near-perfectly. After training a classifier on samples from each
of the 16 L1 dTLB access patterns in libgcrypt, we are able to distinguish all TLB
sets from each other with an F1-score of 0.54, as shown in a reliability matrix in
Figure 2.11. We observe no false positives or false negatives to find the desired TLB
set across repeated runs. We hence conclude that TLBleed is effective against ASLR
in our target application. We further discuss the implications of TLB set identification
on weakening ASLR in Section 2.10.

2.9.2 Compromising EdDSA

Curve 25519 EdDSA signature algorithm in libgcrypt v1.6.3 is a high-performance
elliptic curve algorithm [18]. To demonstrate TLBleed determining a key by just
monitoring the TLB, we attack the non-constant-time version of this code. This
would still be safe when cache isolation is deployed.

As shown previously in Figure 2.9, we are interested in distinguishing between



2.9. EVALUATION 35

C
h
a
p
te

r
2

Table 2.2: Success rate of TLBleed on various microarchitectures. The success rate is a count of
the number of successful full key recoveries, with some brute forcing (BF) attempts. Unsuccessful
cases were out of reach of bruteforcing.

Micro-architecture Trials Success Median BF

Skylake 500 0.998 21.6

Broadwell 500 0.982 23.0

Coffeelake 500 0.998 22.6

Total 1500 0.993

the duplication, i.e. between

1. duplication, _gcry_mpi_ec_dup_point, and

2. addition, _gcry_mpi_ec_add_points

operations, so that we can distinguish key bits in the secret used in the signature.
There will always be a dup invocation for every bit position in the execution trace,
plus an average of 128 add invocations somewhere for every ’1’ bit in the secret
value. As keys are 256 bits in Curve 25519, on average we observe 384 of these
operations.

Hence, we must be able to distinguish the two operations with high reliability.
Errors in the classification require additional bruteforcing on the attacker’s side to
compensate. As misclassification errors translate to arbitrary bit edit operations in
the secret key, bruteforcing quickly becomes intractable with insufficient reliability.

We follow a two step approach in evaluating TLBleed on libgcrypt. We first
collect the activities in the TLB for only 2 ms during a single signing operation. Our
classifier then uses the information in this trace to find the TLB set of interest and
to classify the duplication and addition operations for leaking the private key. In
the second step, we try to compensate for classification errors using a number of
heuristics to guide bruteforcing in exhausting the residual entropy. We first discuss
the results and then elaborate on the bruteforcing heuristics that we use.

Table 2.2 shows the results of our attack on all testbeds. With a small number of
measurements-guided bruteforcing, TLBleed can successfully leak the key in 99.8%
of the cases in the Skylake system, in 98.2% of the cases on the Broadwell system,
and 99.8% on Coffeelake. In the remaining cases, while the key is significantly
compromised, bruteforcing was still out of reach with our available computing
resources. The end-to-end attack time is composed of: 2 ms of capture time; 17
seconds of signals analysis with the trained classifier; and a variable amount of brute-
force guessing with a negligible median work factor of 23 at worst, taking a fraction
of a second. Thus, in the most common case, the end-to-end attack time is dominated
by the signals analysis phase of 17 seconds and can be trivially reduced with more
computing resources. Given that TLBleed requires a very small capture time, existing
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Figure 2.12: Required number of bruteforcing attempts for compromising 256-bit EdDSA
encryption keys with TLBleed.

re-randomization techniques (e.g., Shuffler [214]) do not provide adequate protection
against TLBleed, even if they re-randomized both code and data.

Figure 2.12 provides further information on the frequency of bruteforcing attempts
required after classification. We rely on two heuristics based on the classification
results to guide our bruteforcing attempts. Due to the streaming nature of our classifier,
sometimes it does not properly recognize a 1 or a 0, leaving a blank (i.e., skipping),
and sometimes it classifies two 1s or two 0s instead of only one (i.e., duplicating).
By looking at the length of periods in which the classifier makes decision, we can
find cases where the period is too long for a single classification (skipping) and cases
where the period is too short for two classifications (duplicating). In the case of
skipping, we try to insert a guess bit and in the case of duplicating, we try to remove
the duplicate. As evidenced by our experimental results, these heuristics work quite
well for dealing with misclassifications in the case of the TLBleed attack.

2.9.3 Compromising RSA

We show that a RSA implementation, written to mitigate FLUSH+RELOAD [218],
nevertheless leaves a secret-dependent data trace in the TLB that TLBleed can de-
tect. This finding is not new to our work and this version has since been improved.
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Figure 2.13: Sketched representation of SIMPLE_EXPONENTIATION variant of modular
exponentiation in libgcrypt, in an older version.

void

_gcry_mpi_powm (gcry_mpi_t res,

gcry_mpi_t base, gcry_mpi_t expo, gcry_mpi_t mod)

{

mpi_ptr_t rp, xp; /* pointers to MPI data */

mpi_ptr_t tp;

...

for(;;) {

...

/* For every exponent bit in expo: */

_gcry_mpih_sqr_n_basecase(xp, rp);

if(secret_exponent || e_bit_is1) {

/* Unconditional multiply if exponent is

* secret to mitigate FLUSH+RELOAD.

*/

_gcry_mpih_mul (xp, rp);

}

if(e_bit_is1) {

/* e bit is 1, use the result */

tp = rp; rp = xp; xp = tp;

rsize = xsize;

}

}

}

Nevertheless we show TLBleed can detect secret key bits from such an RSA im-
plementation, even when protected with cache isolations deployed, as well as code
hardening against FLUSH+RELOAD.

Listing 2.13 shows our target RSA implemenatation. The code maintains pointers
to the result data (rp) and working data (xp). This is a schematic representation of
modular exponentiation code as it existed in older versions of libgcrypt, follow-
ing a familiar square-and-multiply algorithm to compute the modular exponentiation.
The multiplication should only be done if the corresponding exponent bit is 1. Condi-
tionally executing this code leaks information about the secret exponent, as shown
in [218]. To mitigate this, the code unconditionally executes the multiplication but
conditionally uses the result, by swapping the rp and xp pointers if the bit is 1.
Whenever these pointers fall in different TLB sets, TLBleed can detect whether or
not this swapping operation has happened, by distinguishing the access activity in
the swapped and unswapped cases, directly leaking information about the secret
exponent.

We summarize the accuracy of our key reconstruction results in Figure 2.14, a
histogram of the edit distance of the reconstructed RSA keys showing that on average
we recover more than 92% of RSA keys with a single capture. While we have not
upgraded these measurements to a full key recovery, prior work [219] has shown that
it is trivial to reconstruct the full key from 60% of the recovered key by exploiting
redundancies in the storage of RSA public keys [97].
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Figure 2.14: TLBleed accuracy in computing RSA 1024-bit secret exponent bits. Shown is
the histogram of the number of errors the reconstructed RSA exponent contained from a single
capture, expressed as the Levenshtein edit distance.

2.9.4 Compromising Software Defenses

Software-implemented cache defenses all seek to prevent an attacker to operate cache
evictions for the victim’s cachelines. Since TLBleed only relies on TLB evictions
and is completely oblivious to cache activity, our attack strategy trivially bypasses
such defenses. To confirm this assumption, we repeat our libgcrypt attack for an
increasing number of iterations to study the dependency between victim activity and
cache vs. TLB misses.

Figure 2.15 presents our results. As shown in the figure, the TLBleed has no
impact on the cache behavior of the victim (LLC shown in figure, but we observed
similar trends for the other CPU caches). The only slight increase in the number of
cache misses is a by-product of the fast-growing number of TLB misses required
by TLBleed and hence the MMU’s page table walker more frequently accessing the
cache. Somewhat counter-intuitively, the increase in the number of cache misses in
Figure 2.15 is still constant regardless of the number of TLB misses reported. This is
due to high virtual address locality in the victim, which translates to a small, constant
cache working set for the MMU when handling TLB misses. This experiment
confirms our assumption that TLBleed is oblivious to the cache activity of the victim
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Figure 2.15: TLBleed compromising software defenses, as demonstrated by the substantial
number of TLB rather than cache misses required by our libgcrypt attack.

and can trivially leak information in presence of state-of-the-art software-implemented
cache defenses.

2.9.5 Compromising Intel CAT

We now want to assess whether TLBleed can compromise strong, hardware-based
cache defenses based on hardware cache partitioning. Our hypothesis is that such
hardware mechanisms do not extend their partitioning to the TLB. Our Broadwell
processor, for example, is equipped with the Intel CAT extension, which can partition
the shared cache between distrusting processes [131]. To validate our hypothesis, our
goal is to show that TLBleed can still leak information even when Intel CAT is in
effect.

We repeat the experiment, but this time with Intel CAT enabled. We isolate the
victim libgcrypt process from the TLBleed process using Intel rdtset tool by
perfectly partitioning the cache between the two processes (using the 0xf0 mask
for the victim, and 0x0f for TLBleed). Table 2.3 shows that the hardware cache
partitioning strategy implemented by Intel CAT does not stop TLBleed, validating
our hypothesis. This demonstrates TLBleed can bypass state-of-art defenses that rely
on Intel CAT (or similar mechanisms) [131].
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Table 2.3: TLBleed compromising Intel CAT.

Microarchitecture Trials Success Median BF

Broadwell (CAT) 500 0.960 22.6

Broadwell 500 0.982 23.0

2.9.6 Compromising Intel TSX

We now want to assess whether TLBleed can compromise strong, hardware-based
cache defenses that protect the cache activity of the victim with hardware transactional
memory features such as Intel TSX. In such defenses, attacker-induced cache evictions
induce Intel TSX capacity aborts, detecting the attack [94]. Our hypothesis is that
such hardware mechanisms do not extend their abort strategy to TLB evictions. To
validate our hypothesis, our goal is to show that TLBleed can still detect the victim’s
activity with successful transactions and leak information even when Intel TSX is in
effect.

Porting libgcrypt’s EdDSA algorithm to run inside a TSX transaction requires
major source changes since its working set does not fit inside the CPU cache. We
instead experiment with a synthetic but representative example, where a victim
process accesses a number of memory addresses in a loop for a given number of
times inside a transaction.

Figure 2.16 shows the number of TLB misses with and without TLBleed. In-
creasing the duration of victim’s execution allows TLBleed to detect more and more
TLB miss due to the victim’s activity. Each additional miss provides TLBleed with
information about the secret operation of a victim without aborting the transaction,
validating our hypothesis. This demonstrates TLBleed can also bypass recent de-
fenses that rely on Intel TSX (or similar mechanisms) [94] and, ultimately, all the
state-of-the-art cache defenses.

2.9.7 TLB Covert Channel

To further prove the correct reverse engineering of TLB properties, and to do a basic
quantification of the noise resistance properties of this channel, we use our new TLB
architecture knowledge to construct a covert channel. This allows communication
between mutually cooperating parties that are not authorized to communicate, e.g.
to exfiltrate data. We exclusively use the TLB and no other micro-architectural state
for this channel. For the purposes of this design, TLB sets and cache sets serve the
same purpose: accessing the set gives the other party a higher latency in the same set,
which we use as a communication primitive. We borrow design ideas from [141].

We implement this covert channel and do two experiments. The first we run
the protocol with a transmitter and receiver on two co-resident hyperthreads on an
otherwise quiescent machine. The second we do the same, but generate two heavy
sources of interference: one, we run the libgcrypt signing binary target in a tight
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Figure 2.16: TLBleed detects TLB activity of a victim process running inside an Intel TSX
transaction by stealthily measuring TLB misses.

loop on the same core; and two, we run stress -m 5 to generate a high rate of
memory activity throughout the machine.

We find the usable bandwidth under intense load is roughly halved, and the rate of
errors that was not caught by the framing protocol does increase, but remains low. We
see an undetected frame error rate of 2.0 ·10−5 for a quiescent machine, and 3.2 ·10−4

for the heavily loaded machine. These results are summarized in Figure 2.17 and
show robust behaviour in the presence of heavy interference. We believe that, given
the raw single TLB set probe rate of roughly 30 · 107, with additional engineering
effort the bandwidth of this channel could be significantly improved.
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Figure 2.17: TLB covert channel bandwidth without and with a heavy interference load. The
undetected frame error rate is low in both cases: 2.0 · 10−5 and 3.2 · 10−4 respectively.

2.10 Discussion

Leaking cryptographic keys and bypassing cache side-channel defenses are not the
only possible targets for TLBleed. Moreover, mitigating TLBleed without support
from future hardware is challenging. We discuss these topics in this section.

2.10.1 Other targets

TLBleed can potentially leak other information whenever TLBs are shared with a
victim process. We expect that our TLB set classification technique can very quickly
reduce the entropy of ASLR, either that of the browser [28; 86] or kernel [92; 101;
109]. The L2 TLB in our Broadwell system has 256 sets, allowing us to reduce up to
8 bits of entropy. Note that since the TLB is shared, separating address spaces [91]
will not protect against TLBleed.

Other situations where TLBleed may leak information stealthily are from Intel
SGX enclaves or ARM TrustZone processes. We intend to pursue this avenue of
research in the future.
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2.10.2 Mitigating TLBleed

The simplest way to mitigate TLBleed is by disabling hyperthreads or by ensuring in
the operating system that sensitive processes execute in isolation on a core. However,
this strategy inevitably wastes resources. Furthermore, in cloud environments, cus-
tomers cannot trust that their cloud provider’s hardware or hypervisor has deployed
a (wasteful) mitigation. Hence, it is important to explore other mitigation strategies
against TLBleed.

In software, it may be possible to partition the TLB between distrusting processes
by partitioning the virtual address space. This is, however, challenging since almost
all applications rely on contiguous virtual addresses for correct operations, which is
no longer possible if certain TLB sets are not accessible due to partitioning.

It is easier to provide adequate protection against TLBleed in hardware. Intel
CAT, for example, can be extended to provide partitioning of TLB ways on top
of partitioning cache ways. Existing defenses such as CATalyst [131] can protect
themselves against TLBleed by partitioning the TLB in hardware. Another option is
to extend hardware transactional memory features such as Intel TSX to cause capacity
aborts if a protected transaction observes unexpected TLB misses similar to CPU
caches. Existing defenses such as Cloak [94] can then protect themselves against
TLBleed, since an ongoing TLBleed attack will cause unexpected aborts.

2.11 Related Work

We focus on closely related work on TLB manipulation and side-channel exploitation
over shared resources.

2.11.1 TLB manipulation

There is literature on controlling TLB behavior in both benign and adversarial settings.
In benign settings, controlling the impact of the TLB is particularly relevant in real-
time systems [108; 154]. This is to make the execution time more predictable while
keeping the benefits of a TLB. In adversarial settings, the TLB has been previously
used to facilitate exploitation of SGX enclaves. In particular, Wang et al. [209]
showed that it is possible to bypass existing defenses [185] against controlled channel
attacks [216] by flushing the TLB to force page table walks without trapping SGX
enclaves. In contrast, TLBleed leaks information by directly observing activity in the
TLB sets.

2.11.2 Exploiting shared resources

Aside from the cache attacks and defenses extensively discussed in Section 2.2.1,
there is literature on other microarchitectural attacks exploiting shared resources.
Most recently, Spectre [116] exploits shared Branch Target Buffers (BTBs) to mount
"speculative" control-flow hijacking attacks and control the speculative execution
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of the victim to leak information. Previously, branch prediction has been attacked
to leak data or ASLR information [4; 6; 67; 126]. In [7], microarchitectural proper-
ties of execution unit sharing between hyperthreads is analyzed. Finally, DRAMA
exploits the DRAM row buffer to mount (coarse-grained) cross-CPU side-channel
attacks [157].

2.11.3 Temporal side-channel analysis

A number of previous efforts have observed that temporal information can be used to
mount side-channel attacks over shared caches or similar fine-grained channels [7;
102; 132; 156; 186; 219]. With TLBleed, we introduce a machine learning-based
analysis framework that exploits (only) high-resolution temporal features to leak
information even in (page-level) side-channel coarsening scenarios. Nonetheless, our
approach is generic and hence applicable to other attack settings, where an attacker
targets either fine-grained (e.g., cache) or even more coarse-grained (e.g., DRAM)
channels.

2.12 Conclusion

TLBleed, a powerful and fundamentally new side channel attack via the TLB, shows
that the problem of microarchitectural side channels goes much deeper than previously
assumed. So far, much of the community has implicitly assumed that practical, fine-
grained side-channel attacks are limited to the CPU data and instruction caches,
leaving most other shared resources out of the threat model. In this chapter, we have
shown that TLB activity monitoring not only offers a practical new side channel,
but also that it bypasses all the state-of-the-art cache side-channel defenses. Since
the operation of the TLB is a fundamental hardware property, mitigating TLBleed is
challenging. It requires novel research to design efficient yet flexible mechanisms
that isolate TLB partitions based on the corresponding security domains. However, it
is not unlikely that as new mitigations are developed, new side channels amenable
to practical attacks emerge. As a more general lesson, TLBleed demonstrates that
comprehensive side-channel protection should carefully consider all shared resources.
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ABSynthe

A couple of months in the laboratory can frequently save a couple of hours

in the library.

– Jean E. Crampon, Murphy, Parkinson, and Peter-laws for libraries

Side channel analysis is frequently slow and grueling work, and usually they
are one-off projects where we try to match one particular shared side channel-probe
resource – a leakage channel, such as caches, TLBs, branch predictor structures, and
so on – with a software implementation target that is attacked to leak its secrets.

In this chapter, we try to improve the state of the art, and elevate it over one-off
attacks, and develop a framework that connects general, multi-architecture, side
channel measurement code with multiple, instrumented software implementation
targets. The side channel analysis can also be performed where the spy code and
victim code are each running in its own VM. The name of the framework is ABSynthe.

Adding either a new target new side channel code will then let us run all combina-
tions of targets and side channels and evaluate its ability to leak secret data from the
target. This has two main applications.

One, the implementor of a target can test the current implementation against all
currently known side channel methods. As this chapter will show, we are able to
show that a particular measure to improve side channel safety does not work as well
as intended.

Two, a side channel analyst interested in developing new side channel code can
easily evaluate newly developed side channels on all available targets.

Finally, ABSynthe will try to mix all available side channel code to try to find a
new mixture that outperforms all of the primitives. Many examples in this chapter
will show that this is frequently possible.

47
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3.1 Introduction

Modern processors provide strong isolation guarantees between distrusting execution
contexts at the architectural level of abstraction. These guarantees are unfortunately
not enforced at the microarchitectural level. A plenitude of existing side-channel
attacks show one can leak secret information (e.g., cryptographic keys) by examining
changes made by a victim’s execution to the state of shared microarchitectural com-
ponents such as caches [59; 124; 132; 151; 218], cache directories [217], TLBs [85],
and branch predictors [67; 68]. Such attacks are typically based on whitebox side-
channel analyses which require heroic reverse engineering efforts to gain a deep
understanding of the target component and then craft component-specific exploitation
primitives (e.g., the ability to track victim cache accesses by actively forcing evic-
tions). Such manual efforts need to be repeated for each new component and each
(micro)architecture, in search of new, dedicated exploitation primitives.

In this chapter, we present ABSynthe, an automatic, black box approach towards
synthesizing microarchitectural side channels in a more general and sustainable
fashion, by exploiting contention on shared resources. Its blackbox analysis requires
no reverse engineering effort on the part of the attacker, and eschews complicated
eviction strategies that require deep understanding of the dimensions, organization
and policies that govern certain wide-exploited shared resource such as CPU caches.
Instead, ABSynthe exploits the insight that the mere presence or absence of contention
on shared resources often leads to measurable performance differences.

For efficiency reasons, microarchitectures today include a large number of shared
resources that may, potentially, serve in side channels attacks. Examples include
per-core caches, execution units, and execution ports, but there are many others.
Since any of these resources may harbor a side channel, we designed ABSynthe
as a generic solution to measure and optimize the information leakage—for any
component, software, and (micro)architecture. Interestingly, during our analysis we
also found new sources of leakage, including some that we cannot easily associate
with a single component. By focusing exclusively on contention-based side channels,
ABSynthe can treat the target CPU microarchitecture and its components as black
boxes, while synthesizing side channels that are stealthy [10; 22], that are easy
to regenerate across different architectures, and that may even combine multiple
microarchitectural components to boost the signal and outperform state-of-the-art
side-channel attacks.

Microarchitectural side-channel attacks Existing microarchitectural side-channel
attacks rely on leakage primitives derived from the reverse engineering of a specific
microarchitectural component. Such whitebox side-channel strategies often take the
form of eviction-based attacks—attacks that exploit knowledge of the target compo-
nent to measure modifications made to the microarchitectural state by the victim’s
secret operation. At their core, these measurements involve the eviction of certain
state from the component of interest. For example, in FLUSH+RELOAD, the attacker
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evicts a shared cache line and later checks whether it is reloaded by the victim in a
secret operation. While attacks on CPU caches are the most common, attackers may
equally target other microarchitectural components, including cache directories [217],
TLBs [85], and branch predictors [68]. Some recent efforts, such as PortSmash [10]
and SMoTherSpectre [22], show that one can also leak secret information by crafting
contention-based attacks that exploit contention on execution ports. The high-level
strategy in contention-based attacks is to replace the active evictions of prior efforts
with passive monitoring, which also vastly improves the stealthiness of the attack [10].
However, these efforts still rely on exploitation primitives specific to a particular
microarchitectural component, in particular execution ports.

ABSynthe In this chapter, we present the first complete Synchronous Multithreading
(SMT) leakage maps for different microarchitectures implementing the x86_64 ISA.
These leakage maps show complex interactions between different x86_64 instruc-
tions and allow us to make a number of observations. First, there are many different
microarchitectural components that leak secret information and allow for practical
contention-based attacks. Second, by testing different instructions, we can create
contention on arbitrarily different microarchitectural components without any knowl-

edge of the contended component(s) or of the microarchitecture, opening the door for
attack automation. Third, the instructions that create observable contention on one mi-
croarchitecture do not necessarily do so on others. This means that contention-based
attacks are not always portable across different processors with different microar-
chitectures. Building on these insights, we present ABSynthe, the first system to
automatically synthesize new side-channel attacks on a given microarchitecture and a
given software target.

To build ABSynthe, we combine a number of novel techniques. First, to automat-
ically detect secret-dependent control flows in a given software target, we employ
taint analysis similar to DATA [211]. We further refine the analysis by relying on
performance monitoring counters to identify the target branches. Once ABSynthe
identifies the target branches, it tries to find a sequence of instructions from the leak-
age maps that maximizes the information leakage from the target branches. ABSynthe
relies on a genetic algorithm to find a combination of instructions that create the best
contention to leak the maximum amount of information from the target software. The
result is a highly optimized target-specific sequence of instructions that performs
better than any single instruction used in recent work [10; 22]. Using a number of
different cryptographic functions and commodity CPU architectures (Intel, AMD,
ARM), we show that ABSynthe is effective in synthesizing practical cross-thread at-
tacks in native and virtualized environments. Lastly, ABSynthe employs a Recurrent
Neural Network (RNN) for complete cryptographic key bit stream recovery using
the synthesized attacks. As we later show with an example, an analyst armed with
ABSynthe’s results can then recover the final secret key with basic post processing
techniques.

Like fuzzers and other testing techniques, ABSynthe may primarily serve as a
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Figure 3.1: Simplified diagram of a superscalar, out-of-order execution pipeline showing the
stream of instructions being dispatched and retired (green, thick arrows), units that hold and
process them (red, thick boxes), the memory request and data stream (purple, thin arrows), and
their supporting micro-architectural caches and data structures (blue, thin boxes).

powerful regression testing framework for both hardware vendors to find new side
channel leakages in their microarchitectures and software developers to determine
if their, say, crypto algorithm is vulnerable to contention-based side channels on a
target CPU.

Contributions This chapter makes the following contributions:

• We present the first complete leakage maps for a number of x86_64 microar-
chitectures in SMT settings which additionally provide us with new insights
for building contention-based side-channel attacks.

• In this chapter, we present ABSynthe, a fully automated approach for synthe-
sizing side-channel attacks on arbitrary microarchitectures and software targets
(by treating both as blackboxes)—eliminating the need for per-component
reverse engineering and enabling a portable, multi-component side-channel
analysis on commodity CPUs.

• We show that ABSynthe can synthesize side-channel attacks on a variety of
cryptographic routines on different architectures (Intel, AMD, ARM) and envi-
ronments (native, virtualized) by creating contention on different microarchitec-
tural components. Surprisingly, these attacks perform even better than creating
contention on a single specific component as done in prior work [10; 22].
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3.2 Background

We discuss the microarchitectures of modern processors to get an overview of shared
components across different execution contexts. We then discuss how some of these
components are prone to contention-based side channels.

3.2.1 Microarchitectural components

CPUs implement their Instruction Set Architecture (ISA) using microarchitectural
components. Such components increase in number, size and complexity with each
new CPU generation. Given that these components are not visible to software, their
low-level details can only be uncovered by careful reverse engineering. Furthermore,
the properties of each of these components can change between CPU revisions,
without posing compatibility problems for the software, but prompting new, lengthy
reverse engineering efforts every time for side channel researchers.

Figure 3.1 shows the high-level overview of some of these microarchitectural
components in a modern CPU, using Intel terminology as a reference. The micro-
architecture can be divided in two main parts: (a) the frontend, which decodes the
architectural instruction stream operating on architectural registers from multiple,
in this case two, logical processors into micro-operations (micro-ops) operating on
microarchitectural registers (physical registers), and (b) the backend, which operates
on a stream of micro-ops merged from the 2 thread streams, allocates the necessary
resources, and schedules them for execution in an out-of-order fashion. We focus
on components in the CPU backend. While late in the pipeline, these components
operate at the stage where the instruction streams of the multiple hardware threads
have merged and resources are mostly shared between the threads. Significantly,
these threads can be executing in different security domains.

We will not go into detail for all micro-architectural components depicted in the
figure. After all, the objective of this chapter is to exploit resource sharing without
relying on the knowledge of the workings, or even the existence, of these components.
We nevertheless briefly discuss the use of execution ports and units by micro-ops, as
dispatched from the reservation station. In particular, the Reservation Station (RS)
holds a collection of in-flight micro-ops which have allocated resources (e.g., physical
registers) and are ready to execute once their operands are available. Micro-ops in
the RS are mixed from both threads already. Meanwhile, the execution units run the
actual micro-ops that are dispatched from the RS. After execution, micro-ops are
sent to the retirement unit and retired in-order. Execution units are reached through
execution ports that are typically numbered in a fairly intuitive manner (P0, P1, P5,
etc.) and sometimes one micro-op can be executed on any of a set of ports (expressed
as P06). As we shall see in Section 3.4, execution ports and units will play a large
role in contention on shared resources.
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3.2.2 Simultaneous Multi-Threading (SMT)

SMT, sometimes referred to as hyperthreading, is an architectural technology that
is primarily intended to enable cross-thread sharing of on-core resources that would
otherwise be unused [138; 187; 200]. When transitioning from a single-threaded to a
multi-threaded core design, on-core resources are owned in one of three ways [44]:

1. Replicated: there is one instance per thread for private use. This happens for
microarchitectural state such as the architectural register file and the instruction
pointer.

2. Partitioned: there is a static assignment of ownership of half of the resource to
each thread. Examples include the iTLB [85] and the Physical Register File
(PRF) [215].

3. Competitive: there is a full resource pool available to all threads. Examples
include execution slots in the reservation station, CPU caches, load/store buffers,
L1 dTLB, Shared TLB (STLB) [85], and execution units [10].

As we will see in Section 3.4, measurable interference can occur across security
boundaries on resources that are competitively shared, possibly leading to information
leaking.

3.2.3 Eviction- vs. contention-based attacks

Existing side-channel attacks on microarchitectural components are largely eviction-

based. That is, they use evictions to bring the target component to a known state.
After the secret operation, they can then examine the state to infer any changes that
leak information about the secret operation. As an example, the PRIME+PROBE
attack primes the CPU cache by accessing a set of memory addresses (evicting other
addresses). It then waits for the victim operation to execute. Finally, it probes the
cache by checking whether any of the previously accessed addresses has been evicted
from the cache. These attacks are powerful, as an attacker can actively control the
microarchitectural behavior of the victim, but also hinge on (i) intimate knowledge of
the target microarchitectural component, and on (ii) an active eviction strategy that
reduces the stealthiness of the attack and is amenable to mitigations [94].

To address the latter, some recent attacks [10; 22] rely on the available bandwidth
to execution ports to stealthily leak information across threads. The attacker simply
measures the bandwidth (i.e., operations per second) over time and, by observing
its fluctuations, can infer information about the victim’s operation. This contention-

based attack relies on passive monitoring rather than active evictions, improving the
stealthiness and mitigation-resistance of the attack. However, the exploitation strategy
is still targeted to a specific component and requires assumptions on the underlying
microarchitecture and its interactions with the target software.
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This chapter’s contribution is twofold. First, we show there are many more
components amenable to contention-based attacks and it is not clear a-priori which
component (or set of components) is the most effective on a given software target.
Second, we show we can automatically synthesize contention-based side-channel
attacks on any given microarchitecture. We discuss the first in Section 3.4 and the
second in Section 3.5.

3.3 Threat Model

We assume an attacker who has code execution on the victim machine. The aim of the
attacker is to leak sensitive data, such as cryptographic keys, from a victim process
or VM. Similar to existing contention-based attacks [10], we primarily focus on a
victim executing on a (sibling) hardware thread on the same core as the attacker. In
Section 3.8.1, we discuss how we can generalize our analysis to non-SMT settings.
We further assume that all state-of-the-art side-channel protections are enabled, but
the target software is vulnerable to side channels (e.g., due to vulnerable coding
practices [76]). The attacker seeks to automatically synthesize contention-based
side-channel attacks against the given vulnerable software and microarchitecture.
We focus our analysis on recovering the control flow of a target and use common
examples with secret-dependent control flow.

3.4 Side Channels on Contended Components

To motivate our work, we systematically study the possibility of creating contention-
based attacks on different shared microarchitectural components normally accessed
by victim software. We take a fully black-box, microarchitecture-agnostic approach
by measuring instruction interference of every instruction vs. every other instruction,
and find significant unexplained sources of contention.

3.4.1 Creating Contention on CPU Components

As any shared resource can potentially lead to an exploitable side channel, we wish to
map out as many different sources of contention as possible within a given CPU core.
This later allows us to find the best performing side channel for a given a software
target.

Similar to the Covert Shotgun’s blog post [70], our approach tries to find whether
two instructions create observable contention on various CPU components. Unlike
Covert Shotgun’s handful of carefully picked instructions, however, ABSynthe’s
blackbox strategy covers the entire x86_64 ISA and synthesizes side-channel attacks
rather than much simpler covert channels. For this purpose, we need to find instruction
sequences that create the largest possible observable contention. To approach this
in a principled way, we investigate measurable contention caused by any single
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instruction. We design an experiment that runs on a single physical core and measures
interference CCB,A, which can be read as “Interference factor that instruction B

experiences under influence of instruction A.” We call B the reader instruction (we
observe its latency), A the writer instruction (it causes the latency difference, if any),
and the CCB,A matrix the leakage map for a certain microarchitecture.

Data: List of x86 instructions
Result: Matrix CCB,A, the latency increase of each instruction B under the

influence of A compared to nop.
On a core with SMT1 and SMT2:
for Every x86 instruction A do

On SMT1: start a loop of sequenceA;
for Every x86 instruction B do

On SMT2: LATB,A ←− rdtscp(sequenceB) ;
end

end

for Every x86 instruction pair (A,B) do
Compute CCB,A ←− LATB,A/LATB,nop

end

Algorithm 1: Constructing Covert Channel matrix CCB,A

To make this possible for all instructions, we build on the XML file contain-
ing an exhaustive list of the instructions available of each microarchitecture of the
uops.info [2] project to generate an implementation of Algorithm 1 automatically.
Our reasoning is that any element CCB,A > 1.0 is evidence of contention generated
by A and experienced by B. To visualize the results, we group the rows and columns
of CC by execution port usage of the corresponding instruction, again obtained
from [2]. There are two reasons for this. First, since execution ports can be a source
of contention, we wish to group this influence in contiguous bands in the visualization.
Second, this ordering serves to group together instructions with similar functions
and utilizing the same sets of execution units. We construct the CCB,A matrix by
measuring the latency of instruction B while instruction A is executing (denoted
LAT (B,A)) concurrently on a sibling thread, and express this latency as a factor
of NOP executing concurrently: CCB,A = LAT (B,A)/LAT (B,NOP ). The full
procedure is described in Algorithm 1.

We perform Algorithm 1 on two different Intel microarchitectures, Skylake
and Broadwell Xeon, and one AMD microarchitecture, ZEN+, using the EPYC
platform. Figure 3.2 shows the leakage maps for these microarchitectures. A column
represents the signature of a single instruction A running on SMT1, composed of
many observations of different instructions B running on SMT2.
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Figure 3.3: High-level overview of ABSynthe.

3.4.2 Discussion of the Results

Our measurements show that while execution ports are indeed a source of con-
tention [10; 22], they are hardly unique and also interfere in more intricate ways
than previously thought. Firstly, the contention pattern is not purely a function of
execution port sets. In particular, instructions that share execution port sets may
equally well show no contention or high contention. Secondly, instructions that do
not share execution ports show overall low contention, but there are clusters and
streaks of high contention patterns here also—implying shared microarchitectural
resources between SMTs that are not purely execution ports or even execution units.

Significantly, we note that the contention signature of every instruction (shown
as a single column in the CC matrix), is different from that of other instructions.
In other words, the CC matrix does not lend itself for simplification by grouping
together instructions with identical signatures. Even when already grouped together
according to execution ports, the interference signature is generally different each
time, implying that there are many different causes for contention.

Lesson 1: There are multiple independent sources of contention.

Examining the CC matrices further, we notice the structure of resource contention
is very different for each leakage map. Even microarchitectures from the same
semiconductor manufacturer (Intel) have a different leakage map. This suggests that
a contention-based side-channel attack in one microarchitecture may not work well
in another and this process may need to be repeated, unless it can be done in a fully
black-box manner.

Lesson 2: A contention-based side channel on one microarchitecture may

not work as well on another.

We further see clusters which correspond to shared resources used by one set
of instructions interfering with other sets of instructions. For instance, the Skylake
results exhibit a small number of clusters in the P0,P0 cell, whereas Broadwell Xeon
shows a large number of clusters in the P0,P0 cell, and smaller clusters in other cells.
Every row (corresponding to one reader instruction) with a small number of high
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contention values on writer instructions, will show reliable detection for those writer
instructions. These findings suggest that the best possible (within the possibilities of
ABSynthe) side channel may be obtained by creating contention on many different
resources and possibly on multiple resources at the same time.

Lesson 3: The best contention-based side channel may require contention

from multiple instructions.

We conclude that finding a sequence of instructions that optimally distinguishes
a particular subset of target instructions, may require particular and non trivial
combinations of reader instructions. Furthermore, the leakage maps for different mi-
croarchitectures do not generalize, and we have to repeat our black-box synthesis for
each microarchitecture separately. We use these insights in the design of ABSynthe
discussed next.

3.5 Automated Side-channel Synthesis

Given our earlier observations, we designed ABSynthe, an automated system that
synthesizes, within parameters, the best possible contention-based side channel for
a given software target by trying different sequences of instructions and creating
the appropriate contention on different microarchitectural components. Figure 3.3
presents a high-level overview of ABSynthe.

In the analysis phase, ABSynthe takes a given microarchitecture and the target
software as input. It then automatically generates an instrumented binary that syn-
chronizes with a spy program whenever it performs a secret operation. The spy code
is initially based on instructions from the target microachitecture’s leakage map. For
every well-performing instruction in the leakage map, ABSynthe communicates the
raw contention-based measurements to the synthesis engine. The synthesis engine
aims to improve the quality of the signal by generating new sequences of instructions
based on the contention-based measurements. These new instruction sequences re-
peatedly refine the spy code until the synthesized side channel can detect the secret
information with sufficient confidence. We find in our evaluation that in many cases
single instructions can achieve an acceptable performance for side-channel synthesis.
In other cases, however, refining the instruction sequence significantly improves the
results.

After the analysis phase, in which ABSynthe uses synchronized steps to classify
secret bits, the attack phase uses the spy code and ABSynthe’s secret recovery engine
to leak the secret information with no synchronization with the victim software
(making it suitable for practical attacks). To realize these two phases in ABSynthe,
we need to address three challenges:

C1 In the analysis phase, ABSynthe needs to automatically instrument the target
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�✁✂✄☎✆ ✝✂✞✟☎✠✠
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✏☎✟✂☎✆✠ ✏✎✄☞✁✙
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✚✁✟✛☎☞✓

✝✂✞✜☎

✢✕☎✂✁✆✎✞☞✠
✏✎✄☞✁✙

✏☎✟✂☎✆

✢✕☎✂✁✆✎✞☞✠

Figure 3.4: Collecting ground truth information. The spy process is connected to the target
through shared memory and is running on the same physical core.

software to synchronize the measurements with the spy code for collecting
ground truth.

C2 In the analysis phase, ABSynthe needs to automatically refine the side channel
for a given microarchitecture.

C3 In the attack phase, ABSynthe needs to recover secret information with a
non-cooperating victim binary using the refined side channel.

Section 3.6 will describe how we have addressed these challenges in the design
of ABSynthe. In summary, to address C1, we use a combination of taint analysis
and a novel technique that makes use of performance counters. To address C2, we
use a differential evolutionary genetic algorithm relying on a Gaussian Naive Bayes
classifier as its fitness function. Finally, to address C3, we use an RNN classifier for
unsynchronized key bit stream recovery.

3.6 ABSynthe

At a high level, ABSynthe works by finding secret-dependent control flow in the
target program during the analysis, and then detecting those secret-dependent code
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1 for (j=nbits-1; j >= 0; j--) {

2 CRYPTLOOP_START(0); // pattern start, record ’0’

3 _gcry_mpi_ec_dup_point (result, result, ctx);

4 if (mpi_test_bit (scalar, j)) {

5 CRYPTLOOP_VALUE(1); // bit == 1? pattern: ’01’

6 _gcry_mpi_ec_add_points(result,result,point,ctx);

7 }

8 }

Figure 3.5: Secret-dependent control flow: EdDSA 25519 elliptic curve multiplication, annotated
for use in ABSynthe. If the ABSynthe pattern is ‘01’, the bit value was 1, and if it is ‘0’, the bit
value was 0). The code is simplified.

paths being executed, using a tuned measurement algorithm in a spy process. To
do so, we first collect signals with known ground truth and use them to classify
unknown signals. Specifically, as shown in Figure 3.4, we collect the ground truth
by automatically instrumenting the target program at places where it processes a
secret bit in order to collect the value of that bit, and then combine these values with
measurements of the contention-based signal to determine how differently the signal
looks for different values. In this section we discuss how we find the secret-dependent
branches and collect the ground truth (Section 3.6.1), synthesize a tuned instruction
sequence for measurements (Section 3.6.2), and finally map the measured signals to
the secret (Section 3.6.3).

3.6.1 C1: Automatically finding secret-dependent branches

While executing the target program during the analysis phase, ABSynthe’s Ground
Truth Engine explicitly signals the ground truth about the secret to the spy program.
For this purpose, ABSynthe needs to instrument the target program at relevant secret-
dependent program points. In the common case, such program points will be provided
by the analyst (a mode of operation explicitly supported by ABSynthe), who may
want to attack a very specific secret-dependent computation. However, assuming
the analyst wants to target any computation dependent on a given secret, ABSynthe
can automatically find the interesting victim instructions by determining branch
instructions in the victim that are secret-dependent (and thus interesting/vulnerable)
and executed often (and thus more side channel prone). Automatically locating such
instructions by means of information flow tracking and profiling is straightforward,
as we shall see. Moreover, while we make no claims that we can guarantee that such
instructions are always the most “interesting” from an analyst point of view, this
is very often the case in practice—especially for cryptographic software (See also
Section 3.8.2).

In particular, the two properties which guide ABSynthe to the instrumentation
points in a blackbox fashion commonly hold for crypto software. First, we assume
that the operation executes the secret-dependent branches for a substantial part of
the execution time in a number of iterations that is related to the key size. Second,



60 3. ABSYNTHE

for (j=nbits-1; j >= 0; j--) {

CRYPTLOOP_START(0);

_gcry_mpi_ec_dup_point(result,result,ctx);

_gcry_mpi_ec_add_points(&tmppnt,result,point,ctx);

if (mpi_test_bit (scalar, j)) {

CRYPTLOOP_VALUE(1); // bit == 1? pattern: ’01’

point_set (result, &tmppnt);

}

Figure 3.6: Secret-dependent control flow of hardened ED25519 algorithm. We present a
simplified sketch.

the branch instructions should depend on the secret. As the public-key algorithms
that we target iterate in multiple rounds over the bits that make up the key, taking up
significant time, and few other algorithms will do so in a secret-dependent way, these
properties hold for most of the crypto code that is not explicitly designed to not have
secret dependent branches. ABSynthe finds the instrumentation points by profiling
using dynamic taint analysis (in our current implementation by means of LLVM’s
DFSan [198]), while just requiring an analyst to taint the secret once in the source
code.

For example, let us assume, that our target program executes the popular EdDSA
25519 elliptic curve cryptography algorithm from libgcrypt. In the implemen-
tation, the secret key is represented by a variable called scalar and Figure 3.5
shows the relevant loop with a secret-dependent branch in line 4. Lines 2 and 5
are part of the ABSynthe instrumentation and should be ignored for now. Fig-
ure 3.9 shows a flame chart breakdown for the EdDSA 25519 algorithm, repre-
senting the occurrences of stack traces, of the target execution as gathered using
perf record. The key intuition behind branch selection revolves around the tran-
sition from gcry_mpi_ec_mul_point, which has nearly full cumulative execu-
tion time, to gcry_mpi_ec_add_points, and gcry_mpi_ec_dup_point.
These two functions split the execution time in a way that depends on the secret
key (as confirmed by the snippet in Figure 3.5). While we illustrated this for Ed-
DSA 255519, it is a typical pattern: secret-dependent branches divide the execution
time between themselves. We show annotated examples for the hardened version of
EdDSA 25519 (Figure 3.6), RSA (Figure 3.7), and the NIST-P256 curve (Figure 3.8).

We now combine the flame chart with taint analysis to find the secret-dependent
branches automatically, as follows:

1. We first build the code using LLVM with DFSan enabled and let ABSynthe
taint all the data in the key file.

2. ABSynthe profiles the target program using perf record to find all func-
tions with significant cumulative execution time, and instruments them with
code that tests if the condition of the branch is tainted.

3. For the final ground-truth instrumentation, ABSynthe selects all branches that
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{

CRYPTLOOP_START(0);

_gcry_mpih_sqr_n (xp, rp, rsize, tspace);

if ((mpi_limb_signed_t)e < 0)

{

CRYPTLOOP_VALUE(1);

_gcry_mpih_mul ( xp, rp, rsize, bp, bsize );

}

}

Figure 3.7: Secret-dependent control flow of RSA. We present a simplified sketch of the RSA
code.

for (i=loops-2; i > 0; i--) {

CRYPTLOOP_START(0);

_gcry_mpi_ec_dup_point (result, result, ctx);

if(mpi_test_bit(h,i)==1 && mpi_test_bit(k,i)==0) {

CRYPTLOOP_VALUE(1); // NAF == 1? pattern: ’01’

point_set(&p2,result);

_gcry_mpi_ec_add_points(result,&p2,&p1,ctx);

}

if(mpi_test_bit(h,i)==0 && mpi_test_bit(k,i)==1) {

CRYPTLOOP_VALUE(2); // NAF == -1? pattern: ’02’

point_set(&p2, result);

point_set(&p1inv, &p1);

ec_subm(p1inv.y, ctx->p, p1inv.y, ctx);

_gcry_mpi_ec_add_points(result,&p2,&p1inv,ctx);

}

}

Figure 3.8: Secret-dependent control flow: elliptic curve multiplication NIST P-256. The scalar
is represented with NAF, causing 3 cases instead of 2. The code is simplified.

Figure 3.9: Secret-dependent branches divide the execution time between themselves. This flame
chart of execution of ed25519 shows this property which we found to be common across other
cryptographic targets.

Table 3.1: ABSynthe branch analysis. Number of unique branches executed by the target code
(Executed), selected to be analyzed using Data Flow Analysis (DFA) for tainting, found to be
tainted (Taint), and finally selected for ABSynthe instrumentation (Instrumented).

.

Target Executed DFA Taint Instrumented

ED25519 353 70 1 1
ED25519-hardened 353 70 1 1
RSA 472 86 6 1
ECDSA P-256 596 114 3 2
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are tainted and that executed a significant number of times with respect to the
key size (and did not have the same branch outcome every time).

4. Finally, ABSynthe also instruments the top of the parent loops of instrumented
branches to let the spy differentiate between a varying number of non-taken
secret branches.

An overview of the analyzed branches for different target programs can be seen in
Table 3.1. We see the total number of branches in the binary, and the selection process
that leads to the final number of secret-dependent, instrumented branches to collect
the ground truth. We verified that the found branches are indeed exactly the desired
secret-dependent branches.

This approach generalizes to secret values that are larger than a single bit. In the
general case, the ground-truth instrumentation records a unique pattern for each secret
value. We give the spy code all the information needed to reconstruct the control flow,
and with that, reconstruct the secret values.

As an example of the instrumentation for one of the EdDSA 25519 target, con-
sider again Figure 3.5. The instrumentation that is inserted at the top of the loop,
CRYPTLOOP_START(), signals the start of the processing of a key bit by writing a
marker to shared memory. Whenever a secret-dependent branch is taken by the CPU,
we signal that with a CRYPTLOOP_VALUE(1) by simply writing the corresponding
value to shared memory. The spy code will read these values and collect them together
with the side channel signal for training and evaluating.

Collecting the Ground Truth Given the instrumentation, ABSynthe extracts addi-
tional ground truth, namely how differently the contention-based signal looks when
the target software is processing a particular secret bit value.

In the previous section, we explained how we instrument the target software to
report when the target is taking or not taking secret-dependent branches. Our spy
process, in turn, stores the contention-based measurements during the processing of
these secret bits.

Synchronizing when the target is processing a particular secret value with the
spy code is challenging since the synchronization itself can introduce noise into the
measurements. To address this challenge, instead of using hard synchronization,
ABSynthe’s Ground Truth Engine relies on a soft synchronization strategy between
the software target and the spy code. In particular, our design uses an efficient shared
memory channel and signaling protocol between the target software and the spy code.
To implement the shared memory channel, we simply allocate a single shared memory
page. We design our signaling protocol to be asynchronous and minimalistic.

The spy code constantly monitors the target shared memory location and tags
each latency measurement with the sampled value. This simple mechanism provides
us with a reliable way to derive the ground truth of what a side channel signal looks
like for the processing of the different secret key bits.

Virtualization support Our prototype implementation expands support to virtual
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REPEAT
NUMBER

BARRIER
BEFORE
START

BARRIER
BEFORE
END

INSTR1 INSTR2 INSTR3 INSTR4 COMBINE
MODE

11 True False 4 3 6 5 INTER
LEAVE

Figure 3.10: Recipe for a combination of side channel primitives. The four best performing
single instructions are INSTR1 through INSTR4. The recipe states that 4 INSTR1 instructions
are used, 3 INSTR2 instructions, and so on. That they are combined in an interleaving fashion.
Further a memory fence instruction should be emitted before the code starts, and the whole
snippet should be repeated 11 times.

environments by running both the target binary and the spy code in VMs. Instead of
the native shared memory, we use a guest-accessible shared memory implementa-
tion, IVSHMEM [222], on KVM/Linux to facilitate the communication between the
instrumented target software and the spy code. Our end-to-end strategy addresses C1.

3.6.2 C2: Side-channel Refinement

We seek to synthesize, within parameters, the best performing side-channel attack
by creating contention on potentially multiple resources at the same time. To do
this, we need to find the right sequence of instructions for a software target that we
instrumented in the previous step. To find such a sequence, we choose a guided search
algorithm that uses classification reliability (i.e., detecting correct information) as
its optimization metric. The input to this algorithm are instructions that can create
contention on various microarchitectural components. We use the best performing
instructions as seeding set.

We wish to give the search algorithm freedom in choosing the final instruction
sequence. The only requirement is that the instructions remain valid. Meeting both
of these criteria, we design recipes that the system uses for synthesizing instruction
sequences. Our evolutionary search algorithm mutates these recipes when looking for
the best-performing solution. Before providing more details on the search algorithm,
we first discuss the format of the recipes shown in Figure 3.10. Each recipe consists
of a short string of integer parameters, each with a specific range that the search
algorithm must respect.

Repeat number This parameter defines the number of iterations (between 1 and 20)
the complete code needs to run. The execution time of the entire loop provides the
raw signal for detecting the secret operation. We wish to strike a balance between
observing a meaningful stretch of time and having a high-resolution measurement.
The optimal value for this parameter depends on the synthesized code and on the
target program.

Barriers These parameters define whether or not there is a memory barrier 1) before
executing the instruction sequence or 2) after the instruction sequence is executed.
Memory-dependent side channels benefit from these barriers, since they prevent the
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memory traffic from creating noise on the instructions that measure the execution
time due to out-of-order execution. Barriers, however, may come at a cost of lowering
the temporal resolution, due to the incurred latency of draining the memory pipeline.
Hence, they can have adverse effects on the instructions that do not exercise the
memory subsystem, and we don’t want to force them, and leave their inclusion as a
parameter.

Instruction blocks These parameters are each aimed at creating contention. Currently,
for each parameter, we use an architecture-dependent sequence of instructions that
yields a covert channel, as discussed in Section 3.4. Each parameter defines the
number of instructions that is desired from a specific covert channel.

Combine mode This parameter specifies the method for combining the instruction
blocks. We identify three possibilities: concatenation, interleaving, and a random
shuffle after concatenation. With concatenation, we simply concatenate the instruction
blocks in the recipe. With interleaving, we interleave instructions from different
blocks. Finally, with random shuffling, we first concatenate different instruction
blocks and then do a random shuffle of these instructions.

Evolutionary search algorithms require a fitness function that evaluates the fitness
of the current population of solutions. We use a Gaussian Naive Bayes (GNB) classi-
fier to decide whether a given sequence of instructions gives a signal measurement
that is able to differentiate between the various code paths the target is executing.

To do this, we train the classifier on the signal values, a vector of 220 latency
measurements. We label them with the ground truth obtained from the target instru-
mentation. The ground truth is the code path being executed by the target when the
signal was measured. As an example we label these code paths 0 and 1.

To increase accuracy, we first apply a normalization step on the raw measure-
ments from a given instruction sequence. We subtract the mean latency from all
measurements, and then divide each measure in order to give the signal unit variance.

Finally, we then train the GNB using 75 target executions (providing empirically
accurate results). Typically each execution gives us hundreds of code path samples,
giving us a training set of e.g. 19200 ’0’ values and 9600 ’1’ values. We then and
observe how well the trained GNB classifier performs on a separate training set of 25
target executions. From this test, we compute the f1 score. We use this f1 score as
the fitness function for the genetic algorithm. As an example of the raw signals, and
of the effect of the signal preprocessing step, see Figure 3.11.

We chose the GNB classifier since it performs well without tuning parameters,
and its training and evaluation have linear-time complexity which allows for our
evolutionary algorithm to quickly progress.

We select Differential Evolution [160] (DE) for our evolutionary search algorithm.
This choice is motivated by DE’s ability of treating the optimized function as a black
box, for not relying on a well-defined gradient to exist, and also for its resistance to a
noisy fitness function, which is the case for our GNB classifier. The algorithm works
by assembling a population of candidate solutions, described by a set of parameters for
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each candidate, and continuously trying to improve the candidates’ fitness functions
by combining their parameters into a new generation of the population. We define
the discussed recipes as candidates which the DE strives to optimize using the GNB
classifier.

We will show the effectiveness of our search strategy and a sample of refined
sequence of instructions in Section 3.7.

3.6.3 C3: Secret Recovery

The ground truth captured in the training phase includes synchronization information.
This means we can train and test on signals with known equal starting points and
length. Under such assumptions, the classifier can easily tells us the corresponding
secret value. However, a realistic attack requires processing a captured signal with
many consecutive such sub-signals starting at unknown position. In order to obtain
secret recovery in practical settings, we need to recognize the sub-signals of many
samples that correspond to a particular secret value and extract just the single value.
A 2-label classifier, while fast to train and evaluate, is not equipped for this purpose,
nor can it easily be adapted to reliably do so. The primary reason is the fact that we
express a time series of samples, as a vector, to which the classifier assigns the same
meaning in each position. However, the samples may easily desynchronize over time
when analyzing a long capture.

Unsynchronized key recovery To detect signals corresponding to secret values in
absence of synchronization, we turn to a sequence classification algorithm that is
intended for time series data and is robust in the face of imperfect synchronization:
a Long Short-Term Memory [77] (LSTM) Recurrent Neural Network (RNN). Not
only does this network improve the synchronized classification significantly, it is
also robust in face of small time shifts in the signal, allowing unsynchronized secret
recovery.

LSTM models For robustness reasons that we will discuss later in this section, we
design two different LSTM models, each with different detection characteristics.
Model 1 consists of 3 stacked LSTM layers with decreasing number of cells (400,
300, 200). In order to avoid over-fitting, we have set a dropout of 0.2 on each
layer. The first 2 LSTM layers propagate their hidden state to the subsequent layer.
As we have a 3-label classification, we use a softmax layer to calculate the output
probabilities. Model 2 is more complex in comparison to model 1, totaling six
layers. We engineered the model so that after an LSTM layer, a fully connected
layer with RELU activation follows, which we find to work well in practice. We
use three such layer packets, again with decreasing numbers of cells (400, 256, 300,
128, 200). The LSTM layers also propagate their hidden state to the RELU layers.
Therefore the RELU layers have input dimension 3. Similar to model 1, we use
dropout to encourage resistance to over-fitting and a softmax layer for classification.
The two models are the result of engineering various models of different shapes and
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parameters and selecting the ones that provided the best test-score. In most cases,
model 1 performs slightly better than model 2. However, we use the two deep neural
networks in a stacked ensemble, which results in a better performing classifier. We
implement our models using the Keras [39] interface to Tensorflow [1].

We combine the results from two different models in a stacked ensemble in order
to be more resistant to miss-guessing secret values, as not guessing any secret value
is much less damaging than guessing the wrong value. We fully detail this design
decision when discussing the brute force tradeoff, below. We train the weights on the
models as follows.

1. We assemble a labeled training set. The features of the training samples are
latency values, which have been processed for normalization, in the same way
as in the Gaussian Naive-Bayes classifier described above.

2. We include 2 types of samples in the training set. The first type is a signal of
latencies, where the start time coincides with the moment a code path is being
processed by the target according to the ground truth data. The second type
is a signal that starts somewhere between the start of one path and the start
of the next. We label this with a special, extra label that is not used by the
instrumentation.

3. As with the Gaussian classifier, we train the models on 75 executions of the
target, typically giving 384 code paths each execution of the first, synchronized
type. Added to these is a equal number of special training samples that are not
synchronized.

Brute force tradeoff A recovered secret is frequently not exactly correct. A reason-
able amount of brute-force search performed by the analyst is acceptable in order to
get to the correct key from a recovered key bit stream. We assume we can verify a
candidate secret, which we can do if the secret is, say, a cryptographic key that is
used in a signing operation. This leads to a crucial observation.

The secret recovery algorithm will return a sequence of (time, secret) pairs.
Whenever a secret is miss-detected as a wrong value, brute forcing means we have
to try hundreds of positions to find the wrong bit. For a 384-position guess and N

wrong guesses, brute forcing leads to a 384N work factor for every bit. The approach
quickly becomes infeasible.

However, we can reliably detect whenever a secret value is missing (deletion),
or whenever a spurious value was inserted (insertion), because of the time series
information. Deleted bits leave a large gap, and inserted bits create very narrow
gaps. For deletions, it is clear where to insert a trial bit, or not, giving 3 possibilities:
ignore, insert 0, insert 1. For insertions, assume one of the three bits forming the two
narrow gaps is to blame, and try to delete each of them, also leading to 3 possibilities.
We can tolerate quite a few insertions and deletions before brute force becomes
infeasible—for a total of N insertions plus deletions, we have to do 3N trials.
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This means we should design our detection algorithm to be conservative in secret
value predictions. We can compensate missing values with brute force to a large
degree. This is the key reason we train 2 different LSTM models and only accept a
secret value prediction when they both predict the same one.

This approach results in a more reliable classification system, so robust in classi-
fying time series data that, given a sufficiently high-quality underlying side channel,
a practical secret recovery system can be built on it. This strategy addresses C3.

3.7 Evaluation

In this section, we quantify the effectiveness of ABSynthe in synthesizing practical
side-channel attacks. We first discuss our evaluation environment and our example
software targets. We aim to answer six questions in our evaluation of ABSynthe.

1. Can aligned snippets of execution traces corresponding to single secret bits be
reliably classified into the correct secret bit by ABSynthe’s spy process? We
show that this the case by presenting our results in Section 3.7.3.

2. Can a complete capture of a secret key operation, without any alignment,
reliably be mapped back to the original secret bits? This is a more challenging
task than the previous one. We show how ABSynthe can make predictions
without any alignment information in Section 3.7.4. We show how these
predictions can easily be turned into a fully automated secret recovery using a
case-specific heuristic in one of our software targets.

3. How does generation of sequences in ABSynthe compare against the state-of-
the-art contention-based attacks such as PortSmash [10] and SMoTherSpec-
tre [22]? We show that ABSynthe’s DE algorithm manages to automatically
find better sequence of instructions for leaking information in Section 3.7.5.

4. Is ABSynthe robust to signal capturing larger than the execution region of
interest? Can we detect where the region of interest is, namely where secret
key bits (which we have trained our classifiers to detect) are being processed?
We evaluate this using a crypto-as-a-service scenario in a larger application
(i.e., GnuPG) in Section 3.7.6.1.

5. How robust are the synthesized attacks against noise? We detail the impact
of interference from concurrently executing other processes on key recovery
performance in Section 3.7.6.2.

6. Can we generalize our system to not only detect secret-dependent code accesses,
but also secret-dependent data accesses? We show the results of extending
ABSynthe to synthesize cache attacks in Section 3.7.7.
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3.7.1 Experimental Environments

We use four different testbeds. Two are based on Intel processors, one with a desktop
processor, a 4-core 2-way SMT Intel Skylake i7-6700K running Ubuntu 18.04 and
another with a server processor, an 8-core 2-way SMT Intel Broadwell E5-2620
running Debian Buster. We also use a system with a 24-core 2-way SMT AMD
EPYC Zen 7401P running Ubuntu 18.04.1. Finally, we report partial results on ARM
for a two sockets machine, each with a 56-core 4-way ARM Cavium Thunder X2
running Ubuntu 16.04.6 LTS. Note that the results presented in this chapter are the
first exploration of SMT-based side channels on ARM platforms, but since we do
not have a machine-readable ISA for ARM641 for creating its leakage map, we only
apply ABSynthe on hand-written instruction sequences and report its effectiveness.

To study the effectiveness of ABSynthe in virtualized environments, we create
VMs on the Broadwell and EPYC testbeds. We run both the spy process and the
victim process in different VM instances locked to different threads on the same
physical core in order to assess cross-VM information leakage with ABSynthe.

Unless otherwise mentioned, we report medians. In all our experiments, ASLR is
enabled, which means that contention-based attacks synthesized by ABSynthe are
not affected by this defense.

3.7.2 Software Targets

We use four versions of cryptographic functions in libgcrypt 1.6.3 and libgcrypt 1.8.5
as targets: EdDSA 25519, EdDSA 25519-hardened, EdDSA 25519-secure (1.8.5
only), RSA, and ECDSA P-256. EdDSA 25519-hardened has a rudimentary side
channel mitigation, while the side-channel mitigation in EdDSA 25519-secure is con-
sidered state-of-the-art. We emphasize that we are not interested in the susceptibility
of these algorithms to side channels per se, but rather in showing that ABSynthe is
a generic testing solution to evaluate any such function. Next, we provide further
information on these software targets.

EdDSA 25519 Figure 3.5 shows a point-scalar multiplication with secret-dependent
code path. This is an elliptic curve secret key operation, where the secret is the
scalar variable. The ABSynthe instrumentation has been automatically applied as
explained in Section 3.6.1. EdDSA 25519 operates on the Curve25519 elliptic curve.
A point-scalar multiplication proceeds in a series of point doublings and additions,
under control of the secret scalar k. The doublings are unconditional, but the additions
happen only for 1-valued bits in k. As a result, the control flow can be used to infer
the pattern of secret key bits in the scalar.

EdDSA 25519-hardened This is a variant of EdDSA 25519 which explicitly mit-
igates against secret-dependent control flow side-channel attacks. Specifically, it

1Since doing this work, the authors have been made aware of the ARM Machine Readable Architecture
specification [169], and we include a short discussion of this limitation in Section 3.8.2.
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performs the duplication and addition operations unconditionally, and only condition-
ally uses the result of the addition. While not a state-of-the-art mitigation anymore
(a more secure version is discussed next), this is an illustrative example of a side
channel mitigation that is less secure than it would seem at first glance. As we
shall see, ABSynthe is able to detect the conditional exchange with high reliability
automatically, proving the value in incorporating ABSynthe into an analysis cycle
when designing side channel mitigations. In our results, we designate this variant
ED25519-hardened.

EdDSA 25519-secure This is a variant of EdDSA 25519 with state-of-the-art side-
channel mitigations for secret-dependent computations. This variant also does the
duplication and addition operations unconditionally, and conditionally uses the result
of the addition, but without control flow-level conditionals. We expect ABSynthe not
to be to able to synthesize a successful attack against this target. As there is no secret
dependent control flow, we manually annotate the loop with the secret key bit being
processed.

RSA We use the simplified RSA code in libgcrypt that follows the familiar square-
and-multiply pattern while processing a secret key exponent, usually referred to as d.
The squaring is unconditional, but the multiply is conditional on a 1-bit in d. Thus,
the control flow of the modular exponentiation can be directly mapped to the secret
key bits in d.

ECDSA NIST P-256 Our fifth example target is also ECC point-scalar multiplication
code, but of a different type from EdDSA 25519. The NIST P-256 curve follows a
similar multiplication procedure, but first converts k to Non-Adjacent Form (NAF).
This is a representation where each position can be valued 0, -1 or 1, and on average,
only one third of the digits will be non-zero. This allows a multiplication to be
evaluated with fewer point additions (and, for -1 values, subtractions). Control flow
for this multiplication has 3 cases: the k digit is 0, -1 or 1. In the case of 0, only a
doubling is performed. In the case of 1, a point doubling and addition is performed.
In the case of -1, a point doubling and subtraction. This means that recovering the
control flow of a target gives us the representation of k in NAF. If desired, it can be
trivially transformed into a binary representation. We show that this 3-label detection
case too can be done in ABSynthe with high reliability. For more information on
NAF, see [73; 149].

The target code is automatically instrumented as explained in Section 3.6.1.

3.7.3 Classification Reliability

As mentioned earlier, we use the Gaussian Naive Bayes (GNB) classifier to assess the
quality of the synthesized side channels by ABSynthe. GNB allows fast training and
testing and gives a baseline of reliability for the RNN which we use to aid complete
key recovery later. RNNs take much longer to train and test, but they typically
perform better than the GNB classifier and do not require synchronization with the
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(a) Signal of best-performing single-instruction side channel on the Broadwell-NIST-P256 target
(no clear separation in PCA).
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(b) Signal of evolved side channel (with clear separation).
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(c) DE algorithm progressively finding better side channels.

Figure 3.11: Raw signal processing and classification on Intel Broadwell, applied to the NIST
P-256 target. In (a) and (b), we use a 2-dimensional PCA to show that the DE algorithm can
better discriminate between 0 and 1 key bits than the best-performing side-channel primitive
(as evidenced by the clear separation in the PCA plot). The bottom figure shows how DE can
progressively find a better side channel through mixing different side-channel primitives together.
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Table 3.2: F1 score reliability results for best-performing primitive side channels, as well as
our evolved side channels. We test on 4 different microarchitectures (Intel Skylake, Intel Xeon
Broadwell, AMD Zen and ARM Cavium Vulcan). For the x86_64 microarchitectures, we test all
possible instructions and show the 4 best performing ones (Instr4, Instr3, Instr2 and Instr1, in
order). DE corresponds to our evolved side channel, which is an improvement in some cases. On
ARM, we only use hand-written side channel snippets that stress memory (e.g., loads, but no
cache eviction) and ALU operations (e.g., XORs). These classifiers operate on aligned signals
and classify into secrets. The classifier in the LSTM column operates on unaligned secrets
(discussed in Section 3.7.4.)

Xeon BDW Target I4 F1 I3 F1 I2 F1 I1 F1 DE F1 LSTM F1

native 1.6.3 EDDSA 25519 0.97 0.98 0.98 0.98 0.98 0.95
native 1.6.3 EDDSA 25519-hd 0.76 0.77 0.79 0.79 0.84 0.88
native 1.6.3 ECDSA P-256 0.94 0.94 0.94 0.97 0.97 0.91
native 1.6.3 RSA 0.81 0.81 0.83 0.88 0.88 0.91
VM (Stretch) 1.6.3 EDDSA 25519 0.96 0.97 0.98 0.99 0.99 0.98
VM (Stretch) 1.6.3 EDDSA 25519-hd 0.66 0.66 0.68 0.68 0.70 0.76
VM (Stretch) 1.6.3 ECDSA P-256 0.97 0.98 0.98 0.98 0.98 0.95
VM (Stretch) 1.6.3 RSA 0.72 0.72 0.73 0.80 0.80 0.88
SKL Target I4 F1 I3 F1 I2 F1 I1 F1 DE F1 LSTM F1

native GPG 2.2.17/ 1.6.3 25519 0.98 0.99 0.99 0.99 1.00 0.99
native 1.8.5 ECDSA P-256 0.99 0.99 0.99 1.00 1.00 0.99
native 1.8.5 EDDSA 25519 0.99 0.99 0.99 0.99 1.00 0.99
native 1.8.5 EDDSA 25519-hd 0.77 0.79 0.79 0.81 0.90 0.92
native 1.8.5 EDDSA 25519-sc 0.53 0.53 0.53 0.53 0.53 0.66
native 1.8.5 RSA 0.73 0.73 0.73 0.74 0.82 0.82
native 1.6.3 ECDSA P-256 0.98 0.98 0.98 0.98 0.99 0.95
native 1.6.3 EDDSA 25519 0.99 0.99 0.99 0.99 1.00 0.99
native 1.6.3 EDDSA 25519-hd 0.78 0.78 0.80 0.81 0.91 0.93
native 1.6.3 RSA 0.74 0.74 0.75 0.76 0.79 0.81
ZEN+ Target I4 F1 I3 F1 I2 F1 I1 F1 DE F1 LSTM F1

native 1.6.3 EDDSA 25519 0.98 0.98 0.98 0.98 0.99 0.97
native 1.6.3 EDDSA 25519-hd 0.73 0.73 0.74 0.74 0.85 0.80
native 1.6.3 ECDSA P-256 0.95 0.95 0.95 0.95 0.96 0.91
native 1.6.3 RSA 0.66 0.67 0.68 0.68 0.75 0.79
VM (Stretch) 1.6.3 EDDSA 25519 0.83 0.84 0.84 0.86 0.86 0.80
VM (Stretch) 1.6.3 EDDSA 25519-hd 0.82 0.83 0.83 0.89 0.89 0.78
VM (Stretch) 1.6.3 ECDSA P-256 0.67 0.67 0.68 0.70 0.70 0.60
VM (Stretch) 1.6.3 RSA 0.53 0.53 0.56 0.57 0.71 0.66
X2 Target ALU LD DE F1 LSTM F1

native 1.6.3 EDDSA 25519 0.79 0.74 0.85 0.84
native 1.6.3 EDDSA 25519-hd 0.51 0.52 0.56 0.66
native 1.6.3 RSA 0.51 0.43 0.57 0.68
native 1.6.3 ECDSA P-256 0.77 0.33 0.84 0.86

target.
We design experiments to obtain contention-based measurements for all instruc-

tions available on a processor. For each instruction, we instantiate a side channel, and
collect traces in the spy program with the associated ground truth. All of this can
be parallelized and since each capture is quite short, this one-time process just takes
around an hour for each software target and machine combination.

On Intel Broadwell and AMD EPYC Zen, we further experiment with virtualized
environments, where target and spy are running in separate KVM instances. We
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Figure 3.12: An example of an evolved side channel snippet, combining a varying number of 3
different primitive instructions. The DB1 annotation is a signal to the code synthesis system
that a memory barrier (mfence) must be emitted before the first rdtscp.

collect 100 traces, give the GNB model 75 training traces (providing empirically
accurate results), and test the reliability on the remaining 25 traces. It takes around
10 seconds to train the model for each scenario. Furthermore, we seek to enhance
the performance of the side-channel primitives by combining instructions using the
evolutionary algorithm as discussed in Section 3.6.2. We first show the complete
results for this analysis before showing how the evolutionary algorithm can improve
the quality of the signal.

The spy traces that we collect are aligned and correspond to a small number
of secret ground truth values, which are known from our instrumentation code in
the training phase. When evaluating the quality of this side channel, we use the
synchronization information for alignment and run the classifier on the unknown,
aligned trace. If the classifier guesses the right secret most of the time, we have
a signal. The quality of guessing is combined in an F1 score, an accuracy score
corrected for testing set size, where 1.00 denotes a perfect score.

Table 3.2 shows how well the 2-label classifier works (or in the case of NIST P-
256, 3-label) when using instruction sequences found with ABSynthe’s DE algorithm
on our evaluation platforms in different settings (i.e., native and virtualized). Each
classifier distinguishes aligned samples into one of the secret values. We also include
the F1 scores for the four best-performing instructions we found in our exhaustive,
black-box test. As the results show, ABSynthe successfully synthesizes side chan-
nels on different platforms and software targets. Furthermore, the ABSynthe’s DE
algorithm can in certain cases synthesize a better side channel by creating contention
at multiple resources at the same time.
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As we had expected beforehand, there is not much to gain for EdDSA 25519-
secure which was designed explicitly with side channels in mind, but for the other
algorithms, the signal is significantly improved by DE, sometimes even across VMs.
These results show the value of using ABSynthe’s automated pipeline for testing
the susceptibility of cryptographic functions against contention-based side-channel
attacks.

On the ARM platform where we currently do not have a leakage map, we write
some snippets by hand that we expect to generate contention: one snippet that does
XOR operations and exercises the ALU unit and another snippet that does memory
loads and exercises the memory subsystem (without cache eviction). Clearly, non of
this is exhaustive and the F1 scores are lower in general. However, even without a
full instruction set, ABSynthe’s DE algorithm can synthesize a significantly better
side channel from these primitives than either snippet.

Figure 3.11 provides more detail on the improvements made to the synthesized
side channel using ABSynthe’s DE algorithm. As an example, we show the improved
signals collection on the NIST P-256 target on an Intel Broadwell machine. NIST
P-256 has 3 secret values due to the NAF representation (see Figure 3.8 for more
information). We visualize the improvement using Principal Component Analysis
(PCA) on the normalized signal. This is a more rudimentary technique than our
classifier (GNB), but lends itself better to visualizing the ability for the signals to
be separated. We visualize the signal by forcing PCA to express them using just 2
components, and plot these 2 components in a scatter-plot, showing whether or not
the signal can be separated this way.

Figure 3.11a shows that with the best-performing instruction it is difficult to
distinguish between -1, 0 and 1 bits, while Figure 3.11b shows that the distinction
is very clear with our DE-refined side channel. The improvement is the result
of ABSynthe creating contention on different resources at the same time. Finally,
Figure 3.12 shows what a sequence of instructions found by DE may look like, clearly
illustrating that it is difficult (if not impossible) to manually create such sequences.

3.7.4 Unaligned Secret Bit Sequence Recovery

We next show an analyst armed with ABSynthe’s results is capable of recovering
secret bit sequences without synchronization with the victim. We train the LSTM
models using 75 training traces, and then evaluate the performance of secret recovery
using 7 additional testing traces. It takes roughly a one-time session of 15 minutes to
train the model for each scenario.

Our LSTM classifiers are expected to classify a signal into a certain secret (im-
plying alignment), or a special blank label, implying no alignment. We use the
predictions from the synchronized classifiers as the ground-truth for the unsynchro-
nized classifications. The results of this experiment can be found in the LSTM F1
column in Table 3.2. In many cases, the LSTM classifiers achieve a very good F1
score implying a strong signal for the secret key bits.
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Table 3.3: Unaligned secret bit sequence recovery. These are all performed on Intel Skylake on
the EdDSA 25519 target. We show the number of trials, success rate, and median brute force
attempts needed. The GnuPG case uses the same software target, but the full execution trace of
GnuPG is processed, and the secret-dependent region of interest is automatically identified and
analyzed without external cues.

Platform Target Instr Trials Success Med. BF (2N )

Skylake ED25519 DE1 7 1.00 7.9

Skylake ED25519 Instr2 7 1.00 15.8

Skylake ED25519 Instr1 7 1.00 15.8

Skylake GPG/ED25519 DE1 7 0.71 29.7

Skylake GPG/ED25519 Instr2 7 0.86 22.5

Skylake GPG/ED25519 Instr1 7 1.00 17.4

To recover the actual secret (key) in an example scenario, we pick the EdDSA
25519 target on the Skylake architecture, for its high reliability score in the aligned
secret classification scenario. At this point, an analysis can perform post processing
of the signal to recover the actual secret key bits. We exemplify this with a basic
heuristic. This heuristic assumes that secret bits are processed in key bit order and
uses the density of the label predictions by the LSTM models as an indication of the
secret key bits. In cases, where the heuristic is not confident with the predictions,
the target secret key bit will be left for brute-forcing. Given the key value guesses
that the LSTM models made, we needed to do a modest amount of brute forcing to
reach the exact original key. We limit this to 240 brute-forcing trials. If the key guess
requires more brute forcing than that, we call that trial a failure. Otherwise, the trial
is successful and we report the median of how many brute force trials were needed.

Table 3.3 shows the results, including the number of trials performed in each
scenario, the success rate, and the median number of brute force attempts needed
before we could guess the correct key in the successful cases. ABSynthe’s synthesized
end-to-end side channels were 100% successful in aiding secret key recovery, using
only a single trace capture and a modest amount of brute forcing, even when the
cryptographic function is embedded inside a full application.

These results demonstrate that a simple case-specific heuristic is effective for
the recovery of arbitrary secret keys using ABSynthe’s unaligned secret recovery
analysis. We leave the exploration of other signal processing heuristics (e.g., cross
correlation) for other software targets as future work.
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Table 3.4: Classification performance of ABSynthe classifier using PortSmash and SMoTher-
Spectre instruction sequences. ror and popcount are unique to SMoTherSpectre. All except
popcount are used by PortSmash. On Skylake microarchitecture in the native environment
(non-virtualized).

Software Target add paddb ror andn crc32 vpermd popcnt ABSynthe

gcrypt 1.6.3 ECDSA P-256 0.83 0.84 0.79 0.80 0.54 0.82 0.59 0.99

gcrypt 1.6.3 EDDSA 25519 0.95 0.93 0.95 0.95 0.87 0.95 0.89 1.00

gcrypt 1.6.3 EDDSA 25519-hd 0.64 0.67 0.65 0.65 0.61 0.70 0.64 0.91

gcrypt 1.6.3 RSA 0.64 0.64 0.59 0.61 0.55 0.65 0.56 0.79

3.7.5 Comparison with manually discovered sequences

In recent work, PortSmash [10] and SMoTherSpectre [22] suggested exploiting
contention-based side channels using manually discovered instruction sequences. We
now compare such sequences against the best sequences found by ABSynthe on our
target.

PortSmash uses instructions add, paddb, ror, andn, crc32, and vpermd, as
evidenced from the original source code repository2. SMoTherSpectre uses ror and
popcnt (the latter missing from PortSmash’s list). For each selected instruction, we
compare its classification performance on each of our targets to the performance of the
best sequence that ABSynthe found. Table 3.4 presents our results. According to our
classifier, ABSynthe’s automated DE algorithm outperforms all the other sequences
in terms of classification reliability by a wide margin by finding instructions that
create the maximum contention for a given target.

3.7.6 Robustness

In this section, we evaluate two robustness aspects of ABSynthe. Firstly, if we
capture the side channel signal during the execution of a target program, can we
automatically identify the region of interest, i.e., the region during which the secret
key bits are processed? Secondly, if either the spy process, the target process, or
both, are periodically interrupted by concurrent computation, can we still perform
key recovery on the resulting signal? We detail, visualize and quantify these two
aspects next.

3.7.6.1 Automatically finding the region of interest

While it is straightforward to record our side channel signal, it is less straightforward
to determine when the execution region of interest, namely the processing of the
cryptographic key, occurs. The detection algorithm will be processing data it is not
trained to handle, and spurious bit predictions may occur. To show that our algorithm
can adequately handle this situation and detect when the region of interest starts,
we record side-channel samples on a full execution of GnuPG 2.2.17 linked with
libgcrypt 1.8.3, using the non-sidechannel-safe EdDSA 25519 algorithm. We find

2https://github.com/bbbrumley/portsmash
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Figure 3.13: Noise resistance heuristic in full GnuPG execution. We show the heuristic operating
correctly in 7 different trials.

that, while there are many spurious cryptographic bit predictions, the density of
predictions in the region of interest is significantly higher. We can use this pattern as
a reliable heuristic to detect the region of interest without external synchronization.
This data is illustrated with 7 different executions of GnuPG in Figure 3.13.

3.7.6.2 Target and spy executing with interference

We wish to quantify the effect of imperfect measurement conditions. What is the
effect of other processes executing concurrently with either the spy process or the
target process? To quantify this, we start two interference processes. One executes
on the same logical processor as the target, while the other executes on the same
logical processor as the spy. The interference process can be configured to ask for a
varying amount of CPU time, by executing a computation loop and a usleep period
of configurable lengths. We vary the desired CPU time that the interference process
asks for from 0.1% to 30.6% in 7 steps, and execute the measurement, training and
key recovery procedures in each possible combination.

The results are visualized in Figure 3.14 with numbers in Table 3.5. In Figure 3.14
we see that only interfering with the spy process has any effect, as this interferes with
signal acquisition, but interfering with the target process does not have any significant
effect, as the key recovery procedure is robust to noisy insertions in the signal. We
show the numbers in Table 3.5, where we interfere in steps with both the target and
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Figure 3.14: Interference noise resistance in key recovery. We show all combinations of 7
different artificially induced interference levels. We execute an interference process on the same
logical processor as both the target and the spy process, and vary the amount of CPU time
that the interference process claims. We show the resulting key recovery success rate for each
combination.

the spy process in equal amounts in increasing steps. We see that even minimal
interference in the spy has an effect, and the success-rate gradually decreases as
more interference is added. In summary, assuming the spy has complete control over
its process, ABSynthe can successfully recover the secret keys even if the victim’s
execution is noisy.

3.7.7 Secret-Dependent Data Accesses

To demonstrate that the ABSynthe analysis pipeline is flexible enough to distinguish
secrets based on secret-dependent data accesses, we briefly forego our purely blackbox
philosophy (designed to target secret-dependent code accesses) and integrate in
ABSynthe an active component that specifically targets different TLB data cache
sets on the Skylake microarchitecture. We try all these measurement functions on
all our targets with ASLR disabled this time. In this experiment, we seek to observe
data accesses from the profiled secret-dependent branches (hence making the data
accesses secret-dependent as well). This allows ABSynthe’s dynamic taint analysis
logic to find explicit secret-dependent data accesses (memory loads/stores with a
tainted address) to extend the scope of the analysis. Table 3.6 presents our results.

Our results show that, purely by observing cache accesses and having basic
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Table 3.5: Full, unaligned key recovery with ABSynthe with increasing amount of noise (concur-
rent computation) to both the target and the spy processes.

Platform Target Instr Trials Success Med. BF (2N )

Skylake ED25519 DE1+N01 7 1.00 18.1

Skylake ED25519 DE1+N02 7 0.71 18.1

Skylake ED25519 DE1+N03 7 0.57 25.8

Skylake ED25519 DE1+N04 7 0.14 36.1

Skylake ED25519 DE1+N05 7 0.14 38.0

Skylake ED25519 DE1+N06 7 0.00 -

Skylake ED25519 DE1+N07 7 0.00 -

Skylake ED25519 DE1+N08 7 0.00 -

ground truth information, ABSynthe can distinguish between secrets. ABSynthe’s
performance is dependent on the target and its cache set number.

As we had expected, for the side channel safe implementation of EdDSA 25519
in libgcrypt 1.8.5, marked ED25519-secure in the table, the f1 score of at most 0.53
indicates ABSynthe cannot distinguish between different secrets.
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Table 3.6: Classification performance of ABSynthe when observing 16 different cache sets.

Target 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

GnuPG 2.2.17/gcrypt 1.6.3 25519 0.87 0.98 0.90 0.92 0.98 0.96 0.90 0.97 0.96 0.99 0.97 0.92 0.66 0.96 0.91 0.97
gcrypt 1.6.3 ECDSA P-256 0.94 0.96 0.97 0.97 0.93 0.91 0.73 0.96 0.51 0.92 0.96 0.97 0.81 0.97 0.89 0.91
gcrypt 1.6.3 EDDSA 25519 0.95 0.85 0.93 0.96 0.94 0.95 0.91 0.96 0.95 0.94 0.97 0.99 0.93 0.76 0.96 0.97
gcrypt 1.6.3 EDDSA 25519-hd 0.65 0.69 0.73 0.80 0.75 0.73 0.66 0.84 0.71 0.69 0.82 0.72 0.71 0.73 0.78 0.74
gcrypt 1.6.3 RSA 0.59 0.54 0.57 0.58 0.58 0.52 0.58 0.58 0.56 0.54 0.51 0.57 0.56 0.57 0.57 0.59

gcrypt 1.8.5 ECDSA P-256 0.98 0.99 0.99 0.99 0.97 0.97 0.92 0.99 0.98 0.96 0.99 0.99 0.78 0.98 0.99 0.99
gcrypt 1.8.5 EDDSA 25519 0.95 0.83 0.96 0.98 0.95 0.96 0.95 0.98 0.97 0.96 0.96 0.99 0.79 0.98 0.98 0.99
gcrypt 1.8.5 EDDSA 25519-hd 0.70 0.68 0.73 0.83 0.68 0.78 0.69 0.71 0.67 0.67 0.79 0.72 0.63 0.73 0.69 0.72
gcrypt 1.8.5 EDDSA 25519-sc 0.51 0.51 0.51 0.51 0.49 0.51 0.52 0.48 0.49 0.48 0.50 0.49 0.47 0.49 0.50 0.53

gcrypt 1.8.5 RSA 0.60 0.56 0.60 0.60 0.60 0.52 0.60 0.60 0.59 0.53 0.53 0.59 0.56 0.71 0.60 0.61

3.8 Discussion

3.8.1 Generalization

We designed ABSynthe to automate side-channel analysis, useful both for software
security analysts and CPU designers in assessing side-channel leakage. The black
box approach and high degree of automation benefit greatly from our focus on
(1) contention-based side channels, and (2) resources that are shared between logical
processors on a physical CPU core. We see two avenues towards the generalization
of ABSynthe.

Eviction-based attacks As explained earlier in this chapter, eviction-based attacks
require reverse engineering of the internal state of the components involved, but this
can be amenable to automation. For example, for resources such as the L1 cache
that are set associative, we could incorporate a high-level model of their behavior in
ABSynthe towards supporting “greybox” synthesis of eviction-based attacks.

Cross-core components ABSynthe can generalize beyond resources of a single core
if we could extend our measurements beyond the core. We note that such cross-core
and even cross-CPU components actually exist. As an example, Figure 3.15 shows
that it is trivial to observe cross-CPU interference in DRAM bandwidth. The key
challenge is to target a victim contending on DRAM accesses to find exploitable
signals. Victim software with a sufficiently large working set (and normally accessing
DRAM) is an obvious (but restrictive) candidate already at reach of ABSynthe. Using
automatic synthesis of eviction-based attacks to create (otherwise-absent) contention
on DRAM and other resources (at the cost of less stealthy attacks) is a promising
direction for future research.

3.8.2 Limitations

Some parts of ABSynthe can be extended in the future to better support new software
targets, architectures and key recovery.

Software targets We assume that the target software spend a significant amount of
its time with secret computation. While this is usually the case with cryptographic
software as we showed in this chapter, it may not necessarily be the case for other
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Figure 3.15: DRAM bandwidth available to primary thread attempting to do maximum rate
memory reads, as a function of number of competing physical cores trying to do the same. Clearly,
the DRAM bandwidth is already halved when two cores are competing, and all bandwidth has to
be shared between cores.

software targets. In those cases, an analyst may need to manually annotate the target
software. We further assume that the secret key is loaded from the file system for
our automated taint analysis. This can easily be extended to other sources of secret
information that should be tainted (e.g., network sockets).

Architectures ABSynthe requires the ISA definition in a convenient format for
building leakage maps for different microarchitectures. While this was readily
available for the x86_64 [2], supporting new architectures in ABSynthe will require
convenient ISA definitions. Future work can extend our x86_64 leakage maps to
ARM using the ARM Machine Readable Architecture (MRA) [169].

Key recovery As we showed in our evaluation, our LSTM model achieves high F1
scores with non-cooperative victims on different microarchitectures. We presented an
example to show that an analyst armed with ABSynthe’s results, by performing tai-
lored post-processing, can implement full key recovery from the ABSynthe-recovered
key bit stream even with a single capture. A promising direction for future work is to
also automate the post-processing, investigating brute-force heuristics that may apply
to a wide variety of (cryptographic) programs.
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3.9 Related Work

Microarchitectural and physical side-channels Side channels have a rich history
and have been applied to many different microarchitectural components. Cache
attacks are the oldest and most widespread microarchitectural side-channel attacks.
Such attacks originally targeted the L1 cache [3; 151; 153; 156], and more recently
expanded to higher-level caches all the way to DRAM [157]. There are different
eviction-based techniques to exploit cache side channels. The classic variant is
PRIME+PROBE, which requires exact eviction sets but is the most general. Other
variants are EVICT+TIME [86; 151; 194], which allows over-estimating an eviction
set, FLUSH+RELOAD [218], which relies on shared physical memory but is high-
resolution, and easy to use.

Non-software side channels are even older than microarchitectural attacks, and
can use physical properties of the device that is doing the computation in order to
leak secret information [20; 75].

The Branch Target Buffer (BTB) has also been heavily studied in prior work [4–
7; 67]. For instance, it allows ASLR information to leak from the kernel as well
as from other processes. Recent work has also exploited the Pattern History Table
(PHT) [68]. The PHT is shared across threads and, a spy thread can leak data
by evicting PHT entries and deducing the direction of a particular branch. The
Translation Lookaside Buffer (TLB) is also a shared resource. Prior work has shown
that the L1 dTLB can be exploited for a reliable side-channel attack through the
TLB [85] using a PRIME+PROBE-style attack. Memory Order Buffer (MOB) is yet
another shared resource that can leak information by creating a false dependency
across threads [145] and stalling the victim thread while the CPU decides whether
store forwarding should proceed (in case of a true dependency).

The focus on contention-based side channels is recent and to our knowledge
they have only been applied to execution ports. PortSmash [10] can leak crypto-
graphic keys on Intel processors by creating contention on execution ports. Port
contention has also been used to simplify gadgets [22] used in speculative execu-
tion attacks [116]. Previous work show the possibility of information leakage with
port contention [7; 52]. Compared to these attacks that require highly specialized
analysis that is often not portable to other (micro)architectures, ABSynthe can auto-
matically synthesize contention-based side channels for a given software target and a
microarchitecture. Instead of focusing on a single component (e.g., execution ports),
ABSynthe automatically discovers the best set resources that leak information with a
blackbox analysis.

Side-channel attack automation Other prior efforts have proposed systems to auto-
mate side-channel attacks, although none can support the blackbox synthesis strategy
proposed in this chapter. For instance, [95] focuses an automating side-channel at-
tacks with a traditional side-channel analysis tailored to a specific microarchitectural
component (last-level cache). Covert Shotgun [70] is more related in that it runs
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many combinations of instructions to automatically find covert channels. ABSynthe’s
contention-based side channel strategy draws inspiration from such approach, but
covers the entire x86_64 ISA and synthesizes a side-channel attack rather than a
much simpler covert channel.

While not aiming at automatic blackbox synthesis, other efforts have used machine
learning techniques to ease side-channel exploitation, for instance to differentiate the
key-dependent side channel signals from one another [85; 100; 158; 223]. Recent
work has also applied deep learning techniques to in-browser cache fingerprinting
attacks [186].

3.10 Conclusion

As a result of ever more advanced attacks, side-channel vulnerabilities have become
important attack vectors in recent years. Most attacks such as PRIME+PROBE rely
on targeted eviction operations on specific components (e.g., caches). Such whitebox
attack strategies require a deep understanding of the target component, often involving
labor-intensive reverse engineering that must be repeated for each microarchitecture.

In this chapter, we created comprehensive leakage maps for on-core resources
on three x86_64 microarchitectures. These leakage maps show the possibility of
creating a variety of side-channel attacks by creating contention on a variety of
microarchitectural components that are constantly and unavoidably used by victim
code. We built ABSynthe based on this key observation for constructing powerful
contention-based attacks in a black box, automated fashion without any need for
labor-intensive reverse engineering. ABSynthe shows that simply treating the CPU as
a black box and evaluating the information leakage across sequences of instructions
is enough for crafting reliable side-channel attacks. Through extensive evaluation,
we showed that ABSynthe can automatically craft practical side-channel attacks to
recover key bit streams on different microarchitectures (Intel, AMD, ARM) and
execution environments (native, virtualized) against a variety of software targets. We
also presented a case study where an analyst armed with ABSynthe’s results can
recover the full secret key. ABSynthe can also be used by hardware designers for
microarchitecture regression testing purposes (e.g., to automatically test whether new
ISA extensions introduce new side channels) or by software designers to test for
side-channel leakage.
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ASLR On The Line

And now here is my secret, a very simple secret: It is only with the heart

that one can see rightly; what is essential is invisible to the eye.

– The Little Prince

Address-Space Layout Randomization is an important security exploit mitigation
deployed commonly by operating systems. It randomizes the placement of code
and data areas in virtual address space of both the kernel and userland processes.
Coining the phrase and providing the first implementation was done by the Linux
PaX project [199].

From an exploit perspective, given randomized (i.e. unknown) code and data
addresses, exploiting a particular software vulnerability may be significantly harder.
Usually, exploits rely on further bugs to leak information or rely on ad-hoc brute
force attempts [23; 28; 53; 66; 72; 82; 148; 180; 188] to make exploits work in the
presence of ASLR.

In this chapter, we shall see a target-agnostic way to deduce ASLR information.
It relies only on CPU properties. Without relying on any kind of software bug, this
work shows the hardware interaction of the MMU (Memory Management Unit) with
the CPU cache. The MMU is responsible for virtual to physical memory lookups.
The physical memory addresses that the MMU accesses in order to perform the
lookup are virtual address dependent. Because of this we can mount a cache attack
that derandomizes the secret, i.e. the virtual address. There is significant refinement
needed to reduce ambiguity and solve for noisy results. The end result is that we
show this ASLR information can be deduced, even from within a Javascript sandbox.

4.1 Introduction

The randomization of address-space layout (also known as ASLR) is the first line of
defense against memory-related security vulnerabilities in today’s modern software.
ASLR selects random locations in the large virtual address space of a protected
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process for placing code or data. This simple defense mechanism forces attackers
to rely on secondary software vulnerabilities (e.g., arbitrary memory reads) to di-
rectly leak pointers [53; 188] or ad-hoc mechanisms to bruteforce the randomized
locations [23; 28; 66; 72; 82; 148; 180].

Finding secondary information leak vulnerabilities raises the effort on an at-
tacker’s side for exploitation [49]. Also bruteforcing, if at all possible [53; 197],
requires repeatedly generating anomalous events (e.g., crashes [23; 66; 180], ex-
ceptions [72; 82], or huge allocations [148]) that are easy to detect or prevent. For
instance, for some attacks [28] disabling non-fundamental memory management
features is enough [207]. Consequently, even if ASLR does not stop the more
advanced attackers, in the eyes of many, it still serves as a good first line of de-
fense for protecting the users and as a pivotal building block in more advanced
defenses [38; 51; 122; 135; 172]. In this chapter, we challenge this belief by sys-
tematically derandomizing ASLR through a side-channel attack on the memory
management unit (MMU) of processors that we call ASLR⊕Cache (or simply AnC).

Previous work has shown that ASLR breaks down in the presence of specific
weaknesses and (sometimes arcane) features in software. For instance, attackers
may derandomize ASLR if the application is vulnerable to thread spraying [82], if
the system turns on memory overcommit and exposes allocation oracles[148], if the
application allows for crash tolerant/resistant memory probing [23; 66; 72; 180], or
if the underlying operating system uses deduplication to merge data pages crafted
by the attacker with pages containing sensitive system data [28]. While all these
conditions hold for some applications, none of them are universal and they can be
mitigated in software.

In this chapter, we show that the problem is much more serious and that ASLR
is fundamentally insecure on modern cache-based architectures. Specifically, we
show that it is possible to derandomize ASLR completely from JavaScript, without
resorting to esoteric operating system or application features. Unlike all previous
approaches, we do not abuse weaknesses in the software (that are relatively easy to
fix). Instead, our attack builds on hardware behavior that is central to efficient code
execution: the fast translation of virtual to physical addresses in the MMU by means
of page tables. As a result, all fixes to our attacks (e.g., naively disabling caching)
are likely too costly in performance to be practical. To our knowledge, this is the first
attack that side-channels the MMU and also the very first cache attack that targets
a victim hardware rather than software component.

High level overview of the attack Whenever a process wants to access a virtual
address, be it data or code, the MMU performs a translation to find the corresponding
physical address in main memory. The translation lookaside buffer (TLB) in each
CPU core stores most of the recent translations in order to speed up the memory access.
However, whenever a TLB miss occurs, the MMU needs to walk the page tables (PTs)
of the process (also stored in main memory) to perform the translation. To improve
the performance of the MMU walk (i.e., a TLB miss), the PTs are cached in the fast
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data caches very much like the process data is cached for faster access [21; 45].
Now that we rely on ASLR as a security mechanism, the PTs store security-

sensitive secrets: the offset of a PT entry in a PT page at each PT level encodes part
of the secret virtual address. To the best of our knowledge, the implications of sharing
the CPU data caches between the secret PT pages and untrusted code (e.g., JavaScript
code) has never been previously explored.

By executing specially crafted memory access patterns on a commodity Intel
processor, we are able to infer which cache sets have been accessed after a targeted
MMU PT walk when dereferencing a data pointer or executing a piece of code. As
only certain addresses map to a specific cache set, knowing the cache sets allows us
to identify the offsets of the target PT entries at each PT level, hence derandomizing
ASLR.

Contributions Summarizing, we make the following contributions:

1. We design and implement AnC, the first cache side-channel attack against
a hardware component (i.e., the processor’s MMU), which allows malicious
JavaScript code to derandomize the layout of the browser’s address space, solely
by accessing memory. Since AnC does not rely on any specific instruction or
software feature, it cannot be easily mitigated without naively disabling CPU
caches.

2. To implement AnC, we needed to implement better synthetic timers than the
one provided by the current browsers. Our timers are practical and can tell the
difference between a cached and an uncached memory access. On top of AnC,
these timers make previous cache attacks (e.g., [150]) possible.

3. While AnC fundamentally breaks ASLR, we further show, counter-intuitively
perhaps, that memory allocation patterns and security countermeasures in
current browsers, such as randomizing the location of the browser heaps on
every allocation, make AnC attacks more effective.

4. We evaluated end-to-end attacks with AnC on two major browsers running
on Linux. AnC runs in tens of seconds and successfully derandomizes code
and heap pointers, significantly reducing an attacker’s efforts to exploit a given
vulnerability.

Outline After presenting the threat model in Section 4.2, we explain the details
of address translation in Section 4.3. In that section, we also summarize the main
challenges and how we address them. Next, Sections 4.4—4.6 discuss our solutions
for each of the challenges in detail. In Section 4.7, we evaluate AnC against Chrome
and Firefox, running on the latest Linux operating system. We show that AnC
successfully derandomizes ASLR of the heap in both browsers and ASLR of the JIT
code in Firefox while being much faster and less demanding in terms of requirements
than state-of-the-art derandomization attacks. We discuss the impact of AnC on
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browser-based exploitation and on security defenses that rely on information hiding
in the address space or leakage-resilient code randomization in Section 4.8. We then
propose mitigations to limit (but not eliminate) the impact of the attack in Section 4.9
and highlight the related work in Section 4.10 before concluding in Section 4.11.
Further AnC results are collected at: https://vusec.net/projects/anc.

4.2 Threat Model

We assume the attacker can execute JavaScript code in the victim’s browser, either by
luring the victim into visiting a malicious website or by compromising a trusted web-
site. Assuming all the common defenses (e.g., DEP) are enabled in the browser, the
attacker aims to escape the JavaScript sandbox via a memory corruption vulnerability.
To successfully compromise the JavaScript sandbox, we assume the attacker needs to
first break ASLR and derandomize the location of some code and/or data pointers
in the address space—a common attack model against modern defenses [179]. For
this purpose, we assume the attacker cannot rely on ad-hoc disclosure vulnerabil-
ities [53; 188] or special application/OS behavior [23; 28; 66; 72; 82; 148; 180].
While we focus on a JavaScript sandbox, the same principles apply to other sandbox-
ing environments such as Google’s Native Client [220].

4.3 Background and Approach

In this section, we discuss necessary details of the memory architecture in modern
processors. Our description will focus on recent Intel processors due to their preva-
lence, but other processors use similar designs [21] and are equally vulnerable as we
will show in our evaluation in Section 4.7.

4.3.1 Virtual Address Translation

Currently, the virtual address-space of a 64 bit process is 256 TB on x86 64 processors,
whereas the physical memory backing it is often much smaller and may range from a
few KBs to a few GBs in common settings. To translate a virtual address in the large
virtual address-space to its corresponding physical address in the smaller physical
address-space, the MMU uses the PT data structure.

The PT is a uni-directed tree where parts of the virtual address select the outgoing
edge at each level. Hence, each virtual address uniquely selects a path between
the root of the tree to the leaf where the target physical address is stored. As the
current x86_64 architecture uses only the lower 48 bits for virtual addressing, the
total address space is 256 TB. Since a PT maintains a translation at the granularity of
a memory page (4096 bytes), the lower 12 bits of a virtual page and its corresponding
physical page are always the same. The other 36 bits select the path in the PT tree.
The PT tree has four levels of page tables, where each PT is itself a page that stores
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PTE 200: Level 3 Phys Addr

PTE       0:  .......
 .......

 .......
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CR3:  Level 4 Physical Addr

Level 4 Level 3 Level 2 Level 1

PTE       0: PTE       0: PTE       0:

PTE 300: Level 2 Phys Addr

PTE 400: Level 1 Phys Addr

PTE 500: Target  Phys Addr

Figure 4.1: MMU’s page table walk to translate 0x644b321f4000 to its corresponding memory
page on the x86_64 architecture.

512 PT entries (PTEs). This means that at each PT level, 9 of the aforementioned 36
bits decide the offset of the PTE within the PT page.

Figure 4.1 shows how the MMU uses the PT for translating an example virtual
address, 0x644b321f4000. On the x86 architecture, the CPUs CR3 control register
points to the highest level of the page table hierarchy, known as level 4 or PTL4. The
top 9 bits of the virtual address index into this single PTL4 page, in this case selecting
PTE 200. This PTE has a reference to the level 3 page (i.e., PTL3), which the next 9
bits of the virtual address index to find the target PT entry (this time at offset 300).
Repeating the same operation for PT pages at level 2 and 1, the MMU can then find
the corresponding physical page for 0x644b321f4000 at the PT entry in the level 1
page.

Note that each PTE will be in a cache line, as shown by different colors and
patterns in Figure 4.1. Each PTE on x86_64 is eight bytes, hence, each 64 byte
cache line stores eight PTE. We will discuss how we can use this information for
derandomizing ASLR of a given virtual address in Section 4.3.4 after looking into
the memory organization and cache architecture of recent Intel x86_64 processors.

4.3.2 Memory Organization

Recent commodity processors contain a complex memory hierarchy involving mul-
tiple levels of caches in order to speed up the processor’s access to main memory.
Figure 4.2 shows how the MMU uses this memory hierarchy during virtual to physical
address translation in a recent Intel Core microarchitecture. Loads and stores as well
as instruction fetches on virtual addresses are issued from the core that is executing a
process. The MMU performs the translation from the virtual address to the physical
address using the TLB before accessing the data or the instruction since the caches
that store the data are tagged with physical addresses (i.e., physically-tagged caches).
If the virtual address is in the TLB, the load/store or the instruction fetch can proceed.
If the virtual address is not in the TLB, the MMU needs to walk the PT as we dis-

89



Load/Store Unit

MMU

TLB
PT 

Walker

Miss

Fill

Virt Addr

CR3

Phys Addr

L1 Data L2

L3 (Shared)

DRAM

Execution Unit

Core

Figure 4.2: Memory organization in a recent Intel processor.

cussed in Section 4.3.1 and fill in the TLB. The TLB may include translation caches
for different PT levels (e.g., paging-structure caches on Intel described in Section
4.10.3 of [103]). As an example, if TLB includes a translation cache for PTL2, then
the MMU only needs to walk PTL1 to find the target physical address.

During the PT walk, the MMU reads PT pages at each PT level using their
physical addresses. The MMU uses the same path as the core for loading data to load
the PTEs during translation. As a result, after a PT walk, the cache lines that store the
PTE at each PT level are available in the L1 data cache (i.e., L1D). We now briefly
discuss the cache architecture.

4.3.3 Cache Architecture

In the Intel Core microarchitecture, there are three levels of CPU caches1. The caches
that are closer to the CPU are smaller and faster whereas the caches further away are
slower but can store a larger amount of data. There are two caches at the first level,
L1D and L1I, to cache data and instructions, respectively. The cache at the second
level, L2, is a unified cache for both data and instructions. L1 and L2 are private
to each core, but all cores share L3. An important property of these caches is their
inclusivity. L2 is exclusive of L1, that is, the data present in L1 is not necessarily
present in L2. L3, however, is inclusive of L1 and L2, meaning that if data is present
in L1 or L2, it also has to be present in L3. We later exploit this property to ensure
that a certain memory location is not cached at any level by making sure that it is not
present in L3. We now discuss the internal organization of these CPU caches.

To adhere to the principle of locality while avoiding expensive logic circuits,
current commodity processors partition the caches at each level. Each partition, often
referred to as a cache set, can store only a subset of physical memory. Depending on

1The mobile version of the Skylake processors has a level 4 cache too.
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the cache architecture, the physical or virtual address of a memory location decides
its cache set. We often associate a cache set with wayness. An n-way set-associative
cache can store n items in each cache set. A replacement policy then decides which
of the n items to replace in case of a miss in a cache set. For example, the L2 cache
on an Intel Skylake processor is 256 KB and 4-way set-associative with a cache line
size of 64 B [45]. This means that there are 1024 cache sets (256 KB/(4-way×64 B))
and bits 6 to 16 of a physical address decide its corresponding cache set (the lower 6
bits decide the offset within a cache line).

In the Intel Core microarchitecture, all the cores of the processor share the LLC,
but the microarchitecture partitions it in so-called slices, one for each core, where
each core has faster access to its own slice than to the others. In contrast to L1 and L2
where the lower bits of a physical address decide its corresponding cache set, there is
a complex addressing function (based on an XOR scheme) that decides the slice for
each physical memory address [101; 140]. This means that each slice gets different
cache sets. For example, a 4-core Skylake i7-6700K processor has an 8 MB 16-way
set associative LLC with 4 slices each with 2048 cache sets. We now show how PT
pages are cached and how we can evict them from the LLC.

4.3.4 Derandomizing ASLR

As discussed earlier, any memory access that incurs a TLB miss requires a PT walk.
A PT walk reads four PTEs from main memory and stores them in four different
cache lines in L1D if they are not there already. Knowing the offset of these cache
lines within a page already derandomizes six bits out of nine bits of the virtual address
at each PT level. The last three bits will still not be known because the offset of the
PTE within the cache line is not known. We hence need to answer three questions in
order to derandomize ASLR: (1) which cache lines are loaded from memory during
the PT walk, (2) which page offsets do these cache lines belong to, and (3) what are
the offsets of the target PTEs in these cache lines?

4.3.4.1 Identifying the cache lines that host the PTEs

Since the LLC is inclusive of L1D, if the four PTEs cache lines are in L1D, they will
also be in the LLC and if they are not in the LLC, they will also not be in L1D. This
is an important property that we exploit for implementing AnC: rather than requiring
a timer that can tell the difference between L1D and LLC (assuming no L2 entry), we
only require one that can tell the difference between L1D and memory by evicting
the target cache line from the LLC rather than from L1D.

The PTE cache lines could land in up to four different cache sets. While we cannot
directly identify the cache lines that host the PTE, by monitoring (or controlling) the
state of various cache sets at the LLC, we can detect MMU activity due to a PT walk
at the affected cache sets. While the knowledge of MMU activity on cache sets is
coarser than on cache lines, it is still enough to identify the offset of the PTE cache
lines within a page as we describe next.
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4.3.4.2 Identifying page offsets of the cache lines

Oren et al. [150] realized that given two different (physical) memory pages, if their
first cache lines (i.e., first 64 B) belong to the same cache set, then their other 63
cache lines share (different) cache sets as well. This is due to the fact that for the first
cache lines to be in the same cache set, all the bits of the physical addresses of both
pages that decide the cache set and the slice have to be the same and an offset within
both memory pages will share the lower 12 bits. Given, for example, 8192 unique
cache sets, this means that there are 128 (8192/64) unique page colors in terms of the
cache sets they cover.

This simple fact has an interesting implication for our attack. Given an identified
cache set with PT activity, we can directly determine its page color, and more
importantly, the offset of the cache line that hosts the PT entry.

4.3.4.3 Identifying cache line offsets of the PT entries

At this stage, we have identified the cache sets for PTEs at each PT level. To
completely derandomize ASLR for a given virtual address, we still need to identify
the PTE offset within a cache line (inside the identified cache set), as well as mapping
each identified cache set to a PT level.

We achieve both goals via accessing pages that are x bytes apart from our target
virtual address v. For example, the pages that are 4 KB, 8 KB, ..., 32 KB away from v,
are 1 to 8 PTEs away from v at PTL1 and if we access them, we are ensured to see a
change in one of the four cache sets that show MMU activity (i.e., the new cache set
will directly follow the previous cache set). The moving cache set, hence, uniquely
identifies as the one that is hosting the PT entry for PTL1, and the point when the
change in cache set happens uniquely identifies the PT entry offset of v within its
cache line, derandomizing the unknown 3 least significant bits in PTL1. We can apply
the same principle for finding the PT entry offsets at other PT levels. We call this
technique sliding and discuss it further in Section 4.5.5.

4.3.5 ASLR on Modern Systems

Mapped virtual areas for position-independent executables in modern Linux systems
exhibit 28 bit of ASLR entropy. This means that the PTL1, PTL2 and PTL3 fully
contribute to creating 27 bits of entropy, but only the last bit of the PTE offset in
PTL4 contributes to the ASLR entropy. Nevertheless, if we want to identify this last
bit, since it falls into the lowest three bits of the PTE offset (i.e., within a cache line),
we require a crossing cache set at PTL4. Each PTE at PTL4 maps 512 GB of virtual
address-space, and hence, we need a virtual mapping that crosses a 4 TB mark in
order for a cache set change to happen at PTL4. Note that a cache set change in PTL4
results in cache sets changing in the other levels as well. We will describe how we
can achieve this by exploiting the behavior of memory allocators in various browsers
in Section 4.6.
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Note that the entropy of ASLR in Linux is higher than other popular operating
systems such as Windows 10 [144; 213] which provides only 24 bits of entropy for
the heap and 17–19 bits of entropy for executables. This means that on Windows 10,
PTL4 does not contribute to ASLR for the heap area. Since each entry in PTL3 covers
1 GB of memory, a mapping that crosses an 8 GB will result in cache set change at
PTL3, resulting in derandomization of ASLR. The lower executable entropy means
that it is possible to derandomize executable locations on Windows 10 when crossing
only the two lower level (i.e., with 16 MB). In this chapter we focus on the much
harder case of Linux which provides the highest entropy for ASLR.

4.3.6 Summary of Challenges and Approach

We have discussed the memory hierarchy on modern x86_64 processors and the way
in which an attacker can monitor MMU activity to deplete ASLR’s entropy. The
remainder of this chapter revolves around the three main challenges that we need to
overcome to implement a successful attack:

C1 Distinguishing between a memory access and a cache access when performed
by the MMU in modern browsers. To combat timing attacks from a sandboxed
JavaScript code [28; 150], browsers have decreased the precision of the acces-
sible timers in order to make it difficult, if not impossible, for the attackers to
observe the time it takes to perform a certain action.

C2 Observing the effect of MMU’s PT walk on the state of the data cache. Recent
work [150] shows that it is possible to build cache eviction sets from JavaScript
in order to bring the last-level cache (LLC) to a known state for a well-known
PRIME+PROBE attack [132; 151]. In a typical PRIME+PROBE attack, the
victim is a process running on a core, whereas in our attack the victim is the
MMU with a different behavior.

C3 Distinguishing between multiple PT entries that are stored in the same cache
line and uniquely identifying PT entries that belong to different PT levels. On
e.g., x86_64 each PT entry is 8 bytes, hence, each 64-byte cache line can
store 8 PT entries (i.e., the 3 lower bits of the PT entry’s offset is not known).
Therefore, to uniquely identify the location of a target PT entry within a PT
page, we require the ability to access the virtual addresses that correspond to
the neighboring PT entries in order to observe a cache line change. Further, in
order to derandomize ASLR, we need PT entries to cross cache line at each PT
level.

To address C1, we have created a new synthetic timer in JavaScript to detect
the difference between a memory and a cache access. We exploit the fact that the
available timer, although coarse, is precise and allows us to use the CPU core as a
counter to measure how long each operation takes. We elaborate on our design and
its implications on browser-based timing attacks in Section 4.4.

93



 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0  20  40  60  80  100  120  140F
re

q
u
e
n
c
y
 (

n
o
rm

a
li
z
e
d
)

Number of loops per tick of performance.now()

Google Chrome 50.0 on Linux 4.4.0
Mozilla Firefox 46.0.1 on Linux 4.4.0

Figure 4.3: Measuring the quality of the low-precision performance.now() in Chrome and
Firefox.

To address C2, we built a PRIME+PROBE attack for observing the MMU’s
modification on the state of LLC in commodity Intel processors. We noticed that the
noisy nature of PRIME+PROBE that monitors the entire LLC in each round of the
attack makes it difficult to observe the (faint) MMU signal, but a more directed and
low-noise EVICT+TIME attack that monitors one cache set at a time can reliably
detect the MMU signal. We discuss the details of this attack for derandomizing
JavaScript’s heap and code ASLR in Section 4.5.

To address C3, we needed to ensure that we can allocate and access virtually
contiguous buffers that span enough PT levels to completely derandomize ASLR.
For example, on a 64 bit Linux system ASLR entropy for the browser’s heap and
the JITed code is 28 bits and on an x86 64 processor, there are 4 PT levels, each
providing 9 bits of entropy (each PT level stores 512 PT entries). Hence, we need a
virtually contiguous area that spans all four PT levels for complete derandomization
of ASLR. In Section 4.6, we discuss how ASLR⊕Cache exploits low-level memory
management properties of Chrome and Firefox to gain access to such areas.

4.4 Timing by Counting

Recent work shows that timing side channels can be exploited in the browser to leak
sensitive information such as randomized pointers [28] or mouse movement [150].
These attacks rely on the precise JavaScript timer in order to tell the difference
between an access that is satisfied through a cache or main memory. In order to
thwart these attacks, major browser vendors have reduced the precision of the timer.
Based on our measurements, both Firefox and Chrome have decreased the precision
of performance.now() to exactly 5µs.

We designed a small microbenchmark in order to better understand the quality of
the JavaScript timer (i.e., performance.now()) in our target browsers. The mi-
crobenchmark measures how many times we can execute performance.now() in
a tight loop between two subsequent ticks of performance.now() for a hundred
times. Figure 4.3 shows the results of our experiment in terms of frequency. Firefox
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Figure 4.4: 1. How the old performance.now() was used to distinguish between a cached
or a memory access. 2. How the new performance.now() stops timing side-channel attacks.
3. How the SMC can be used to make the distinction in the memory reference using a separate
counting core as a reference. 4. How TTT can make the distinction by counting in between ticks.

shows a single peak, while Chrome shows multiple peaks. This means that Firefox’s
performance.now() ticks exactly at 5µs, while Chrome has introduced some
jitter around around the 5µs intervals. The decreased precision makes it difficult
to tell the difference between a cached or memory access (in the order of tens of
nanoseconds) which we require for AnC to work.

Figure 4.4.1 shows how the old timer was being used to distinguish between
cached or memory access (CT stands for cache time and MT stands for memory time).
With a low-precision timer, shown in Figure 4.4.2, it is no longer possible to tell the
difference by simply calling the timer.

In the following sections, we describe two techniques for measuring how long
executing a memory reference takes by counting how long a memory reference takes
rather than timing. Both techniques rely on the fact that CPU cores have a higher
precision than performance.now().

The first technique (Figure 4.4.3), shared memory counter (SMC), relies on an
experimental feature (with a draft RFC [182]) that allows for sharing of memory
between JavaScript’s web workers2. SMC builds a high-resolution counter that can
be used to reliably implement AnC in all the browsers that implement it. Both
Firefox and Chrome currently support this feature, but it needs to be explicit enabled

2JavaScript webworkers are threads used for long running background tasks.
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due to its experimental nature. We expect shared memory between JavaScript web
workers to become a default-on mainstream feature in a near future. The second
technique (Figure 4.4.4), time to tick (TTT), relies on the current low-precision
performance.now() for building a timer that allows us to measure the difference
between a cached reference and a memory reference, and allows us to implement
AnC in low-jitter browsers such as Firefox.

The impact of TTT and SMC goes beyond AnC. All previous timing attacks that
were considered mitigated by browser vendors are still applicable today. We now
discuss the TTT and SMC timers in further detail.

4.4.1 Time to Tick

The idea behind the TTT measurement, as shown in Figure 4.4.4, is quite simple.
Instead of measuring how long a memory reference takes with the timer (which is no
longer possible), we count how long it takes for the timer to tick after the memory
reference takes place.

More precisely, we first wait for performance.now() to tick, we then execute
the memory reference, and then count by executing performance.now() in a
loop until it ticks. If memory reference is a fast cache access, we have time to count
more until the next tick in comparison to a memory reference that needs to be satisfied
through main memory.

TTT performs well in situations where performance.now() does not have
jitter and ticks at regular intervals such as in Firefox. We, however, believe that TTT
can also be used in performance.now() with jitter as long as it does not drift,
but it will require a higher number of measurements to combat jitter.

4.4.2 Shared Memory Counter

Our SMC counter uses a dedicated JavaScript web worker for counting through
a shared memory area between the main JavaScript thread and the counting web
worker. This means that during the attack, we are practically using a separate core
for counting. Figure 4.4-3 shows how an attacker can use SMC to measure how long
a memory reference takes. The thread that wants to perform the measurement (in
our case the main thread) reads the counter and stores it in c1, executes the memory
reference, and then reads the counter again and stores it in c2. Since the other thread
is incrementing the counter during the execution of the memory reference, in case of
a slow memory access, we see a larger c2− c1 compared to the case where a faster
cache access is taking place.

SMC is agnostic to the quality of performance.now() since it only relies on
a separate observer core for its measurements.
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4.4.3 Discussion

We designed a microbenchmark that performs a cached access and a memory access
for a given number of iterations. We can do this by accessing a huge buffer (an
improvised eviction set), ensuring the next access of a test buffer will be uncached.
We measure this access time with both timers. We then know the next access time of
the same test buffer will be cached. We time this access with both timers. In all cases,
TTT and SMC could tell the difference between the two cases.

TTT is similar to the clock edge timer also described in concurrent work [118],
but does not require a learning phase because it relies on counting the invocations
of performance.now() instead. It is worth mentioning that the proposed fuzzy
time defense for browsers [118], while expensive, is not effective against SMC.

We use TTT on Firefox and SMC on Chrome for our evaluation in Section 4.7.
The shared memory feature, needed for SMC, is currently enabled by default in the
nightly build of Firefox, implemented in Chrome [40], implemented and currently
enabled under experimental flag in Edge [37]. We have notified major browser
vendors, warning them of this danger.

4.5 Implementing AnC

Equipped with our TTT and SMC timers, we now proceed with the implementation
of AnC described in Section 4.3.4. We first show how we managed to trigger MMU
walks when accessing our target heap and when executing code on our target JIT area
in Section 4.5.1. We then discuss how we identified the page offsets that store PT
entries of a target virtual address in Sections 4.5.2, 4.5.3 and 4.5.4. In Sections 4.5.5
and 4.5.6, we describe the techniques that we applied to observe the signal and
uniquely identify the location of PT entries inside the cache lines that store them.
In Sections 4.5.7 and 4.5.8 we discuss the techniques we applied to clear the MMU
signal by flushing the page table caches and eliminating noise.

4.5.1 Triggering MMU Page Table Walks

In order to observe the MMU activities on the CPU caches we need to make sure that
1) we know the offset in pages within our buffer when we access the target, and 2)
we are able to evict the TLB in order to trigger an MMU walk on the target memory
location. We discuss how we achieved these goals for heap memory and JITed code.

4.5.1.1 Heap

We use the ArrayBuffer type to back the heap memory that we are trying to deran-
domize. An ArrayBuffer is always page-aligned which makes it possible for us
to predict the relative page offset of any index in our target ArrayBuffer. Recent
Intel processors have two levels of TLB. The first level consists of an instruction TLB
(iTLB) and a data TLB (dTLB) while the second level is a larger unified TLB cache.
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In order to flush both the data TLB and the unified TLB, we access every page in a
TLB eviction buffer with a larger size than the unified TLB. We later show that this
TLB eviction buffer can be used to evict LLC cache sets at the desired offset as well.

4.5.1.2 Code

In order to allocate a large enough JITed code area we spray 217 JavaScript functions
in an asm.js [98] module. We can tune the size of these functions by changing
the number of their statements to be compiled by the JIT engine. The machine code
of these functions start from a browser-dependent but known offset in a page and
follow each other in memory and since we can predict their (machine code) size on
our target browsers, we know the relative offset of each function from the beginning
of the asm.js object. In order to minimize the effect of these functions on the
cache without affecting their size, we add an if statement in the beginning of all
the functions in order not to execute their body. The goal is to hit a single cache line
once executed so as to not obscure the pagetable cache line signals, but still maintain
a large offset between functions. To trigger a PT walk when executing one of our
functions, we need to flush the iTLB and the unified TLB. To flush the iTLB, we use
a separate asm.js object and execute some of its functions that span enough pages
beyond the size of the iTLB. To flush the unified TLB, we use the same TLB eviction
buffer that we use for the heap.

As we will discuss shortly, AnC observes one page offset in each round. This
allows us to choose the iTLB eviction functions and the page offset for the unified
TLB eviction buffer in a way that does not interfere with the page offset under
measurement.

4.5.2 PRIME+PROBE and the MMU Signal

The main idea behind ASLR⊕Cache is the fact that we can observe the effect of
MMU’s PT walk on the LLC. There are two attacks that we can implement for this
purpose[151]: PRIME+PROBE or EVICT+TIME. To implement a PRIME+PROBE
attack, we need to follow a number of steps:

1. Build optimal LLC eviction sets for all available page colors. An optimal
eviction set is the precise number of memory locations (equal to LLC set-
associativity) that once accessed, ensures that a target cache line has been
evicted from the LLC cache set which hosts the target cache line.

2. Prime the LLC by accessing all the eviction sets.

3. Access the target virtual address that we want to derandomize, bringing its PT
entries into LLC.

4. Probe the LLC by accessing all the eviction sets and measure which ones take
longer to execute.
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The eviction sets that take longer to execute presumably need to fetch one (or
more) of their entries from memory. Since during the prime phase, the entries in
the set have been brought to the LLC, and the only memory reference (besides TLB
eviction set) is the target virtual address, four of these “probed” eviction sets have
hosted the PT entries for the target virtual address. As we mentioned earlier, these
cache sets uniquely identify the upper six bits of the PT entry offset at each PT level.

There are, however, two issues with this approach. First, building optimal LLC
eviction sets from JavaScript, necessary for PRIME+PROBE, while has recently been
shown to be possible [150] takes time, specially without a precise timer. Second, and
more fundamental, we cannot perform the PRIME+PROBE attack reliably, because
the very thing that we are trying to measure, will introduce noise in the measurements.
More precisely, we need to flush the TLB before accessing our target virtual address.
We can do this either before or after the priming step, but in either case evicting the
TLB will cause the MMU to perform some unwanted PT walks. Assume we perform
the TLB eviction before the prime step. In the middle of accessing the LLC eviction
sets during the prime step, potentially many TLB misses will occur, resulting in PT
walks that can potentially fill the already primed cache sets, introducing many false
positives in the probe step. Now assume we perform the TLB eviction step after the
prime step. A similar situation happens: some of the pages in the TLB eviction set
will result in a PT walk, resulting in filling the already primed cache sets and again,
introducing many false positives in the probe step.

Our initial implementation of AnC used PRIME+PROBE. It took a long time to
build optimal eviction sets and ultimately was not able to identify the MMU signal
due to the high ratio of noise. To resolve these issues, we exploited unique properties
of our target in order not to build optimal eviction sets (Section 4.5.3), and due to
the ability to control the trigger (MMU’s PT walk), we could opt for a more exotic
EVICT+TIME attack that allowed us to avoid the drawbacks of PRIME+PROBE
(Section 4.5.4).

4.5.3 Cache Colors Do Not Matter for AnC

Cache-based side-channel attacks benefit from the fine-grained information available
in the state of cache after a secret operation—the cache sets that were accessed by
a victim. A cache set is uniquely identified by a color (i.e., page color) and a page
(cache line) offset. For example, a cache set in an LLC with 8192 cache sets can be
identified by a (color, offset) tuple, where 0 ≤ color < 128 and 0 ≤ offset < 64.

ASLR encodes the secret (i.e., the randomized pointer) in the page offsets. We can
build one eviction set for each of the 64 cache line offsets within a page, evicting all
colors of that cache line offset with each set. The only problem is that the PT entries
at different PT levels may use different page colors, and hence, show us overlapping
offset signals. But given that we can control the observed virtual address, relative to
our target virtual address, we can control PT entry offsets within different PT levels
as discussed in Section 4.3.4 to resolve this problem.
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Figure 4.5: The MMU memorygram as we access the target pages in a pattern that allows us
to distinguish between different PT signals. Each row shows MMU activity for one particular
page within our buffer. The activity shows different cache lines within the page table pages
that are accessed during the MMU translation of this page. The color is brighter with increased
latency when there is MMU activity. We use different access patterns within our buffer to
distinguish between signals of PT entries at different PT levels. For example, the stair case (on
the left) distinguishes the PT entry at PTL1 since we are accessing pages that are 32 KB apart
in succession (32 KB is 8 PT entries at PTL1 or a cache line). Hence, we expect this access
pattern to make the moving PTL1 cache line create a stair case pattern. Once we identify the
stair case, it tells us the PT entry slot in PTL1 and distinguishes PTL1 from the other levels.
Once a sufficiently unique solution is available for both code and data accesses at all PT levels,
AnC computes the (derandomized) 64 bit addresses for code and data, as shown.

Our EVICT+TIME attack, which we describe next, does not rely on the execution
time of eviction sets. This means that we do not require to build optimal eviction
sets. Coupled with the fact that ASLR is agnostic to color, we can use any page as
part of our eviction set. There is no way that page tables might be allocated using
a certain color layout scheme to avoid showing this signal, as all of them appear in
our eviction sets. This means that with a sufficiently large number of memory pages,
we can evict any PT entry from LLC (and L1D and L2) at a given page offset, not
relying on optimal eviction sets that take a long time to build.

4.5.4 EVICT+TIME Attack on the MMU

The traditional side-channel attacks on cryptographic keys or for eavesdropping
benefit from observing the state of the entire LLC. That is the reason why side-
channel attacks such as PRIME+PROBE [150] and FLUSH+RELOAD [218] that
allow attackers to observe the entire state of the LLC are popular [101; 105; 107;
132; 151; 224].

Compared to these attacks, EVICT+TIME can only gain information about one
cache set at each measurement round, reducing its bandwidth compared to attacks
such as PRIME+PROBE [151]. EVICT+TIME further makes a strong assumption
that the attacker can observe the performance of the victim as it performs the secret
computation. While these properties often make EVICT+TIME inferior compared to
more recent cache attacks, it just happens that it easily applies to AnC: AnC does not
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require a high bandwidth (e.g., to break a cryptographic key) and it can monitor the
performance of the victim (i.e., the MMU) as it performs the secret computation (i.e.,
walking the PT). EVICT+TIME implements AnC in the following steps:

1. Take a large enough set of memory pages to act as an eviction set.

2. For a target cache line at offset t out of the possible 64 offsets, evict that cache
line by reading the same offset in all the memory pages in the eviction set.
Accessing this set also flushes the dTLB and the unified TLB. In case we are
targeting code, flush the iTLB by executing functions at offset t.

3. Time the access to the target virtual address that we want to derandomize at a
different cache line offset than t, by dereferencing it in case of the heap target
or executing the function at that location in case of the code target.

The third step of EVICT+TIME triggers a PT walk. Depending on whether t was
hosting a PT entry cache line, the operation will take longer, or shorter.

EVICT+TIME resolves the issues that we faced with PRIME+PROBE: first, we
do not need to create optimal LLC eviction sets, since we do not rely on eviction sets
for providing information and second, the LLC eviction set is unified with the TLB
eviction set, reducing noise due to fewer PT walks. More importantly, these PT walks
(due to TLB misses) result in significantly fewer false positives, again because we do
not rely on probing eviction sets for timing information.

Due to these improvements, we could observe cache line offsets corresponding
to the PT entries of the target virtual address when trying EVICT+TIME on all 64
possible cache line offsets in JavaScript both when dereferencing heap addresses and
executing JIT functions. We provide further evaluation in Section 4.7, but before that,
we describe how we can uniquely identify the offset of the PT entries inside the cache
lines identified by EVICT+TIME.

4.5.5 Sliding PT Entries

At this stage, we have identified the (potentially overlapping) cache line offsets of the
PT entries at different PT levels. There still remains two sources of entropy for ASLR:
it is not possible to distinguish which cache line offset belongs to which PT level,
and the offset of the PT entry within the cache line is not yet known. We address
both sources of entropy by allocating a sufficiently large buffer (in our case a 2 GB
allocation) and accessing different locations within this buffer in order to derandomize
the virtual address where the buffer has been allocated from. We derandomize PTL1
and PTL2 differently than how we derandomize PTL3 and PTL4. We describe both
techniques below.

4.5.5.1 Derandomizing PTL1 and PTL2

Let’s start with the cache line that hosts the PT entry at PTL1 for a target virtual
address v. We observe when one of the (possible) 4 cache line change as we access

101



v+i×4KB for i = {1, 2, . . . , 8}. If one of the cache lines changes at i, it immediately
provides us with two pieces of information: the changed cache line is hosting the PT
entry for PTL1 and the PTL1’s PT entry offset for v is 8 − i. We can perform the
same technique for derandomizing the PT entry at PTL2, but instead of increasing the
address by 4 KB each time, we now need to increase by 2 MB to observe the same
effect for PTL2. As an example, Figure 4.5 shows an example MMU activity that
AnC observes as we change the cache line for the PT entry at PTL1.

4.5.5.2 Derandomizing PTL3 and PTL4

As we discussed in Section 4.3.5, in order to derandomize PTL3, we require an 8 GB
crossing in the virtual address space within our 2 GB allocation and to derandomize
PTL4, we require a 4 TB virtual address space crossing to happen within our allo-
cation. We rely on the behavior of memory allocators, discussed in Section 4.6, in
the browsers to ensure that one of our (many) allocations satisfies this property. But
assuming that we have a cache line change at PTL3 or PTL4, we would like to detect
and derandomize the corresponding level. Note that a cache line crossing at PTL4
will inevitably cause a cache line crossing at PTL3 too.

Remember that each PT entry at PTL3 covers 1 GB of virtual memory. Hence, if
a cache line crossing at PTL3 happens within our 2 GB allocation, then our allocation
could cover either two PTL3 PT entries, when crossing is exactly at the middle of
our buffer, or three PT entries. Since a crossing exactly in the middle is unlikely, we
consider the case with three PT entries. Either two of the three or one of three PT
entries are in the new cache line. By observing the PTL3 cache line when accessing
the first page, the middle page, and the last page in our allocation, we can easily
distinguish between these two cases and fully derandomize PTL3.

A cache line crossing at PTL4 only occurs if the cache line at PTL3 is in the last
slot in its respective PT page. By performing a similar technique (i.e., accessing the
first and last page in our allocation), if we observe a PT entry cache line PTE2 change
from the last slot to the first slot and another PT entry cache line PTE1 move one slot
ahead, we can conclude a PTL4 crossing and uniquely identify PTE2 as the PT entry
at PTL3 and PTE1 as the PT entry at PTL4.

4.5.6 ASLR Solver

We created a simple solver in order to rank possible solutions against each other as we
explore different pages within our 2 GB allocation. Our solver assumes 512 possible
PT entries for each PT level for the first page of our allocation buffer, and ranks the
solutions at each PT level independently of the other levels.

As we explore more pages in our buffer according to patterns that we described in
Section 4.5.5.1 and Section 4.5.5.2, our solver gains a significant confidence in one
of the solutions or gives up and starts with a new 2 GB allocation. A solution will
always derandomizes PTL1 and PTL2 and also PTL3 and PTL4 if there was a cache
line crossing at these PT levels.
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4.5.7 Evicting Page Table Caches

As mentioned in Section 4.3.2, some processors may cache the translation results for
different page table levels in their TLB. AnC needs to evict these caches in order to
observe the MMU signal from all PT levels. This is straightforward: we can access
a buffer that is larger than that the size of these caches as part of our TLB and LLC
eviction.

For example, a Skylake i7-6700K core can cache 32 entries for PTL2 look ups.
Assuming we are measuring whether there is page table activity in the i-th cache line
of page table pages, accessing a 64 MB (i.e., 32 × 2 MB) buffer at 0 + i× 64, 2 MB +
i× 64, 4 MB + i× 64, . . . , 62 MB + i× 64 will evict the PTL2 page table cache.

While we needed to implement this mechanism natively to observe the signal on
all PT levels, we noticed that due to the JavaScript runtime activity, these page table
caches are naturally evicted during our measurements.

4.5.8 Dealing with Noise

The main issue when implementing side-channel attacks is noise. There are a number
of countermeasures that we deploy in order to reduce noise. We briefly describe them
here:

4.5.8.1 Random exploration

In order to avoid false negatives caused by the hardware prefetcher, we select t (the
page offset that we are evicting) randomly within the possible remaining offsets that
we (still) need to explore. This randomization also helps by distributing the localized
noise caused by system events.

4.5.8.2 Multiple rounds for each offset

In order to add reliability to the measurements, we sample each offset multiple times
(’rounds’) and consider the median for deciding a cached versus memory access. This
simple strategy reduces the false positives and false negatives by a large margin. For
large scale experiment and visualization on the impact of measurement rounds vs
other solving parameters, please see section 4.7.3.

For an AnC attack, false negatives are harmless due to the fact that the attacker
can always retry with a new allocation as we discuss in the next section. We evaluate
the success rate, false positives and false negatives of the AnC attack using Chrome
and Firefox in Section 4.7.

4.5.9 Discussion

We implemented two versions of AnC. A native implementation in C in order to study
the behavior of the MMU PT walk activity without the JavaScript interference and a
JavaScript-only implementation.
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We ported the native version to different architectures and Microsoft Windows
10 to show the generality of AnC presented in Section 4.7.4. Our porting efforts
revolved around implementing a native version of SMC (Section 4.4.2) to accurately
differentiate between cached and uncached memory accesses on ARM which only
provides coarse-grained (0.5µs) timing mechanism and dealing with different page
table structures. Our native implementation amounts to 1283 lines of code

Our JavaScript-only implementation works on Chrome and Firefox browsers and
is aimed to show the real-world impact of the AnC attack presented in various experi-
ments in Section 4.7. We needed to handtune the JavaScript implementation using
asm.js [98] in order to make the measurements faster and more predictable. This
limited our allocation size to the maximum of 2 GB. Our JavaScript implementation
amounts to 2370 lines of code.

4.6 Allocators and AnC

As mentioned in Section 4.5.5.2, we rely on the behavior of the memory allocators in
the browsers to get an allocation that crosses PTL3 and PTL4 in the virtual address
space. We briefly discuss the behavior of the memory allocators in Firefox and
Chrome and how we could take advantage of them for AnC.

4.6.1 Memory Allocation in Firefox

In Firefox, memory allocation is based on demand paging. Large object allocations
from a JavaScript application in the browser’s heap is backed by mmap without
MAP POPULATE. This means that memory is only allocated when the corresponding
page in memory is touched.

Figure 4.6 shows how Firefox’s address space is laid out in memory. Firefox uses
the stock mmap provided by the Linux kernel in order to randomize the location of
JITed code and heap using 28 bits of entropy. The (randomized) base address for
mmap is only chosen once (by the OS) and after that the subsequent allocations by
Firefox grow backward from the previous allocation towards low (virtual) memory. If
an object is deleted, Firefox reuses its virtual memory for the subsequent allocations.
Hence, to keep moving backward in the virtual address space, a JavaScript application
should linger to its old allocations.

An interesting observation that we made is that a JavaScript application can
allocate TBs of (virtual) memory for its objects as long as they are not touched. AnC
exploits this fact and allocates a few 2 GB buffers for forcing a cache line change
at PTL3 (i.e., 1 bit of entropy remaining), or if requested, a large number of 2 GB
objects forcing a cache line change at PTL4 (i.e., fully derandomized).

To obtain a JIT code pointer, we rely on our heap pointer obtained in the previous
step. Firefox reserves some virtual memory in between JIT and heap. We first spray
a number of JITed objects to exhaust this area right before allocating our heap. This
ensures that our last JITed object is allocated before our heap. There are however a
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Figure 4.6: Low-level memory allocation strategies in Firefox and Chrome. Firefox uses the
stock mmap in order to gain ASLR entropy for its JITed code and heap while Chrome does not
rely on mmap for entropy and randomizes each large code/data allocation.

number of other objects that JavaScript engine of Firefox allocates in between our
last JITed object and the heap, introducing additional entropy. As a result, we can
predict the PTL3 and PTL4 slots of our target JIT pointer using our heap pointer, but
the PTL1 and PTL2 slots remain unknown. We now deploy our code version of AnC
to find PTL1 and PTL2 slots of our code pointer, resulting in a full derandomization.

4.6.2 Memory Allocation in Chrome

In Chrome, memory allocations are backed by mmap and initialized. This means
that every allocation of a certain size will consume the same amount of physical
memory (plus a few pages to back its PT pages). This prohibits us from using multiple
allocations similar to Firefox. Chrome internally chooses the randomized location
for mmap and this means that for every new large object (i.e., a new heap). This
allows for roughly 35 bits out of the available 36 bits of entropy provided by hardware
(Linux kernel is always mapped in the upper part of the address space). Randomizing
every new heap is devised in order to protect against the exploitation of use-after-free
bugs that often rely on predictable reuse on the heap [191].

AnC exploits this very protection in order to acquire an object that crosses a PTL3
or a PTL4 cache line. We first allocate a buffer and use AnC to see whether there are
PTL3 or PTL4 cache line crossings. If this is not the case, we delete the old buffer
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and start with a new allocation. Based on a given probability p, AnC’s ith allocation
will cross PTL3 based on the following formula using a Bernoulli trial (assuming
a 2 GB allocation):

∑i
1

1

4
( 3
4
)i ≥ p. Calculating for average (i.e., p = 0.5), AnC

requires around 6.5 allocations to get a PTL3 crossing. Solving the same equation
for a PTL4 crossing, AnC requires on average 1421.2 allocations to get a crossing.
In a synthetic experiment with Chrome, we observed a desired allocation after 1235
trials. While nothing stops AnC from derandomizing PTL4, the large number of trials
makes it less attractive for attackers.

This technique works the same for allocations of both heap and Just-In-Timed
(JITed) objects.

The current version of AnC implements derandomization of heap pointers on
Chrome using this technique.

4.7 Evaluation

In this section, we show the success rate and feasibility of the AnC attack using
Firefox and Chrome. More concretely, we like to know the success rate of AnC
in face of noise and the speed in which AnC can reduce the ASLR entropy. We
further compare AnC with other software-based attacks in terms of requirements
and performance and showcase an end-to-end exploit using a real vulnerability with
pointers leaked by AnC. For the evaluation of the JavaScript-based attacks, we used
an Intel Skylake i7-6700K processor with 16 GB of main memory running Ubuntu
16.04.1 LTS as our evaluation testbed. We further show the generality of the AnC
attack using various CPU architectures and operating systems.

4.7.1 Success Rate

To evaluate the reliability of AnC, we ran 10 trials of the attack on Firefox and
Chrome and report success rate, false positive and false negative for each browser.
For the ground truth, we collected run time statistics from the virtual mappings of the
browser’s process and checked whether our guessed addresses indeed match them.
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Figure 4.7: The success rate, false positive and false negative rate of AnC.
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Figure 4.8: Reduction in heap (Chrome and Firefox) and JIT (Firefox) ASLR entropy over time
with the AnC attack. At the code stage of the attack, AnC already knows the exact PTE slots due
to the obtained heap pointer. This means that for the code, the entropy reaches zero at 37.9 s, but
our ASLR solver is agnostic to this information.

In case of a match, the trial counts towards the success rate. In case AnC fails to
detect a crossing, that trial counts towards false negatives. False negatives are not
problematic for AnC, since it results in a retry which ultimately makes the attack
take longer. False positives, however, are problematic and we count them when AnC
reports an incorrect guessed address. In case of Chrome, we report numbers for when
there are PTL3 cache line crossings. We did not observe a PTL4 crossing (i.e., all
levels) in our trials. In case of Firefox, we performed the measurement by restarting
it to get a new allocation each time and we used it to derandomize both JIT and heap
pointers. We report numbers for both PTL3 and PTL4 cache line crossings.

Figure 4.7 reports the results of the experiment. In the case of Chrome, AnC
manages to successfully recover 33 bits out of the 35 bits of the randomized heap
addresses in 8 of the cases. In the case of Firefox, AnC reduces the entropy of JIT and
heap to a single bit in all 10 cases. Getting the last bit is successful in 6 of the cases
with 2 cases as false positive. The PTE hosting the last bit of entropy (i.e., in PTL4)
is often shared with other objects in the Firefox runtime, making the measurements
more noisy compared to PTEs in other levels.

4.7.2 Feasibility

To evaluate the feasibility of AnC from an attacker’s perspective, we report on the
amount of time it took AnC to reduce ASLR’s entropy in the same experiment that
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we just discussed. Allocating the buffers that we use for the AnC do not take any
time on Chrome. On Firefox, for crossing a cache line in PTL3, the buffer allocations
take 5.3 s, and for crossing a cache line in PTL4, the buffer allocations take 72.7 s.

Figure 4.8 shows ASLR entropy as a function of time when AnC is applied to
Firefox and Chrome as reported by our solver described in Section 4.5.6. Both
heap and code derandomization are visualized. Note that due to the noise our solver
sometimes needs to consider more solutions as time progress resulting in a temporary
increase in the estimated entropy. More importantly, our solver is agnostic to the
limitations of the underlying ASLR implementations and always assumes 36 bits of
entropy (the hardware limit). This means that AnC can reduce the entropy even if the
implementation uses all available bits for entropy which is not possible in practice.
In the case of Chrome, in 11.2 s the entropy is reduced to only 2 bits (our solver does
not know about kernel/user space split and reports 3 bits). In the case of Firefox, in
33.1 s the entropy is reduced to 1 bit when crossing a cache line in PTL3 (our solver
does not know about mmap’s entropy) and in 40.5 s to zero when crossing a cache
line in PTL4.

As discussed in Section 4.6, after obtaining a heap pointer, our AnC attack
proceeds to obtain a JITed code pointer. At this stage of the attack, AnC already
knows the upper two PT slots of the JIT area (our solver does not know about this
information). After 37.9 s, AnC reduces the code pointer entropy to only 6 bits as
reported by our ASLR solver. These are the same entropy bits that are shared with
our heap pointer. This means that at this stage of the attack we have completely
derandomized code and heap ASLR in Firefox.

4.7.3 Noise

We evaluated the efficacy of our techniques against noise in the system. As we
mentioned earlier, we used measurement rounds in order to combat temporal noise
and a scoring system in our solver in order to combat more persistent noise in the
system.

Figure 4.9 shows different configuration of AnC with respect to the number of
rounds and the confidence margin in our solver. As we decrease the number of rounds
or confidence margin, we observe more false positives in the system. These results
show that with our chosen configuration (confidence margin = 10 and rounds = 20)
these techniques are effective against noise.

4.7.4 Generalization

Our evaluation so far shows that AnC generalizes to different browsers. We further
studied the generality of the AnC attack by running our native implementation on
different CPU architectures.

Table 4.1 shows a successful AnC attack on 11 different CPU architectures
including Intel, ARM and AMD. We did not find an architecture on which the AnC
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Figure 4.9: The effects of our noise reduction techniques on the fidelity of AnC. The plotted
intensity indicates false positive (wrong answer) rate, as a function of solver confidence require-
ment (X axis) vs. number of measurement repetitions (Y axis). This shows that the number of
measurement rounds is critical to reliable conclusions while the confidence margin improves the
results further.

attack was not possible. Except for on ARMv7, we could fully derandomize ASLR
on all architectures. On ARMv7, the top level page table spans four pages which
introduces two bits of entropy in the high virtual address bits. On ARMv7 with
physical address extension (i.e., ARMv7+LPAE), there are only four entries in the
top level page table which fit into a cache line, resulting again in two remaining bits
of entropy. On ARMv8, AnC fully solves ASLR given a similar page table structure
to x86_64.

Both ARM and AMD processors have exclusive LLCs compared to Intel. These
results show that AnC is agnostic to the inclusivity of the LCC. We also successfully
performed the AnC attack on the Microsoft Windows 10 operating system.

4.7.5 Comparison against Other Derandomization Attacks

Table 4.2 compares existing derandomization attacks against ASLR with AnC. Note
that all the previous attacks rely on software features that can be mitigated. For
example, the most competitive solution, Dedup Est Machina [28], relies on memory
deduplication, which was only available natively on Windows and has recently been
turned off by Microsoft [50; 146]. Other attacks require crash-tolerance or crash-
resistance primitives, which are not always available and also yield much more
visible side effects. We also note that AnC is much faster than all the existing attacks,
completing in 150 seconds rather than tens of minutes.
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Table 4.1: CPU models verified to be affected by AnC.

Vendor CPU Model Year Microarchitecture

Intel Core i7-6700K 2015 Skylake
Intel Core i3-5010U 2015 Broadwell

Allwinner A64 2015 ARMv8-A, Cortex-A53
Nvidia Jetson TK-1 2014 ARMv7, Cortex-A15
Nvidia Tegra K1 CD570M 2014 ARMv7+LPAE, Cortex-A15
Intel Core i7-4510U 2014 Haswell
Intel Celeron N2840 2014 Silvermont
Intel Atom C2750 2013 Silvermont

AMD FX-8320 8-Core 2012 Piledriver
Intel Core i7-3632QM 2012 Ivy Bridge
Intel E56xx/L56xx/X56xx 2010 Westmere

4.7.6 End-to-end attacks

Modern browsers deploy several defenses such as ASLR or segment heaps to raise the
bar against attacks [213]. Thanks to such defenses, traditional browser exploitation
techniques such as heap spraying are now much more challenging to execute, typically
forcing the attacker to derandomize the address space before exploiting a given
vulnerability [179].

For example, in a typical vtable hijacking exploit (with many examples in recent
Pwn2Own competitions), the attacker seeks to overwrite a vtable pointer to point to
a fake vtable using type confusion [125] or other software [201] or hardware [28]
vulnerabilities. For this purpose, the attacker needs to leak code pointers to craft the
fake vtable and a heap pointer to the fake vtable itself. In this scenario, finding a
dedicated information disclosure primitive is normally a sine qua non to mount the
attack. With AnC, however, this is no longer a requirement: the attacker can directly
leak heap and code addresses she controls with a cache attack against the MMU. This
significantly reduces the requirements for end-to-end attacks in the info leak era of
software exploitation [179].

As an example, consider CVE-2013-0753, a use-after-free vulnerability in Firefox.
An attacker is able to overwrite a pointer to an object and this object is later used
to perform a virtual function call, using the first field of the object to reference the
object’s vtable. On 32-bit Firefox, this vulnerability can be exploited using heap
spraying, as done in the publicly available Metasploit module (https://goo.gl/zBjrXW).
However, due to the much larger size of the address space, an information disclosure
vulnerability is normally required on 64-bit Firefox. With AnC, however, we re-
injected the vulnerability in Firefox and verified an attacker can mount an end-to-end
attack without an additional information disclosure vulnerability. In particular, we
were able to (i) craft a fake vtable containing AnC-leaked code pointers, (ii) craft
a fake object pointing to the AnC-leaked address of the fake vtable, (iii) trigger the
vulnerability to overwrite the original object pointer with the AnC-leaked fake object
pointer, and (iv) hijack the control flow.
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Table 4.2: Different attacks against user-space ASLR.

Attack Time Probes Pointers Requirement

BROP [23] 20 m 4000 Code Crash tolerance
CROP [72] 243 m 2

28 Heap/code Crash resistance
Dedup Est Machina [28] 30 m 0 Heap/code Deduplication

AnC 150 s 0 Heap/code Cache

4.7.7 Discussion

We showed how AnC can quickly derandomize ASLR towards end-to-end attacks
in two major browsers with high success rate. For example, AnC can derandomize
64 bit code and heap pointers completely in 150 seconds in Firefox. We also showed
that AnC has a high success rate.

4.8 Impact on Advanced Defenses

The AnC attack casts doubt on some of the recently proposed advanced defenses
in academia. Most notably, AnC can fully break or significantly weaken defenses
that are based on information hiding in the address-space and leakage-resilient code
randomization. We discuss these two cases next.

4.8.1 Information Hiding

Hiding security-sensitive information (such as code pointers) in a large 64 bit vir-
tual address-space in a common technique to bootstrap more advanced security
defenses [38; 51; 122; 135; 172]. Once the location of the so-called safe-region is
known to the attacker, she can compromise the defense mechanism in order to engage
in, for example, control-flow hijacking attacks [66; 72; 82; 148].

With the AnC attack, in situations where the attacker can operate arbitrary memory
accesses, the unknown (randomized) target virtual address can be derandomized.
Already triggering a single memory reference in the safe-region allows AnC to reduce
the entropy of ASLR on Linux to log2(2

10 × 4!) = 10.1 bits (1 bit on the PTL4 and
3 bits on other levels) and on Windows to log2(2

9 × 4!) = 9.4 bits (9 bits on PTL3,
PTL2 and PTL1). Referencing more virtual addresses in different memory pages
allows AnC to reduce the entropy further.

As an example, the original linear table implementation for the safe-region in
CPI [122], spans 242 of virtual address-space and moves the protected code pointers
in this area. This means that, since the relative address of secret pointers with respect
to each other is known, an attacker can also implement sliding to find the precise
location of the safe-region using AnC, breaking CPI. Similarly, the more advanced
two-level lookup table or hashtable versions of CPI [123] for hiding the safe-region
will be prone to AnC attacks by creating a sliding mechanism on the target (protected)
pointers.
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Hence, we believe that any kind of randomization-based information hiding on
modern cache-based CPU architectures is inherently prone to cache attacks when the
attacker controls memory accesses (e.g., web browsers). We thereby caution future
defenses not to rely on ASLR as a pivotal building block, even when problematic
software features such as memory deduplication [28] or memory overcommit [148]
are disabled.

4.8.2 Leakage-resilient Code Randomization

Leakage-resilient code randomization schemes based on techniques like XnR and
code pointer hiding [15; 30; 48] aim to provide protection by making code regions
execute-only and the location of target code in memory fully unpredictable. This
makes it difficult to perform code-reuse attacks given that the attacker cannot directly
or indirectly disclose the code layout.

AnC weakens all these schemes because it can find the precise memory location
of executed code without reading it (Section 4.7.2). Like Information Hiding, the
execution of a single function already leaves enough traces in the cache from the
MMU activity to reduce its address entropy significantly.

4.9 Mitigations

Detection It is possible to detect an on-going AnC attack using performance coun-
ters [155]. These types of anomaly-based defenses are, however, prone to false
positives and false negatives by nature.

Cache coloring Partitioning the shared LLC can be used to isolate an application
(e.g., the browser) from the rest of the system [112; 132], but on top of complications
in the kernel’s frame allocator [133], it has performance implications both for the
operating system and the applications.

Secure timers Reducing the accuracy of the timers [118; 139; 195] makes it harder
for attackers to tell the difference between cached and memory accesses, but this
option is often costly to implement. Further, there are many other possible sources to
craft a new timer. Prior work [41] shows it is hard if not impossible to remove all of
them even in the context of simple microkernels. This is even more complicated with
browsers, which are much more complex and bloated with features.

Isolated caches Caching PT entries in a separate cache rather than the data caches
can mitigate AnC. Having a separate cache just for page table pages is quite expensive
in hardware and adopting such solution as a countermeasure defeats the purpose of
ASLR—providing a low-cost first line of defense.

The AnC attack exploits fundamental properties of cache-based architectures,
which improve performance by keeping hot objects in a faster but smaller cache.
Even if CPU manufacturers were willing to implement a completely isolated cache
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for PT entries, there are other caches in software that can be exploited to mount
attacks similar to AnC. For example, the operating system often allocates and caches
page table pages on demand as necessary [83]. This optimization may yield a timing
side channel on memory management operations suitable for AnC-style attacks.
Summarizing, we believe that the use of ASLR is fundamentally insecure on cache-
based architectures and, while countermeasures do exist, they can only limit, but not
eliminate the underlying problem.

4.10 Related Work

4.10.1 Derandomizing ASLR in Software

Bruteforcing, if allowed in software, is a well-known technique for derandomizing
ASLR. For the first time, Shacham et al. [180] showed that it is possible to sys-
tematically derandomize ASLR on 32 bit systems. BROP [23] bruteforces values
in the stack byte-by-byte in order to find a valid 64 bit return address using a few
hundreds of trials. Bruteforcing, however, is not always possible as it heavily relies
on application-specific behavior [23; 72]. Further, significant number of crashes can
be used by anomaly detection systems to block an ongoing attack [180].

A key weakness of ASLR is the fact that large (virtual) memory allocations
reduce its entropy. After a large memory allocation, the available virtual address-
space is smaller for the next allocation, reducing entropy. This weakness has recently
been exploited to show insecurities in software hardening techniques that rely on
ASLR [82; 148].

Memory deduplication is an OS or virtual machine monitor feature that merges
pages across processes or virtual machines in order to reduce the physical memory
footprint. Writing to merged pages results in a copy-on-write that is noticeably slower
than writing to a normal. This timing channel has been recently used to bruteforce
ASLR entropy in clouds [16] or inside browsers [28].

All these attacks against ASLR rely on a flaw in software that allows an attacker
to reduce the entropy of ASLR. While software can be fixed to address this issue,
the microarchitectural nature of our attack makes it difficult to mitigate. We hence
recommend decommissioning ASLR as a defense mechanism or a building block for
other defense mechanisms.

4.10.2 Timing Attacks on CPU Caches

Closest to ASLR⊕Cache, in terms of timing attacks on CPU caches is the work by
Hund et al. [101] in breaking Windows kernel-space ASLR from a local user-space
application. Their work, however, assumes randomized physical addresses (instead
of virtual addresses) with a few bits of entropy, and that the attacker has the ability
to reference arbitrary virtual addresses. Similar attacks geared towards breaking
kernel-level ASLR from a controlled process have been recently documented using
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the prefetch instruction [92], hardware transactional memory [109] and branch
prediction [67]. In our work, we derandomized high-entropy virtual addresses in the
browser process inside a sandboxed JavaScript. To the best of our knowledge, AnC
is the first attack that breaks user-space ASLR from JavaScript using a cache attack,
significantly increasing the impact of these types of attacks.

Timing side-channel attack on CPU caches have also been used to leak pri-
vate information, such as cryptographic keys, mouse movements, and etc. The
FLUSH+RELOAD attack [105; 218; 224] leaks data from a sensitive process by
exploiting the timing differences when accessing cached data. FLUSH+RELOAD
assumes the attacker has access to victims’ code pages either via the shared page
cache or some form of memory deduplication. The PRIME+PROBE attack [132; 151]
lifts this requirement by only relying on cache misses from the attacker’s process to
infer the behavior of the victim’s process when processing secret data. This relaxation
makes it possible to implement PRIME+PROBE in JavaScript in the browser [150],
significantly increasing the impact of cache side-channel attacks for the Internet users.

While FLUSH+RELOAD and PRIME+PROBE observe the change in the state
of the entire cache, the older EVICT+TIME [151] attack, used for recovering AES
keys, observes the state of one cache set at a time. In situations where information
on the entire state of the cache is necessary, EVICT+TIME does not perform as
effectively as the other attacks, but it has a much higher signal to noise ratio since it
is only observing one cache set at a time. We used the reliability of EVICT+TIME
for observing the MMU signal.

4.10.3 Defending Against Timing Attacks

As we described in Section 4.9 mitigating AnC is difficult. However, we discuss some
attempts for reducing the capability of the attackers to perform timing side-channel
attacks.

At the hardware-level, TimeWarp [139] reduces the fidelity of timers and per-
formance counters to make it difficult for attackers to distinguish between different
microarchitectural events. Stefan et al. [195] implement a new CPU instruction
scheduling algorithm that is indifferent to timing differences from underlying hard-
ware components, such as the cache, and is, hence, secure against cache-based timing
attacks.

At the software-level, major browsers have reduced the available accuracy of their
timers in order to thwart cache attacks from JavaScript. Concurrent to our efforts,
Kohlbrenner and Shacham [118] show that it is possible to improve the degraded
timers by looking at when the degraded clock ticks and proposed introducing noise in
the timer and the event loop of JavaScript. In this chapter, we show that it is possible
to build more accurate timers. TTT is similar to the clock edge timer [118], but does
not require a learning phase. Others have warned about the dangers of shared memory
in the browser for cache attacks [177]. We showed accurate timing through shared
memory makes the AnC attack possible
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Page coloring, in order to partition the shared cache, is another common technique
for defending against cache side-channel attacks [132]. Kim et al. [112] propose
a low-overhead cache isolation technique to avoid cross-talk over shared caches.
Such techniques could be retrofitted to protect the MMU from side-channel attacks
from JavaScript, but as mentioned in Section 4.9, they suffer from deployability and
performance problems. As a result, they have not been adopted to protect against
cache attacks in practical settings. By dynamically switching between diversified
versions of a program, Crane et al. [47] change the mapping of program locations to
cache sets, making it difficult to perform cache attacks on program’s locations. Our
AnC attack, however, targets the MMU operations and can already reduce the ASLR
entropy significantly as soon as one program location is accessed.

4.10.4 Other Hardware-based Attacks

Fault attacks are pervasive for extracting secrets from secure processors [79]. Power,
thermal and electromagnetic field analysis have been used for building covert channels
and extracting cryptographic keys [17; 74; 134]. Recent Rowhammer attacks show
the possibility of compromising the browser [28], cloud virtual machines [166] and
mobile devices [203] using wide-spread DRAM disturbance errors [113].

4.11 Conclusions

In this chapter, we described how ASLR is fundamentally insecure on modern
architectures. Our attack relies on the interplay between the MMU and the caches
during virtual to physical address translation—core hardware behavior that is central
to efficient code execution on modern CPUs. The underlying problem is that the
complex nature of modern microarchitectures allows attackers with knowledge of the
architecture to craft a carefully chosen series of memory accesses which manifest
timing differences that disclose what memory is accessed where and to infer all the
bits that make up the address. Unfortunately, these timing differences are fundamental
and reflect the way caches optimize accesses in the memory hierarchy. The conclusion
is that such caching behavior and strong address space randomization are mutually
exclusive. Because of the importance of the caching hierarchy for the overall system
performance, all fixes are likely to be too costly to be practical. Moreover, even
if mitigations are possible in hardware, such as separate cache for page tables, the
problems may well resurface in software. We hence recommend ASLR to no longer
be trusted as a first line of defense against memory error attacks and for future
defenses not to rely on it as a pivotal building block.
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Flip Feng Shui

Many of the younger generation know my name in a vague way and connect

it with grotesque inventions, but don’t believe that I ever existed as a person.

They think I am a nonperson, just a name that signifies a tangled web of

pipes or wires or strings that suggest machinery.

– Rube Goldberg, Rube Goldberg: Inventions!

Rowhammer is a widely reported DRAM disturbance error [93; 113; 176; 203].
DRAM data are stored bit-by-bit in single cells. The bit is stored in a single capacitor.
The capacitor needs constant recharging, which the DRAM subsystem handles auto-
matically. The DRAM chip can can be forced into anomalous behavior: accessing the
same cells in rapid succession can make the capacitors leak so much charge that the
meaning changes from a 0 bit into a 1 bit, or vice versa. In everyday operation this
practically never happens, because the CPU cache will absorb memory reads going
to the same DRAM cells.

This phenomenon of changing values just by reading it is an attractive exploitation
building block, for two main reasons: (1) upgrading read access to write access is a
huge increase in authorization level, and gaining read access to memory is a vastly
weaker assumption than gaining write access; and (2) writing to neighboring cells by
reading a particular cell is an ever more powerful upgrade, because you might not
even have access to that particular cell for reading in the first place.

However, the Rowhammer phenomenon is notoriously hard to direct. Corruptions
seem to happen fairly randomly, and so aiming the bit-flip to where an attacker
might want to change data seemed at first impractical. The first work that exploited
Rowhammer for security purposes [176] did so by a spraying a large subset of
memory with possible targets, cleverly inducing Rowhammer, and hoping to get the
right type of damage.

The chapter presented in this chapter finds a way to combine memory page
deduplication with the random yet deterministic properties of Rowhammer to allow
very reliable and precise targeting or Rowhammer bit flips into victim memory in
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cross-VM settings.

5.1 Introduction

The demand for high-performance and low-cost computing translates to increasing
complexity in hardware and software. On the hardware side, the semiconductor
industry packs more and more transistors into chips that serve as a foundation for our
modern computing infrastructure. On the software side, modern operating systems
are packed with complex features to support efficient resource management in cloud
and other performance-sensitive settings.

Both trends come at the price of reliability and, inevitably, security. On the
hardware side, components are increasingly prone to failures. For example, a large
fraction of the DRAM chips produced in recent years are prone to bit flips [113;
176], and hardware errors in CPUs are expected to become mainstream in the near
future [26; 42; 121; 181]. On the software side, widespread features such as memory
or storage deduplication may serve as side channels for attackers [16; 28; 96]. Recent
work analyzes some of the security implications of both trends, but so far the attacks
that abuse these hardware/software features have been fairly limited—probabilistic
privilege escalation [176], in-browser exploitation [28; 93], and selective information
disclosure [16; 28; 96].

In this chapter, we show that an attacker abusing modern hardware/software
properties can mount much more sophisticated and powerful attacks than previously
believed possible. We describe Flip Feng Shui (FFS), a new exploitation vector
that allows an attacker to induce bit flips over arbitrary physical memory in a fully

controlled way. FFS relies on two underlying primitives: (i) the ability to induce bit
flips in controlled (but not predetermined) physical memory pages; (ii) the ability to
control the physical memory layout to reverse-map a target physical page into a virtual
memory address under attacker control. While we believe the general vector will be
increasingly common and relevant in the future, we show that an instance of FFS,
which we term dFFS (i.e, deduplication-based FFS), can already be implemented
on today’s hardware/software platforms with very few constraints. In particular, we
show that by abusing Linux’ memory deduplication system (KSM) [13] which is
very popular in production clouds [16], and the widespread Rowhammer DRAM
bug [113], an attacker can reliably flip a single bit in any physical page in the software
stack with known contents.

Despite the complete absence of software vulnerabilities, we show that a practical
Flip Feng Shui attack can have devastating consequences in a common cloud setting.
An attacker controlling a cloud VM can abuse memory deduplication to seize control
of a target physical page in a co-hosted victim VM and then exploit the Rowhammer
bug to flip a particular bit in the target page in a fully controlled and reliable way
without writing to that bit. We use dFFS to mount end-to-end corruption attacks
against OpenSSH public keys, and Debian/Ubuntu update URLs and trusted public
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Figure 5.1: Memory deduplication can provide an attacker control over the layout of physical
memory.

keys, all residing within the page cache of the victim VM. We find that, while dFFS
is surprisingly practical and effective, existing cryptographic software is wholly
unequipped to counter it, given that “bit flipping is not part of their threat model”.
Our end-to-end attacks completely compromise widespread cryptographic primitives,
allowing an attacker to gain full control over the victim VM.

Summarizing, we make the following contributions:

• We present FFS, a new exploitation vector to induce hardware bit flips over
arbitrary physical memory in a controlled fashion (Section 5.2).

• We present dFFS, an implementation instance of FFS that exploits KSM and
the Rowhammer bug and we use it to bit-flip RSA public keys (Section 5.3)
and compromise authentication and update systems of a co-hosted victim
VM, granting the attacker unauthorized access and privileged code execution
(Section 5.4).

• We use dFFS to evaluate the time requirements and success rates of our pro-
posed attacks (Section 5.5) and discuss mitigations (Section 5.6).

The videos demonstrating dFFS attacks can be found in the following URL:

https://vusec.net/projects/flip-feng-shui

5.2 Flip Feng Shui

To implement an FFS attack, an attacker requires a physical memory massaging

primitive and a hardware vulnerability that allows her to flip bits on certain loca-
tions on the medium that stores the users’ data. Physical memory massaging is
analogous to virtual memory massaging where attackers bring the virtual memory
into an exploitable state [65; 69; 191], but instead performed on physical memory.
Physical memory massaging (or simply memory massaging, hereafter) allows the
attacker to steer victim’s sensitive data towards those physical memory locations
that are amenable to bit flips. Once the target data land on the intended vulnerable
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locations, the attacker can trigger the hardware vulnerability and corrupt the data
via a controlled bit flip. The end-to-end attack allows the attacker to flip a bit of

choice in data of choice anywhere in the software stack in a controlled fashion. With
some constraints, this is similar to a typical arbitrary memory write primitive used for
software exploitation [35], with two key differences: (i) the end-to-end attack requires
no software vulnerability; (ii) the attacker can overwrite arbitrary physical (not just
virtual) memory on the running system. In effect, FFS transforms an underlying
hardware vulnerability into a very powerful software-like vulnerability via three
fundamental steps:

1. Memory templating: identifying physical memory locations in which an at-
tacker can induce a bit flip using a given hardware vulnerability.

2. Memory massaging: steering targeted sensitive data towards the vulnerable
physical memory locations.

3. Exploitation: triggering the hardware vulnerability to corrupt the intended data
for exploitation.

In the remainder of this section, we detail each of these steps and outline FFS’s
end-to-end attack strategy.

5.2.1 Memory Templating

The goal of the memory templating step is to fingerprint the hardware bit-flip patterns
on the running system. This is necessary, since the locations of hardware bit flips are
generally unknown in advance. This is specifically true in the case of Rowhammer;
every (vulnerable) DRAM module is unique in terms of physical memory offsets
with bit flips. In this step, the attacker triggers the hardware-specific vulnerability to
determine which physical pages, and which offsets within those pages are vulnerable
to bit flips. We call the combination of a vulnerable page and the offset a template.

Probing for templates provides the attacker with knowledge of usable bit flips.
Thanks to Flip Feng Shui, any template can potentially allow the attacker to exploit
the hardware vulnerability over physical memory in a controlled way. The usefulness
of such an exploit, however, depends on the direction of the bit flip (i.e., one-to-zero
or zero-to-one), the page offset, and the contents of the target victim page. For each
available template, the attacker can only craft a Flip Feng Shui primitive that corrupts
the target data page with the given flip and offset. Hence, to surgically target the
victim’s sensitive data of interest, the attacker needs to probe for matching templates
by repeatedly exploiting the hardware vulnerability over a controlled physical page
(i.e., mapped in her virtual address space). To perform this step efficiently, our
own dFFS implementation relies on a variant of double-sided Rowhammer [176].
Rowhammer allows an attacker to induce bit flips in vulnerable memory locations
by repeatedly reading from memory pages located in adjacent rows. We discuss
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the low-level details of the Rowhammer vulnerability and our implementation in
Section 5.4.2.

5.2.2 Memory Massaging

To achieve bit flips over arbitrary contents of the victim’s physical memory, FFS
abuses modern memory management patterns and features to craft a memory mas-
saging primitive. Memory massaging allows the attacker to map a desired victim’s
physical memory page into her own virtual memory address space in a controllable
way.

Given a set of templates and the memory massaging primitive, an ideal version
of FFS can corrupt any of the victim’s memory pages at an offset determined by the
selected template.

While memory massaging may be nontrivial in the general case, it is surprisingly
easy to abuse widely deployed memory deduplication features to craft practical FFS
attacks that corrupt any of the victim’s memory pages with known contents (similar to
our dFFS implementation). Intuitively, since memory deduplication merges system-
wide physical memory pages with the same contents, an attacker able to craft the
contents of any of the victim’s memory pages can obtain a memory massaging
primitive and map the target page into her address space.

Figure 5.1 shows how an attacker can control the physical memory location of
a victim VM’s memory page. At first, the attacker needs to predict the contents of
the victim VM’s page that she wants to control (Figure 5.1-A). Once the target page
is identified, the attacker VM creates a memory page with the same contents as the
victim VM’s memory page and waits for the memory deduplication system to scan
both pages (Figure 5.1-B). Once the two physical pages (i.e., the attacker’s and the
victim’s pages) are identified, the memory deduplication system returns one of the
two pages back to the system, and the other physical page is used to back both the
attacker and the victim’s (virtual) pages. If the attacker’s page is used to back the
memory of the victim page, then, in effect, the attacker controls the physical memory
location of the victim page (Figure 5.1-C).

There are additional details necessary to craft a memory massaging primitive using
a real-world implementation of memory deduplication (e.g., KSM). Section 5.4.1
elaborates on such details and presents our implementation of memory massaging on
Linux.

5.2.3 Exploitation

At this stage, FFS already provides the attacker with templated bit flips over the vic-
tim’s physical memory pages with known (or predictable) contents. The exploitation
surface is only subject to the available templates and their ability to reach interesting
locations for the attacker. As we will see, the options are abundant.

While corrupting the memory state of running software of the victim is certainly
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possible, we have opted for a more straightforward, yet extremely powerful exploita-
tion strategy. We consider an attacker running in a cloud VM and seeking to corrupt
interesting contents in the page cache of a co-hosted victim VM. In particular, our
dFFS implementation includes two exploits that corrupt sensitive file contents in the
page cache in complete absence of software vulnerabilities:

1. Flipping SSH’s authorized_keys: assuming the RSA public keys of the
individuals accessing the victim VM are known, an attacker can use dFFS to in-
duce an exploitable flip in their public keys, making them prone to factorization
and breaking the authentication system.

2. Flipping apt’s sources.list and trusted.gpg: Debian/Ubuntu’s apt
package management system relies on the sources.list file to operate
daily updates and on the trusted.gpg file to check the authenticity of the
updates via RSA public keys. Compromising these files allows an attacker to
make a victim VM download and install arbitrary attacker-generated packages.

In preliminary experiments, we also attempted to craft an exploit to bit-flip
SSH’s moduli file containing Diffie-Hellman group parameters and eavesdrop on
the victim VM’s SSH traffic. The maximum group size on current distributions
of OpenSSH is 1536. When we realized that an exploit targeting such 1536-bit
parameters would require a nontrivial computational effort (see Appendix 5.3.1 for
a formal analysis), we turned our attention to the two more practical and powerful
exploits above.

In Section 5.3, we present a cryptanalysis of RSA moduli with a bit flip as a result
of our attacks. In Section 5.4, we elaborate on the internals of the exploits, and finally,
in Section 5.5, we evaluate their success rate and time requirements in a typical cloud
setting.

5.3 Cryptanalysis of RSA with Bit Flips

RSA [170] is a public-key cryptosystem: the sender encrypts the message with the
public key of the recipient (consisting of an exponent e and a modulus n) and the
recipient decrypts the ciphertext with her private key (consisting of an exponent d and
a modulus n). This way RSA can solve the key distribution problem that is inherent
to symmetric encryption. RSA can also be used to digitally sign messages for data or
user authentication: the signing operation is performed using the private key, while
the verification operation employs the public key.

Public-key cryptography relies on the assumption that it is computationally infea-
sible to derive the private key from the public key. For RSA, computing the private
exponent d from the public exponent e is believed to require the factorization of the
modulus n. If n is the product of two large primes of approximately the same size,
factorizing n is not feasible. Common sizes for n today are 1024 to 2048 bits.
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In this chapter we implement a fault attack on the modulus n of the victim: we
corrupt a single bit of n, resulting in n′. We show that with high probability n′ will
be easy to factorize. We can then compute from e the corresponding value of d′, the
private key, that allows us to forge signatures or to decrypt. We provide a detailed
analysis of the expected computational complexity of factorizing n′ in the following1.

RSA perform computations modulo n, where t is the bitlength of n (t = 1 +

⌊log
2
n⌋). Typical values of t lie between 512 (export control) and 8192, with 1024

and 2048 the most common values. We denote the ith bit of n with n[i] (0 ≤ i < t),
with the least significant bit (LSB) corresponding to n[0]. The unit vector is written
as ei , that is ei[i] = 1 and ei[j] = 0, for j 6= i. The operation of flipping the ith
bit of n results in n′, or n′ = n ⊕ ei. Any integer can be written as the product
of primes, hence n =

∏s
j=1

pγi

i , where pi are the prime factors of n, γi is the
multiplicity of pi and s is the number of distinct prime factors. W.l.o.g. we assume
that p1 > p2 > · · · ps.

In the RSA cryptosystem, the modulus n is the product of two odd primes p1, p2
of approximate equal size, hence s = 2, and γ1 = γ2 = 1. The encryption operation
is computed as c = me mod n, with e the public exponent, and m, c ∈ [0, n − 1])
the plaintext respectively the ciphertext. The private exponent d can be computed as
d = e−1 mod λ(n), with λ(n) the Carmichael function, given by lcm(p1, p2). The
best known algorithm to recover the private key is to factorize n using the General
Number Field Sieve (GNFS) (see e.g. [142]), which has complexity O(Ln[1/3, 1.92]),
with

Ln[a, b] = exp
(

(b+ o(1))(lnn)a(ln lnn)1−a
)

.

For a 512-bit modulus n, Adrian et al. estimate that the cost is about 1 core-year [8].
The current record is 768 bits [114], but it is clear that 1024 bits is within reach of
intelligence agencies [8].

If we flip the LSB of n, we obtain n′ = n− 1, which is even hence n′ = 2 · n′′

with n′′ a t − 1-bit integer. If we flip the most significant bit of n, we obtain the
odd t − 1-bit integer n′. In all the other cases we obtain an odd t-bit integer n′.
We conjecture that the integer n′′ (for the LSB case) and the integers n′ (for the
other cases) have the same distribution of prime factors as a random odd integer. To
simplify the notation, we omit in the following the LSB case, but the equations apply
with n′ replaced by n′′.

Assume that an attacker can introduce a bit flip to change n into n′ with as

factorization n =
∏s′

j=1
p′ γ̃i

i . Then c′ = m′e mod n′. The Carmichael function can
be computed as

λ(n′) = lcm
({

p′ γ̃i−1

i · (p′i − 1)
})

.

If gcd(e, λ(n′)) = 1, the private exponent d′ can be found as d′ = e−1 mod λ(n′).
For prime exponents e, the probability that gcd(e, λ(n′)) > 1 equals 1/e. For e = 3,
this means that 1 in 3 attacks fails, but for the widely used value e = 216 + 1, this

1A similar analysis for Diffie-Hellman group parameters with bit flips can be found in Appendix 5.3.1.
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is not a concern. With the private exponent d′ we can decrypt or sign any message.
Hence the question remains how to factorize n′. As it is very likely that n′ is not the
product of two primes of almost equal size, we can expect that factorizing n′ is much
easier than factorizing n.

Our conjecture implies that with probability 2/ lnn′, n′ is prime and in that case
the factorization is trivial. If n′ is composite, the best approach is to find small factors
(say up to 16 bits) using a greatest common divisor operation with the product of the
first primes. The next step is to use Pollard’s ρ algorithm (or Brent’s variant) [142]:
this algorithm can easily find factors up to 40. . . 60 bits. A third step consist of
Lenstra’s Elliptic Curve factorization Method (ECM) [127]: ECM can quickly find
factors up to 60. . . 128 bits (the record is a factor of about 270 bits2). Its complexity
to find the smallest prime factor p′s is equal to O(Lp′

s
[1/2,

√
2]). While ECM is

asymptotically less efficient than GNFS (because of the parameter 1/2 rather than
1/3), the complexity of ECM depends on the size of the smallest prime factor p′s rather
than on the size of the integer n′ to factorize. Once a prime factor p′i is found, n′ is
divided by it, the result is tested for primality and if the result is composite, ECM is
restarted with as argument n′/p′i.

The complexity analysis of ECM depends on the number of prime factors and
the distribution of the size of the second largest prime factor p′

2
: it is known that its

expected valued is 0.210 · t [115]. The Erdös–Kac theorem [64] states that the number
ω(n′) of distinct prime factors of n′ is normally distributed with mean and variance
ln lnn′: for t = 1024 the mean is about 6.56, with standard deviation 2.56. Hence
it is unlikely that we have exactly two prime factors (probability 3.5%), and even
less likely that they are of approximate equal size. The probability that n′ is prime
is equal to 0.28%. The expected size of the second largest prime factor p′

2
is 215

bits and the probability that it has less than 128 bits is 0.26 [115]. In this case ECM
should be very efficient. For t = 2048, the probability that n′ is prime equals 0.14%.
The expected size of the second largest prime factor p′

2
is 430 bits; the probability

that p′
2

has less than 228 bits is 0.22 and the probability that it has less than 128 bits
is about 0.12. Similarly, for t = 4096, the expected size of the second largest prime
factor p′

2
is 860 bits. The probability that p′

2
has less than 455 bits is 0.22.

The main conclusion is that if n has 1024-2048 bits, we can expect to factorize n′

efficiently with a probability of 12− 22% for an arbitrary bit flip, but larger moduli

should also be feasible. As we show in Section 5.5, given a few dozen templates,
we can easily factorize any 1024 bit to 4096 bit modulus with one (or more) of the
available templates.

5.3.1 Cryptanalysis of Diffie-Hellman with Bit Flips

This section describes how one can break Diffie-Hellman by flipping a bit in the
modulus. Similar to RSA, Diffie-Hellman cryptosystem performs computations
modulo n. In the Diffie-Hellman key agreement scheme [58], however, the modulus

2https://en.wikipedia.org/wiki/Lenstra_elliptic_curve_factorization
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n is prime or s = γ1 = 1. It is very common to choose strong primes, which
means that q = (n− 1)/2 is also prime; this is also the approach taken by OpenSSH.
Subsequently a generator g is chosen of order q. In the Diffie-Hellman protocol the
client chooses a random x ∈ [1, n−1] and computes gx mod n and the server chooses
a random y ∈ [1, n − 1] and computes gy mod n. After exchanging these values,
both parties can compute the shared secret gxy mod n. The best known algorithm
to recover the shared secret is to solve the discrete logarithm problem to find x or y
using the GNFS, which has complexity O(Ln[1/3, 1.92]). For a 512-bit modulus n,
the pre-computation cost is estimated to be about 10 core-years; individual discrete
logarithms modn can subsequently be found in 10 minutes [8]. The current record is
596 bits [29]; again 1024 bits seems to be within reach of intelligence agencies [8].

By flipping a single bit of n, the parties compute gx mod n′ and gy mod n′. It is
likely that recovering x or y is now much easier. If we flip the LSB, n′ = n− 1 = 2q

with q prime and g will be a generator. In the other cases n′ is a t-bit or (t− 1)-bit
odd integer; we conjecture that its factorization has the same form as that of a random
odd integer of the same size. It is not necessarily the case the g is a generator modn′,
but with very high probability g has large multiplicative order.

The algorithm to compute a discrete logarithm in Zn′ to recover x from y =

gx mod n′ requires two steps.

1. Step 1 is to compute the factorization of n′. This is the same problem as the
one considered in Section 5.3.

2. Step 2 consists in computing the discrete logarithm of gx mod n′: this can be
done efficiently by computing the discrete logarithms modulo gx mod p′ γ̃i

i and
by combining the result using the Chinese remainder theorem. Note that except
for the small primes, the γ̃i are expected to be equal to 1 with high probability.
Discrete logarithms modp′ γ̃i

i can in turn be computed starting from discrete
logarithms modp′i (γ̃i steps are required). If p′i − 1 is smooth (that is, it is of
the form p′i =

∏r
j=1

q
δj
j with qj small), the Pohlig-Hellman algorithm [159]

can solve this problem in time O
(

∑r
j=1

δj
√
qj

)

. If n′ has prime factors p′i
for which p′i − 1 is not smooth, we have to use for those primes GNFS with
complexity O(Lp′

i
[1/3, 1.92]).

The analysis is very similar to that of Section 5.3, with as difference that for RSA we
can use ECM to find all small prime factors up to the second largest one p′

2
. With

a simple primality test we verify that the remaining integer is prime and if so the
factorization is complete. However, in the case of the discrete logarithm algorithm we
have to perform in Step 2 discrete logarithm computations modulo the largest prime
p′
1
. This means that if n′ would prime (or a small multiple of a prime), Step 1 would

be easy but we have not gained anything with the bit flip operation. It is known that
the expected bitlength of the largest prime factor p′

1
of n′ is 0.624 · t [115] (0.624

is known as the Golomb–Dickman constant). A second number theoretic result by
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Dickman shows that the probability that all the prime factors p′i of an integer n′ are
smaller than n′1/u has asymptotic probability u−u [57].

For t = 1024, the expected size of the largest prime factor p′
1

of n′ is 639 bits and
in turn the largest prime factor of p′

1
− 1 is expected to be 399 bits (1024 · 0.6242).

Note that p′
1
− 1 can be factored efficiently using ECM as in the RSA case. If p′

1
− 1

has 639 bits, the probability that it is smooth (say has factors less than 80 bits) is
8−8 = 2−24, hence Pohlig-Hellman cannot be applied. We have to revert to GNFS
for a 399-bit integer. However, with probability 2−2 = 1/4 all the factors of n′ are
smaller than 512 bits: in that case the largest prime factor of p′

1
− 1 is expected to

be 319 bits, but again with probability 1/4 all prime factors are smaller than 256 bits.
Hence with probability 1/16 GNFS could solve the discrete logarithm in less than 1
core hour.

For t = 2048, the expected size of the largest prime factor p′
1

of n′ is 1278 bits
and the largest prime factor of p′

1
− 1 is expected to be 797 bits – this is well beyond

the current GNFS record. However, with probability 3 · 10−3 = 0.037 all prime
factors of n′ are smaller than 638 bits. Factoring p′

1
− 1 is feasible using ECM, given

that the its second largest prime factor is expected to be 134 bits. The largest prime
factor of p′

1
− 1 is expected to be 398 bits. The discrete logarithm problem modulo

the largest factor can be solved using GNFS in about 1 core-month. With probability
4 · 10−4 = 3.9 · 10−3 all prime factors of n′ are smaller than 512 bits, and in that case
the largest prime factor of p′

1
− 1 is expected to be 319 bits, which means that GNFS

would require a few core-hours.
Even if it would not be feasible to compute the complete discrete logarithm there

are special cases: if x or y have substantially fewer than t bits, it is sufficient to recover
only some of the discrete logarithms modp′i and the hardest discrete logarithm p1
can perhaps be skipped; for more details, see [8; 205].

The main conclusion is that breaking discrete logarithms with the bit flip attack
is more difficult than factorizing, but for 1024 bits an inexpensive attack is feasible,
while for 2048 bits the attack would require a moderate computational effort, the
results of which are widely applicable. It is worth noting that this analysis is applicable
to the DH key agreement algorithm in use by OpenSSH, defaulting to 1536-bit
DH group moduli in the current OpenSSH (7.2), bitflipped variants of which can
be pre-computed by a moderately equipped attacker, and applied to all OpenSSH
server installations. The consequences of such an attack are decryption of a session,
including the password if used, adding another attractive facet to attacks already
demonstrated in this chapter.

5.4 Implementation

To implement dFFS reliably on Linux, we need to understand the internals of two
kernel subsystems, kernel same-page merging [13] (KSM) and transparent huge
pages [12], and the way they interact with each other. After discussing them and
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our implementation of the Rowhammer exploit (Sections 5.4.1, 5.4.2, and 5.4.3), we
show how we factorized corrupted RSA moduli in Section 5.4.4 before summarizing
our end-to-end attacks in Section 5.4.5.

5.4.1 Kernel Same-page Merging

KSM, the Linux implementation of memory deduplication, uses a kernel thread that
periodically scans memory to find memory pages with the same contents that are
candidates for merging. It then keeps a single physical copy of a set of candidate
pages, marks it read-only, and updates the page-table entries of all the other copies to
point to it before releasing their physical pages to the system.

KSM keeps two red-black trees, termed “stable” and “unstable”, to keep track of
the merged and candidate pages. The merged pages reside in the stable tree while the
candidate contents that are not yet merged are in the unstable tree. KSM keeps a list
of memory areas that are registered for deduplication and goes through the pages in
these areas in the order in which they were registered. For each page that it scans,
it checks if the stable tree already contains a page with the same contents. If so, it
updates the page-table entry for that page to have it point to the physical page in
the stable tree and releases the backing physical page to the system. Otherwise, it
searches the unstable tree for a match and if it finds one, promotes the page to the
stable tree and updates the page-table entry of the match to make it point to this page.
If no match is found in either one of the trees, the page is added to the unstable tree.
After going through all memory areas, KSM dumps the unstable tree before starting
again. Further details on the internals of KSM can be found in [13].

In the current implementation of KSM, during a merge, the physical page in either
the stable tree or the unstable tree is always preferred. This means that during a merge
with a page in the stable tree, the physical location of the page in the stable tree is
chosen. Similarly, the physical memory of the page in the unstable tree is chosen to
back both pages. KSM scans the memory of the VMs in order that they have been
registered (i.e., their starting time). This means that to control the location of the
target data on physical memory using the unstable tree the attacker VM should have
been started before the victim VM. Hence, the longer the attacker VM waits, the
larger the chance of physical memory massaging through the unstable tree.

The better physical memory massaging possibility is through the stable tree. An
attacker VM can upgrade a desired physical memory location to the stable tree by
creating two copies of the target data and placing one copy in the desired physical
memory location and another copy in a different memory location. By ensuring that
the other copy comes after the desired physical memory location in the physical
address-space, KSM merges the two pages and creates a stable tree node using the
desired physical memory location. At this point, any other page with the same
contents will assume the same physical memory location desired by the attacker VM.
For this to work, however, the attacker needs to control when the memory page with
the target contents is created in the victim VM. In the case of our OpenSSH attack,
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Figure 5.2: A SO-DIMM with its memory chips.

for example, the attacker can control when the target page is created in the victim
VM by starting an SSH connection using an invalid key with the target username.

For simplicity, the current version of dFFS implements the memory massaging
using the unstable tree by assuming that the attacker VM has started first, but it is
trivial to add support for memory massaging with stable tree. Using either the stable
or unstable KSM trees for memory massaging, all dFFS needs to do is crafting a page
with the same contents as the victim page and place it at the desired physical memory
page; KSM will then perform the necessary page-table updates on dFFS’s behalf!
In other words, KSM inadvertently provides us with exactly the kind of memory
massaging we need for successful Flip Feng Shui.

5.4.2 Rowhammer inside KVM

Internally, DRAM is organized in rows. Each row provides a number of physical cells
that store memory bits. For example, in an x86 machine with a single DIMM, each
row contains 1,048,576 cells that can store 128 kB of data. Each row is internally
mapped to a number of chips on the DIMM as shown in Figure 5.2.

Figure 5.3 shows a simple organization of a DRAM chip. When the processor
reads a physical memory location, the address is translated to an offset on row i of the
DRAM. Depending on the offset, the DRAM selects the proper chip. The selected
chip then copies the contents of its row i to the row buffer. The contents at the correct
offset within the row buffer is then sent on the bus to the processor. The row buffer
acts as a cache: if the selected row is already in the row buffer, there is no need to
read from the row again.

Each DRAM cell is built using a transistor and a capacitor. The transistor controls
whether the contents of the cell is accessible, while the capacitor can hold a charge
which signifies whether the stored content is a high or low bit. Since capacitors leak
charge over time, the processor sends refresh commands to DIMM rows in order to
recharge their contents. On top of the refresh commands, every time a row is read by
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Row i - 1

Row i

Row i + 1

Row Buffer

Figure 5.3: DRAM’s internal organization.

the processor, the chip also recharges its cells.
As DRAM components have become smaller, they keep a smaller charge to signify

stored contents. With a smaller charge, the error margin for identifying whether the
capacitor is charged (i.e., the stored value) is also smaller. Kim et al. [113] showed
that the smaller error margin, in combination with unexpected charge exchange
between cells of different rows, can result in the cell to “lose” its content. To trigger
this DRAM reliability issue, an attacker needs fast activations of DRAM rows which
causes a cell in adjacent rows to lose enough charge so that its content is cleared.
Note that due to the row buffer, at least two rows need to activate one after the other
in a tight loop for Rowhammer to trigger. If only one row is read from, the reads can
be satisfied continually from the row buffer, without affecting the row charges in the
DRAM cells.

Double-sided Rowhammer. Previous work [176] reported that if these two “aggres-
sor” rows are selected in a way that they are one row apart (e.g., row i−1 and i+1 in
Figure 5.3), the chances of charge interaction between these rows and the row in the
middle (i.e., row i) increases, resulting in potential bit flips in that row. This variant
of Rowhammer is named double-sided Rowhammer. Apart from additional speed for
achieving bit flips, it provides additional reliability by isolating the location of most
bit flips to a certain (victim) row.

To perform double-sided Rowhammer inside KVM, we need to know the host
physical addresses inside the VM. This information is, however, not available in
the guest: guest physical addresses are mapped to host virtual addresses which can
be mapped to any physical page by the Linux kernel. Similar to [93], we rely on
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transparent huge pages [12] (THP). THP is a Linux kernel feature that runs in the
background and merges virtually contiguous normal pages (i.e., 4 kB pages) into
huge pages (i.e., 2 MB pages) that rely on contiguous pieces of physical memory.
THP greatly reduces the number of page-table entries in suitable processes, resulting
in fewer TLB3 entries. This improves performance for some workloads.

THP is another (weak) form of memory massaging: it transparently allows the
attacker control over how the system maps guest physical memory to host physical
memory. Once the VM is started and a certain amount of time has passed, THP will
transform most of the VM’s memory into huge pages. Our current implementation
of dFFS runs entirely in the userspace of the guest and relies on the default-on THP
feature of both the host and the guest. As soon as the guest boots, dFFS allocates a
large buffer with (almost) the same size as the available memory in the guest. The
THP in the host then converts guest physical addresses into huge pages and the THP
in the guest turns the guest virtual pages backing dFFS’s buffer into huge pages as
well. As a result, dFFS’s buffer will largely be backed by huge pages all the way
down to host physical memory.

To make sure that the dFFS’s buffer is backed by huge pages, we request the
guest kernel to align the buffer at a 2 MB boundary. This ensures that if the buffer
is backed by huge pages, it starts with one: on the x86_64 architecture, the virtual
and physical huge pages share the lowest 20 bits, which are zero. The same applies
when transitioning from the guest physical addresses to host physical addresses. With
this knowledge, dFFS can assume that the start of the allocated buffer is the start of a
memory row, and since multiple rows fit into a huge page, it can successively perform
double-sided Rowhammer on these rows. To speed up our search for bit flips during
double-sided Rowhammer on each two rows, we rely on the row-conflict side channel
for picking the hammering addresses within each row [157]. We further employed
multiple threads to amplify the Rowhammer effect.

While THP provides us with the ability to efficiently induce Rowhammer bit flips,
it has unexpected interactions with KSM that we will explore in the next section.

5.4.3 Memory Massaging with KSM

In Section 5.2.2, we discussed the operational semantics of KSM. Here we detail
some of its implementation features that are important for dFFS.

5.4.3.1 Interaction with THP

As we discussed earlier, KSM deduplicates memory pages with the same contents as
soon as it finds them. KSM currently does not support deduplication of huge pages,
but what happens when KSM finds matching contents within huge pages?

3TLB or translation lookaside buffer is a general term for processor caches for page-table entries to speed
up the virtual to physical memory translation
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A careful study of the KSM shows that KSM always prefers reducing memory
footprint over reducing TLB entries; that is, KSM breaks down huge pages into
smaller pages if there is a small page inside with similar contents to another page.

This specific feature is important for an efficient and reliable implementation of
dFFS, but has to be treated with care. More specifically, we can use huge pages as we
discussed in the previous section for efficient and reliable double-sided Rowhammer,
while retaining control over which victim page we should map in the middle of our
target (vulnerable) huge page.

KSM, however, can have undesired interactions with THP from dFFS’s point of
view. If KSM finds pages in the attacker VM’s memory that have matching contents,
it merges them with each other or with a page from a previously started VM. In these
situations, KSM breaks THP by releasing one of its smaller pages to the system.
To avoid this, dFFS uses a technique to avoid KSM during its templating phase.
KSM takes a few tens of seconds to mark the pages of dFFS’s VM as candidates for
deduplication. This gives dFFS enough time to allocate a large buffer with the same
size as VM’s available memory (as mentioned earlier) and write unique integers at
a pre-determined location within each (small) page of this buffer as soon as its VM
boots. The entropy present within dFFS’s pages then prohibits KSM to merge these
pages which in turn avoids breaking THP.

5.4.3.2 On dFFS Chaining

Initially, we planned on chaining memory massaging primitive and FFS to induce an
arbitrary number of bit flips at many desired locations of the victim’s memory page.
After using the first template for the first bit flip, the attacker can write to the merged
memory page to trigger a copy-on-write event that ultimately unmerges the two pages
(i.e., the attacker page from the victim page). At this stage, the attacker can use dFFS
again with a new template to induce another bit flip.

However, the implementation of KSM does not allow this to happen. During the
copy-on-write event, the victim’s page remains in the stable tree, even if it is the only
remaining page. This means that subsequent attempts for memory massaging results
in the victim page to control the location of physical memory, disabling the attacker’s
ability for chaining FFS attacks.

Even so, based on our single bit flip cryptanalysis on public keys and our evalua-
tion in Section 5.5, chaining is not necessary for performing successful end-to-end
attacks with dFFS.

5.4.4 Attacking Weakened RSA

For the two attacks in this chapter, we generate RSA private keys, i.e., the private
exponents d′ corresponding to corrupted moduli n′ (as described in Section 5.3). We
use d′ to compromise two applications: OpenSSH and GPG.

Although the specifics of each of the applications are very different, the pattern to
demonstrate each attack is the same and as follows:

131



1. Obtain the file containing the RSA public key (n, e). This is application-
specific, but due to the nature of public key cryptosystems, generally unpro-
tected. We call this the input file.

2. Using the memory templating step of Section 5.2.1 we obtain a list of templates
that we are able to flip within a physical page. We flip bits according to the
target templates to obtain corrupted keys. For every single bitflip, we save a
new file. We call these files the corrupted files. According to the templating
step, dFFS has the ability to create any of these corrupted files in the victim by
flipping a bit in the page cache.

3. One by one, we now read the (corrupted) public keys for each corrupted file. If
the corrupted file is parsed correctly and the public key has a changed modulus
n′ 6= n and the same e, this n′ is a candidate for factorization.

4. We start factorizations of all n′ candidates found in the previous step. As we
described in Section 5.3, the best known algorithm for our scenario is ECM
that finds increasingly large factor in an iterative fashion. We use the Sage [56]
implementation of ECM for factorizing n′. We invoke an instance of ECM
per available core for each corrupted key with a 1 hour timeout (all available
implementations of ECM run with a single thread).

5. For all successful factorizations, we compute the private exponent d′ corre-
sponding to (n′, e) and generate the corresponding private key to the corrupted
public key. How to compute d′ based on the factorization of n′ is described in
Section 5.3. We can then use the private key with the unmodified application.
This step is application-specific and we will discuss it for our case studies
shortly.

We now describe our end-to-end attacks that put all the pieces of dFFS together
using two target applications: OpenSSH and GPG.

5.4.5 End-to-end Attacks

Attacker model. The attacker owns a VM co-hosted with a victim VM on a host with
DIMMs susceptible to Rowhammer. We further assume that memory deduplication
is turned on—as is common practice in public cloud settings [16]. The attacker has
the ability to use the memory deduplication side-channel to fingerprint low-entropy
information, such as the IP address of the victim VM, OS/library versions, and the
usernames on the system (e.g., through /etc/passwd file in the page cache) as
shown by previous work [106; 152; 196]. The attacker’s goal is to compromise the
victim VM without relying on any software vulnerability. We now describe how this
model applies with dFFS in two important and widely popular applications.
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5.4.5.1 OpenSSH

One of the most commonly used mechanisms for authentication that is allowed by
the OpenSSH daemon is an RSA public key. By adding a user’s RSA public key to
the SSH authorized_keys file, the corresponding private key will allow login
of that user without any other authentication (such as a password) in a default setting.
The public key by default includes a 2048 bit modulus n. The complete key is a
372-byte long base64 encoding of (n, e).

The attacker can initiate an SSH connection to the victim with a correct victim
username and an arbitrary private key. This interaction forces OpenSSH to read the
authorized_keys file, resulting in this file’s contents getting copied into the page
cache at the right time as we discussed in Section 5.4.1. Public key cryptosystems by
definition do not require public keys to be secret, therefore we assume an attacker
can obtain a victim public key. For instance, GitHub makes the users’ submitted SSH
public keys publicly available [80].

With the victim’s public key known and in the page cache, we can initiate dFFS
for inducing a bit flip. We cannot flip just any bit in the memory page caching the
authorized_keys; some templates will break the base64 encoding, resulting in
a corrupted file that OpenSSH does not recognize. Some flips, however, decode to a
valid (n′, e) key that we can factorize. We report in Section 5.5 how many templates
are available on average for a target public key.

Next, we use a script with the PyCrypto RSA cryptographic library [130] to
operate on the corrupted public keys. This library is able to read and parse OpenSSH
public key files, and extract the RSA parameters (n, e). It can also generate RSA
keys with specific parameters and export them as OpenSSH public (n′, e) and private
(n′, d′) keys again. All the attacker needs to do is factorize n′ as we discussed in
Section 5.4.4.

Once we know the factors of n′, we generate the private key (n′, d′) that can be
used to login to the victim VM using an unmodified OpenSSH client.

5.4.5.2 GPG

The GNU Privacy Guard, or GPG, is a sophisticated implementation of, among others,
the RSA cryptosystem. It has many applications in security, one of which is the
verification of software distributions by verifying signatures using trusted public keys.
This is the larger application we intend to subvert with this attack.

Specifically, we target the apt package distribution system employed by De-
bian and Ubuntu distribution for software installation and updates. apt verifies
package signatures after download using GPG and trusted public keys stored in
trusted.gpg. It fetches the package index from sources in sources.list.

Our attack first steers the victim to our malicious repository. The attacker can use
dFFS to achieve this goal by inducing a bit flip in the sources.list file that is
present in the page cache after an update. sources.list holds the URL of the
repositories that are used for package installation and update. By using a correct

133



template, the attacker can flip a bit that results in a URL that she controls. Now, the
victim will seek the package index and packages at an attacker-controlled repository.

Next, we use our exploit to target the GPG trusted keys database. As this file is
part of the software distribution, the stock contents of this file is well-known and
we assume this file is unchanged or we can guess the new changes. (Only the pages
containing the keys we depend on need be either unchanged or guessed.) This file
resides in the page cache every time the system tries to update as a result of a daily
cron job, so in this attack, no direct interaction with the victim is necessary for
bringing the file in the page cache. Our implicit assumption is that this file remains in
the page cache for the next update iteration.

Similar to OpenSSH, we apply bit flip mutations in locations where we can
induce bit flips according to the memory templating step. As a result, we obtain the
corrupted versions of this file, and each time check whether GPG will still accept
this file as a valid keyring and that one of the RSA key moduli has changed as a
result of our bit flip. Extracting the key data is done with the GPG --list-keys

--with-key-data options.

For every bitflip location corresponding to a corrupted modulus that we can
factorize, we pick one of these mutations and generate the corresponding (n′, d′)

RSA private key, again using PyCrypto. We export this private key using PyCrypto
as PEM formatted key and use pem2openpgp [78] to convert this PEM private key
to the GPG format. Here we specify the usage flags to include signing and the same
generation timestamp as the original public key. We can then import this private key
for use for signing using an unmodified GPG.

It is important that the Key ID in the private keyring match with the Key ID in
the trusted.gpg file. This Key ID is not static but is based on a hash computed
from the public key data, a key generation timestamp, and several other fields. In
order for the Key ID in the private keyring to match with the Key ID in the public
keyring, these fields have to be identical and so the setting of the creation timestamp
is significant.

One significant remark about the Key ID changing (as a result of a bit flip) is
that this caused the self-signature on the public keyring to be ignored by GPG! The
signature contains the original Key ID, but it is now attached to a key with a different
ID due to the public key mutation. As a result, GPG ignores the attached signature

as an integrity check of the bit-flipped public key and the self-signing mechanism fails

to catch our bit flip. The only side-effect is harmless to our attack – GPG reports
that the trusted key is not signed. apt ignores this without even showing a warning.
After factorizing the corrupted public key modulus, we successfully verified that the
corresponding private key can generate a signature that verifies against the bit-flipped
public key stored in the original trusted.gpg.

We can now sign our malicious package with the new private key and the victim
will download and install the new package without a warning.
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5.5 Evaluation

We evaluated dFFS to answer the following three key questions:

• What is the success probability of the dFFS attack?

• How long does the dFFS attack take?

• How much computation power is necessary for a successful dFFS attack?

We used the following methodology for our evaluation. We first used a Rowham-
mer testbed to measure how many templates are available in a given segment of
memory and how long it takes us to find a certain template. We then executed the
end-to-end attacks discussed in Section 5.4.5 and report on their success rate and
their start-to-finish execution time. We then performed an analytical large-scale study
of the factorization time, success probability, and computation requirements of 200
RSA public keys for each of the 1024, 2048 and 4096-bit moduli with 50 bit flips at
random locations (i.e., 30,000 bit flipped public keys in total).

We used the following hardware for our Rowhammer testbed and for the cluster
that we used to conduct our factorization study:

Rowhammer testbed. Intel Haswell i7-4790 4-core processor on an Asus H97-Pro
mainboard with 8 GB of DDR3 memory.

Factorization cluster. Up to 60 nodes, each with two Intel Xeon E5-2630 8-core
processors with 64 GB of memory.

5.5.1 dFFS on the Rowhammer Testbed

Memory templating. Our current implementation of Rowhammer takes an aver-
age of 10.58 seconds to complete double-sided Rowhammer for each target row.
Figure 5.4 shows the amount of time and physical memory that is necessary for dis-
covering a certain number of templates. Note that, in our testbed, we could discover
templates for almost any bit offset (i.e., 29,524 out of 32,768 possible templates).
Later, we will show that we only need a very small fraction of these templates to
successfully exploit our two target programs.

Memory massaging. dFFS needs to wait for a certain amount of time for KSM
to merge memory pages. KSM scans a certain number of pages in each waking
period. On the default version of Ubuntu, for example, KSM scans 100 pages every
20 milliseconds (i.e., 20 MB). Recent work [28] shows that it is possible to easily
detect when a deduplication pass happens, hence dFFS needs to wait at most the sum
of memory allocated to each co-hosted VM. For example, in our experiments with
one attacker VM and one victim VM each with 2 GB of memory, KSM takes at most
around 200 seconds for a complete pass.
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Figure 5.4: Required time and memory for templating.

5.5.2 The SSH Public Key Attack

Figure 5.5 shows the number of possible templates to perform the dFFS attack on the
SSH authorized_keys file with a single randomly selected RSA public key, for
1024, 2048 and 4096-bit public keys. For this experiment, we assumed 1-to-0 bit flips
since they are more common in our testbed. For DRAM chips that are susceptible to
frequent 0-to-1 bit flips, these numbers double. For our experiment we focused on
2048-bit public keys as they are the default length as generated by the ssh-keygen
command.

To demonstrate the working end-to-end attack, measure its reliability, and measure
the elapsed time distribution, we automatically performed the SSH attack 300 times
from an attacker VM on a victim VM, creating the keys and VM’s from scratch each
time. Figure 5.6 shows the CDF of successful attacks with respect to the time they
took. In 29 cases (9.6%), the Rowhammer operation did not change the modulus at all
(the attacker needs to retry). In 19 cases (6.3%), the Rowhammer operation changed
the modulus other than planned. The remaining 252 (84.1%) were successful the first
time. All the attacks finished within 12.6 minutes with a median of 5.3 minutes.

5.5.3 The Ubuntu/Debian Update Attack

We tried factorizing the two bit-flipped 4096 bit Ubuntu Archive Automatic Signing

RSA keys found in the trusted.gpg file. Out of the 8,192 trials (we tried both
1-to-0 and 0-to-1 flips), we could factorize 344 templates. We also need to find a bit
flip in the URL of the Ubuntu or Debian update servers (depending on the target VM’s
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Table 5.1: Examples of domains that are one bit flip away from ubuntu.com that we purchased.

ubuftu.com ubunt5.com ubunte.com
ubunuu.com ubunvu.com ubunpu.com
ubun4u.com ubuntw.com ubuntt.com
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Figure 5.7: Compute power and factorization timeout tradeoff for 2048-bit RSA keys.

distribution) in the page cache entry for apt’s sources.list file. For ubuntu.com,
29 templates result in a valid domain name, and for debian.org, 26 templates result in
a valid domain name. Table 5.1 shows examples of domains that are one bit flip away
from ubuntu.com.

Performing the update attack on our Rowhammer testbed, we could trigger a bit
flip in the page cache entry of sources sources.list in 212 seconds, converting
ubuntu.com to ubunvu.com, a domain which we control. Further, we could
trigger a bit flip in the page cache entry of trusted.gpg that changed one of the
RSA public keys to one that we had pre-computed a factorization in 352 seconds.
At this point, we manually sign the malicious package with our GPG private key
that corresponds to the mutated public key. When the victim then updates the
package database and upgrades the packages, the malicious package is downloaded
and installed without warning. Since the current version of dFFS runs these steps
sequentially, the entire end-to-end attack took 566 seconds. We have prepared a video
of this attack which is available at: https://vusec.net/projects/flip-feng-shui

Growingly concerned about the impact of such practical attacks, we conservatively
registered all the possible domains from our Ubuntu/Debian list.

5.5.4 RSA Modulus Factorization

Figure 5.7 shows the average probability of successful factorizations based on the
amount of available compute hours. We generated this chart using 200 randomly
generated 2048-bit RSA keys, each with a bit flip in 50 distinct trials (i.e., 10,000 keys,
each with a bit flip). For this experiment, we relied on the ECM factorization tool,
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Figure 5.8: CDF of success rate with increasing templates.

discussed in Section 5.3, and varied its user-controlled timeout parameter between
one second and one hour. For example, with a timeout of one second for a key with a
bit flip, we either timeout or the factorization succeeds immediately. In both cases,
we move on to the next trial of the same key with a different bit flip.

This chart shows that, with 50 bit flips, the average factorization success probabil-
ity is between 0.76 for a timeout of one second and 0.93 for a timeout of one hour.
Note that, for example, with a timeout of one second, we can try 50 templates in less
than 50 seconds, while achieving a successful factorization in as many as 76% of the
public keys. A timeout of one minute provides a reasonable tradeoff and can achieve
a success rate of 91% for 2048-bit RSA keys.

Figure 5.8 shows the cumulative success probability of factorization as more
templates become available for 1024-bit, 2048-bit and 4096-bit keys. For 4096-bit
keys, we need around 50 templates to be able to factorize a key with high probability
(0.85) with a 1-hour timeout. With bit-flipped 2048-bit RSA public keys, with only
48 templates, we achieved a success probability of 0.99 with a 1 hour timeout. This
proves that for 2048-bit keys (ssh-keygen’s default), only a very small fraction

of the templates from our testbed is necessary for a successful factorization. For
1024-bit keys, we found a successful factorization for all keys after just 32 templates.

Some DRAM modules may only have a small number of bit flips [113], so an
interesting question is: what is the chance of achieving a factorization using only a
single template? Figure 5.9 answers this question for 1024-bit, 2048-bit and 4096-bit
moduli separately. To interpret the figure, fix a point on the horizontal axis: this is
the probability of a successful factorization using a single bit flip within 1 hour. Now
read the corresponding value on the vertical axis, which shows the probability that
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Figure 5.9: Probability mass function of successful factorizations with one flip.

a public key follows this success rate. For example, on average, 15% of 2048-bit
RSA public keys can be factored using only a single bit flip with probability 0.1. As
is expected, the probability to factor 4096-bit keys with the same 1-hour timeout
is lower, and for 1024-bit keys higher. The fact that the distributions are centered
around roughly 0.22, 0.11, and 0.055 are consistent with our analytical results in 5.3,
which predict the factorization cost is linear in the bitlength of the modulus.

5.6 Mitigations

Mitigating Flip Feng Shui is not straightforward as hardware reliability bugs become
prevalent. While there is obviously need for new testing methods and certification on
the hardware manufacturer’s side [9], software needs to adapt to fit Flip Feng Shui in
its threat model. In this section, we first discuss concrete mitigations against dFFS
before suggesting how to improve software to counter FFS attacks.

5.6.1 Defending against dFFS

We discuss both hardware and software solutions for defending against dFFS.

5.6.1.1 In Hardware

We recommend DRAM consumers perform extensive Rowhammer testing [190] to
identify vulnerable DRAM modules. These DRAM modules should be replaced,
but if this is not possible, reducing DRAM refresh intervals (e.g., by half) may be
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Table 5.2: Memory savings with different dedup strategies.

Strategy Required memory Savings

No dedup 506 GB 0%
Zero-page dedup 271 GB 46%

Full dedup 108 GB 79%

sufficient to protect against Rowhammer [176]. However, this also reduces DRAM
performance and consumes additional power.

Another option is to rely on memory with error-correcting codes (ECC) to protect
against single bit flips. Unfortunately, we have observed that Rowhammer can
occasionally induce multiple flips in a single 64-bit word confirming the findings of
the original Rowhammer paper [113]. These multi-flips can cause corruption even in
presence of ECC. More expensive multi-ECC DIMMs can protect against multiple
bit flips, but it is still unclear whether they can completely mitigate Rowhammer.

A more promising technology is directed row refresh, which is implemented
in low-power DDR4 [14] (LPDDR4) and some DDR4 implementations. LPDDR4
counts the number of activations of each row and, when this number grows beyond
a particular threshold, it refreshes the adjunct rows, preventing cell charges from
falling below the error margin. Newer Intel processors support a similar feature
for DDR3, but require compliant DIMMs. While these fixes mitigate Rowhammer,
replacing most of current DDR3 deployments with LPDDR4 or secure DDR4 DIMMs
(some DDR4 DIMMs are reported to be vulnerable to Rowhammer [189]), is not
economically feasible as it requires compatible mainboards and processors. As
a result, a software solution is necessary for mitigating Rowhammer in current
deployments.

5.6.1.2 In Software

The most obvious mitigation against dFFS is disabling memory deduplication. In fact,
this is what we recommend in security-sensitive environments. Disabling memory
deduplication completely, however, wastes a substantial amount of physical memory
that can be saved otherwise [13; 162; 183].

Previous work [28] showed that deduplicating zero pages alone can retain between
84% and 93% of the benefits of full deduplication in a browser setting. Limiting
deduplication to zero pages and isolating their Rowhammer-prone surrounding rows
was our first mitigation attempt. To understand whether zero-page deduplication
retains sufficient memory saving benefits in a cloud setting, we performed a large-
scale memory deduplication study using 1,011 memory snapshots of different VMs
from community VM images of Windows Azure [168]. Table 5.2 presents our results.
Unfortunately, zero-page deduplication only saves 46% of the potential 79%. This
suggests that deduplicating zero pages alone is insufficient to eradicate the wasteful
redundancy in current cloud deployments. Hence, we need a better strategy that
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can retain the benefits of full memory deduplication without resulting in a memory
massaging primitive for the attackers.

A strawman design A possible solution is to rely on a deduplication design that,
for every merge operation, randomly allocates a new physical page to back the
existing duplicate pages. When merge operations with existing shared pages occur,
such design would need to randomly select a new physical page and update all the
page-table mappings for all the sharing parties.

This strawman design eliminates the memory massaging primitive that is nec-
essary for dFFS under normal circumstances. However, this may be insufficient if
an attacker can find different primitives to control the physical memory layout. For
example, the attacker’s VM can corner the kernel’s page allocator into allocating
pages with predictable patterns if it can force the host kernel into an out-of-memory
(OOM) situation. This is not difficult if the host relies on over-committed memory to
pack more VMs than available RAM, a practice which is common in cloud settings
and naturally enabled by memory deduplication. For example, the attacker can trigger
a massive number of unmerge operations and cause the host kernel to approach an
OOM situation. At this point, the attacker can release vulnerable memory pages to
the allocator, craft a page with the same contents as the victim page, and wait for
a merge operation. Due to the near-OOM situation, the merge operation happens
almost instantly, forcing the host kernel to predictably pick one of the previously
released vulnerable memory pages (i.e., templates) to back the existing duplicate
pages (the crafted page and the victim page). At this stage, the attacker has again, in
effect, a memory massaging primitive.

A better design To improve on the strawman design, the host needs to ensure
enough memory is available not to get cornered into predictable physical memory
reuse patterns. Given a desired level of entropy h, and the number of merged pages
mi for for the ith VM, the host needs to ensure A = 2h +Max(mi) memory pages
are available or can easily become available (e.g., page cache) to the kernel’s page
allocator at all times. With an adequate choice of h, it may become difficult for an
attacker to control the behavior of the memory deduplication system. We have left the
study of the right parameters for h and the projected A for real systems to future work.
We also note that balancing entropy, memory, and performance when supporting a
truly random and deduplication-enabled physical memory allocator is challenging,
and a promising direction for future work.

5.6.2 Mitigating FFS at the Software Layer

The attacks presented in this chapter provide worrisome evidence that even the most
security-sensitive software packages used in production account for no attacker-
controlled bit flips as part of their threat model. While there is certainly room for
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further research in this direction, based on our experience, we formulate a number of
suggestions to improve current practices:

• Security-sensitive information needs to be checked for integrity in software
right before use to ensure the window of corruption is small. In all the cases we
analyzed, such integrity checks would be placed on a slow path with essentially
no application performance impact.

Certificate chain formats such as X.509 are automatically integrity checked
as certificates are always signed [43]. This is a significant side benefit of a
certification chain with self-signatures.

• The file system, due to the presence of the page cache, should not be trusted.
Sensitive information on stable storage should include integrity or authenticity
information (i.e., a security signature) for verification purposes. In fact, this
simple defense mechanism would stop the two dFFS attacks that we presented
in this chapter.

• Low-level operating system optimizations should be included with extra care.
Much recent work [27; 28; 90; 132; 216] shows that benign kernel optimiza-
tions such as transparent huge pages, vsyscall pages, and memory deduplication
can become dangerous tools in the hands of a capable attacker. In the case of
FFS, any feature that allows an untrusted entity to control the layout or reuse
of data in physical memory may provide an attacker with a memory massaging
primitive to mount our attacks.

5.7 Related Work

We categorize related work into three distinct groups discussed below.

5.7.1 Rowhammer Exploitation

Pioneering work on the Rowhammer bug already warned about its potential security
implications [113]. One year later, Seaborn published the first two concrete Rowham-
mer exploits, in the form of escaping the Google Native Client (NaCl) sandbox and
escalating local privileges on Linux [176]. Interestingly, Seaborn’s privilege escala-
tion exploit relies on a weak form of memory massaging by probabilistically forcing
a OOMing kernel to reuse physical pages released from user space. dFFS, in contrast,
relies on a deterministic memory massaging primitive to map pages from co-hosted
VMs and mount fully reliable attacks. In addition, while mapping pages from kernel
space for local privilege escalation is possible, dFFS enables a much broader range
of attacks over nearly arbitrary physical memory.

Furthermore, Seaborn’s exploits relied on Intel x86’s CLFLUSH instruction to
evict a cache line from the CPU caches in order to read directly from DRAM.
For mitigation purposes, CLFLUSH was disabled in NaCl and the same solution
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was suggested for native CPUs via a microcode update. In response to the local
privilege exploit, Linux disabled unprivileged access to virtual-to-physical memory
mapping information (i.e., /proc/self/pagemap) used in the exploit to perform
double-sided Rowhammer. Gruss et al. [93], however, showed that it is possible
to perform double-sided Rowhammer from the browser, without CLFLUSH, and
without pagemap, using cache eviction sets and transparent huge pages (THP). dFFS
relies on nested THP (both in the host and in the guest) for reliable double-sided
Rowhammer. In our previous work [28], we took the next step and implemented
the first reliable Rowhammer exploit in the Microsoft Edge browser. Our exploit
induces a bit flip in the control structure of a JavaScript object for pivoting to an
attacker-controlled counterfeit object. The counterfeit object provides the attackers
with arbitrary memory read and write primitives inside the browser.

All the attacks mentioned above rely on one key assumption: the attacker already
owns the physical memory of the victim to make Rowhammer exploitation possible.
In this chapter, we demonstrated that, by abusing modern memory management
features, it is possible to completely lift this assumption with alarming consequences.
Using FFS, an attacker can seize control of nearly arbitrary physical memory in the
software stack, for example compromising co-hosted VMs in complete absence of
software vulnerabilities.

5.7.2 Memory Massaging

Sotirov [191] demonstrates the power of controlling virtual memory allocations in
JavaScript, bypassing many protections against memory errors with a technique
called Heap Feng Shui. Mandt [137] demonstrates that it is possible to control reuse
patterns in the Windows 7 kernel heap allocator in order to bypass the default memory
protections against heap-based attacks in the kernel. Inspired by these techniques, our
Flip Feng Shui demonstrates that an attacker abusing benign and widespread memory
management mechanisms allows a single bit flip to become a surprisingly dangerous
attack primitive over physical memory.

Memory spraying techniques [71; 110; 165; 174] allocate a large number of
objects in order to make the layout of memory predictable for exploitation purposes,
similar, in spirit, to FFS. Govindavajhala and Appel [84] sprayed the entire memory
of a machine with specially-crafted Java objects and showed that 70% of the bit
flips caused by rare events cosmic rays and such will allow them to escape the Java
sandbox. This attack is by its nature probabilistic and, unlike FFS, does not allow for
fully controllable exploitation.

Memory deduplication side channels have been previously abused to craft increas-
ingly sophisticated information disclosure attacks [16; 28; 90; 106; 152; 196]. In
this chapter, we demonstrate that memory deduplication has even stronger security
implications than previously shown. FFS can abuse memory deduplication to perform
attacker-controlled page-table updates and craft a memory massaging primitive for
reliable hardware bit flip exploitation.
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5.7.3 Breaking Weakened Cryptosystems

Fault attacks have been introduced in cryptography by Boneh et al. [25]; their attack
was highly effective against implementations of RSA that use the Chinese Remainder
Theorem. Since then, many variants of fault attacks against cryptographic imple-
mentations have been described as well as countermeasures against these attacks.
Seifert was the first to consider attacks in which faults were introduced in the RSA
modulus [178]; his goal was limited to forging signatures. Brier et al. [32] have
extended his work to sophisticated methods to recover the private key; they consider a
setting of uncontrollable faults and require many hundreds to even tens of thousands
of faults. In our attack setting, the attacker can choose the location and observe the
modulus, which reduces the overhead substantially.

In the case of Diffie-Hellman, the risk of using it with moduli that are not strong
primes or hard-to-factor integers was well understood and debated extensively dur-
ing the RSA versus DSA controversy in the early 1990s (e.g., in a panel at Euro-
crypt’92 [55]). Van Oorschot and Wiener showed how a group order with small
factors can interact badly with the use of small Diffie-Hellman exponents [205].
In 2015, the Logjam attack [8] raised new interest in the potential weaknesses of
Diffie-Hellman parameters.

In this chapter, we performed a formal cryptanalysis of RSA public keys in the
presence of bit flips. Our evaluation of dFFS with bit-flipped default 2048-bit RSA
public keys confirmed our theoretical results. dFFS can induce bit flips in RSA public
keys and factorize 99% of the resulting 2048-bit keys given enough Rowhammer-
induced bit flips. We further showed that we could factor 4.2% of the two 4096 bit
Ubuntu Archive Automatic Signing Keys with a bit flip. This allowed us to generate
enough templates to successfully trick a victim VM into installing our packages. For
completeness, we also included a formal cryptanalysis of Diffie-Hellman exponents
in the presence of bit flips in Appendix 5.3.1.

5.8 Conclusions

Hardware bit flips are commonly perceived as a vehicle of production software
failures with limited exploitation power in practice. In this chapter, we challenged
common belief and demonstrated that an attacker armed with Flip Feng Shui (FFS)
primitives can mount devastatingly powerful end-to-end attacks even in complete
absence of software vulnerabilities. Our FFS implementation (dFFS) combines
hardware bit flips with novel memory templating and massaging primitives, allowing
an attacker to controllably seize control of arbitrary physical memory with very few
practical constraints.

We used dFFS to mount practical attacks against widely used cryptographic sys-
tems in production clouds. Our attacks allow an attacker to completely compromise
co-hosted cloud VMs with relatively little effort. Even more worryingly, we believe
Flip Feng Shui can be used in several more forms and applications pervasively in the
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software stack, urging the systems security community to devote immediate attention
to this emerging threat.

Disclosure

We have cooperated with the National Cyber Security Centre in the Netherlands to
coordinate disclosure of the vulnerabilities to the relevant parties.

Acknowledgements

We would like to thank our anonymous reviewers for their valuable feedback. This
work was supported by Netherlands Organisation for Scientific Research through the
NWO 639.023.309 VICI “Dowsing” project, Research Council KU Leuven under
project C16/15/058, the FWO grant G.0130.13N, and by the European Commis-
sion through projects H2020 ICT-32-2014 “SHARCS” under Grant Agreement No.
644571 and H2020 ICT-2014-645622 “PQCRYPTO”.

146



C
h
a
p
te

r
6

6

Conclusion

In order to discuss our conclusions, we revisit our research questions as posed in
Chapter 1. We discuss research results we arrived at in chapters that followed in light
of those questions and our problem statement. We revisit each in turn. Finally we
discuss possible future directions.

6.1 Research Questions

6.1.1 RQ1: Which resources are dangerous to share, other than

cache?

The work in this thesis has shown conclusively that the risk of side-channel informa-
tion leaking is not the exclusive domain of CPU caches.

First, Chapter 2 showed that the shared TLB is a powerful vector for information
leakage, even in the presence of cache-based defenses, but even beyond TLBs,
Chapter 3 documented CPU-present side channels that are not based on any kind
of eviction-based, stateful resource, nor necessarily connected to a resource that is
already known. With our innovative signal processing contribution, we find powerful,
realistic attacks. We show examples of where the shared TLB channel can successfully
attack cryptographic implementations at least equal in complexity as implementations
attacked by the cache side channel, showing similar side channel capability in some
cases.

We conclude that we have shown realistic alternatives to the CPU cache as a
confidentiality leaking vector, and side channel research and defenses can not focus
on just the CPU cache.

6.1.2 RQ2: Can we automate the search for side channels?

In Chapter 3 we explored new insights into side channels on commodity microarchi-
tectures by building an automated system to search for side channel leakage.
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By treating the CPU and the application as a black box, and showing our approach
gets results on all combinations of CPUs and target applications, we supports the
argument that these results will generalize.

We conclude that, by combining binary analysis, machine learning and exhaustive
knowledge of a CPU instruction set, we can analyze target software on a given CPU
microarchitecture sufficiently for a large class of side channel leakage in a fully
automatic way.

6.1.3 RQ3: Can the CPU be trusted to act in a cache-safe manner?

Many developers believe that we can analyze the security of a system purely by
examining the code of its implementation. This thesis finds this belief unfounded.

We found in Chapter 4 that the CPU itself can perform secret-dependent memory
accesses. As an example we show that ASLR can be compromised, due to the CPU
accessing and caching page tables in offsets that depend on the secret (address) that
is being translated, and that this can be exploited in practical attacks.

Given that this is common behavior in commodity microarchitectures, we con-
clude that such side-effects that are invisible from the application code should ideally
be exhaustively known ahead of time, and always be part of a system’s security
analysis.

6.1.4 RQ4: Is only confidentiality at risk when we share resources?

Security problems frequently center around confidentiality, and rarely illuminate
integrity issues. Chapter 5 showed this common practice to be dangerous.

In particular, we show a realistically exploitable integrity problem in the form
of the Rowhammer glitch, which leads directly to the violation of the security of
multiple aspects of a computing system.

This work showed that integrity violations on shared resources can have more
disparate effects than typical confidentiality violations, and can be equally invisible.
As such, they should be an integral part of the security tradeoff in any security-
sensitive system.

6.2 Future Work

In this thesis, we have thoroughly investigated information security risks, both in-
tegrity and confidentiality risks, that arise whenever computing resources are shared.
We believe that both building upon and generalizing the work in this thesis in future
work in the following directions could be fruitful. We discuss both defensive and
offensive future research directions.
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Figure 6.1: TLB partitioning, as measured on Intel Sandybridge, largely destroying the sidechan-
nel signal.

6.2.1 Defenses: Software, Hardware

It is technically possible to partition all microarchitectural resources by security
domain. This requires isolation in time (by clearing data when switching domains)
and space (by introducing partitions in resources when different domains are executing
concurrently). This is frequently hard to combine with the same performance, because
the large pooling made possible by sharing is beneficial to performance, and is hard
to combine with secure partitioning. Understandably, vendors opt for pooling, as they
are harshly judged on performance, which is easy to measure, and less harshly on
security, which is both hard to measure.

As an example, we show the results of a TLB partitioning scheme that we have
implemented in software using the Linux userfaultfd mechanism. We force
concurrent access to the TLB to be to all even pages for one thread, and all odd pages
for the other thread; and whenever a thread needs to access the other half, the switch
is made. This experiment was implemented at the application level and therefore
necessarily implemented cooperatively. Nevertheless, this is a proof of concept.

The switch is made from even to odd by mapping out even pages, and mapping
in odd pages, and vice versa in the corresponding process. This means there is no
concurrent access possible to the same TLB set. We implemented this scheme in
software. Naturally, the performance is very low, but the existence proof of the
scheme has value. The measurement results are shown in Figure 6.1. We see both the
side channel signal without the mitigation implemented, and the side channel signal
with the mitigation implemented. The switching overhead is clearly visible as high
latency accesses, and the side channel signal is all but destroyed. This does mean a
minor information leak remains: a high overhead switch is only necessary when both
threads are accessing an even, or odd, slot concurrently. We expect further refinement
can remove (or mask) this leak as well, but the most significant source of leakage,
required for modern-day attacks, will be gone, which is high frequency concurrent
access to the same set.
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As future work, we can suggest to extend this proof of concept with more complete
security and performance benchmarking. As a way to have a metric to both measure
and pay for security, we suggest a line of research in the direction of Stratus [167]
by Razavi et al, an as yet unrealized cloud resource allocation system that aims
to quantify the tradeoff between security and performance, where necessary and
possible.

This paper argues that within the scope of attacks on the hardware, lack of
microarchitectural resource isolation between principals is the core security problem
in multi-tenant cloud architectures. Having microarchitectural isolation, however,
reduces utilization, as microarchitectural resources are no longer shared between
distrusting principals. This tradeoff between utilization and security is captured
by isolation credit. This work goes straight to the heart of the security/utilization
dichotomy that this thesis centers around. Quantifying this tradeoff with such a
system is just the North Star we need to guide future research, and give customers
explicit choice between (microarchitectural) resource utilization and security.

We imagine work in this direction can extend in 2 ways.

1. Software. Defenses that are capable of mitigating adversarial microarchitectural
attacks will have to be implemented at the OS or Hypervisor level, rather than
the application level, as in our example. There is prior work in the area of
defenses, but none that have been sufficiently practical that they have been
acceptable in real-world use.

We expect OSes and Hypervisors to be well positioned to implement realistic
defenses by partitioning caches on modern hardware, perhaps not by mapping
and unmapping pages, but by dynamically switching between 2 different page
table hierarchies per process. This never allows one process to gain a usable
eviction set over another. The challenge would be to design eviction sets that
allow a high performance in the usual cases, and disallow practical use of the
side channel (eviction set) cases, which, after all, are pathological compared to
usual use.

At the same time, many microarchitectural resources should be isolated; both
the caches, TLB, and other resources. Some explicit flushing may be unavoid-
able, but we believe the optimal design point in this space has not yet been
reached.

2. Hardware. Silicon vendors may be able to create a solution that is the best of
both worlds (performance and security), by making classic side channel attacks
impractical as attempted by cache randomization, e.g. [212]. As an example of
a point we believe is useful on this path, [167] suggests providing mechanisms
for providing microarchitectural isolation to mitigate microarchitectural attacks
and charging for this isolation.
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6.2.2 Attacks: Generalization

While we have investigated possible attacks that generalize upon the state of the art
in great detail in this thesis, we discuss a number of avenues in which they might be
generalized further.

6.2.2.1 Network

Recent work [120] has shown the possibility of a cache side channel attack executed
remotely. This work has some limitations (the DDIO mechanism does not allow full
access to each LLC cache set; furthermore not all Intel caches are inclusive any more),
but is the first attack that shows reliable, realtime, remote cacheline sensing under
realistic conditions. We think that this line of research is an excellent generalization of
the work shown in this thesis and can be extended further very fruitfully. For instance,
an application-specific remote Spectre [116] attack using the Netcat PRIME+PROBE

primitive and application-specific gadget discovery seems like a possible way to
execute a realistic remote Spectre attack. It might have to be application-specific so
that gadgets can be collected that manipulate the remote cache sets in order to be
visible to the Netcat primitive.

6.2.2.2 Resources

This thesis has shown a significant generalization of the cache side channel in Chap-
ters 2 and 3. The latter seeks to generalize side channels to the maximum possible
extent without having to reverse engineer stateful microarchitectural structures. We
believe such a generalization might actually be possible to find in many cases under
certain weak assumptions (such as a fixed number of possibilities when it comes to
levels, inclusivity, addressing function and replacement policy), and perhaps watching
performance counter measurements may help isolated exposed resources.

Similarly, resources that are shared across physical cores (‘cross-core resources’)
may also be found by such a generalization. While Chapter 5 also incorporated the
system-wide resource of RAM, much of this thesis has focused on on-core resources,
and cross-core phenomena such as those discovered in [217] are also fruitful territory
for side channel research.

6.2.2.3 Architectures

For pragmatic reasons, much side channel research currently focuses on the x86
architecture, and even more specifically, the Intel x86 microarchitecture.

We do believe many results will generalize, as plainly shown in Table 3.2 of
Chapter 3. We believe the current trend of the diminishing hegemony of the x86
architecture will continue, and future research should as a matter of course include
results from multiple architectures, and no results in this thesis indicate this is
unrealistic.
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Contributions to Papers

The chapters included in this thesis are based on papers which are the result of
collaborative work. The below details my contribution to each of these works.

Chapter 2: Translation Leak-aside Buffer I am first author on this paper. I did all
of the necessary reverse engineering, attack experiment design and implementation,
produced all results, and took primary responsibility for the paper writing.

Chapter 3: ABSynthe I am first author on this paper. I did all of the design and
implementation of the ABSynthe framework, as well as implementing the necessary
parts to do a large scale evaluation as seen in the paper, produced all results, as well
as take primary responsibility for the paper writing.

Chapter 4: ASLR on the Line Kaveh Razavi and I share first authorship on this paper.
My contribution to this paper is doing all of the implementation work: establishing
the feasibility through a native code proof-of-concept, and in a step-by-step process
overcoming many hurdles in making the attack work from JavaScript in 2 browsers,
and doing the evaluations for the paper. The original idea for this approach is due to
Erik Bosman.

Chapter 5: Flip Feng Shui Kaveh Razavi and I share first authorship on this paper.
My contribution to this paper is all of the implementation work: designing the attack
experiments, implementing them, and performing the evaluations. The original idea
for this approach is due to Erik Bosman.
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Summary

Computing system security is important for everyday functioning of society, among
other things. We say that computing systems should preserve Confidentiality (your se-
crets stay secret) and Integrity (if you store information, it should remain unchanged).
Another fundamental security property is Availability (the systems you rely on should
always be available for you to do work on our behalf), but this thesis doesn’t consider
this aspect.

It is common that people and organizations share computing resources with other
people and organizations, ones that are not necessarily trusted. One example of that
is cloud computing - a scenario where a single computer is used by many tenants at
the same time. Tenants are isolated logically from each other by presenting each with
a Virtual Machine (VM). It’s virtual because you can pretend it’s a real machine. But
can you really?

It is a previously-established fact that sharing computing resources concurrently
can have unexpected side effects. In normal usage these effects are typically not
noticed. Everything keeps working as if you are the only user, as computer hardware
is extremely well verified to maintain semantic correctness, no matter what the
usage patterns and no matter how many different users there are. However, subtle
differences in how shared resources behave, even if they are presented as exclusive
access to each tenant, can be observed, that depend on what the other tenant is doing.
This is known as a side channel.

The most popular example of this is the CPU cache. The cache is typically shared
between all tenants on a computer system (or, in the case of multi-socket systems,
those on the same CPU package, which is still a large fraction of the users on the same
computer system). This phenomenon be exploited by a spying tenant by exercising
corner cases in how such a resource is normally used, in a way that can lead to
stealing secrets from another tenant. This is called a side channel attack.

This thesis builds on research in this field and explores generalization in several
different dimensions. This thesis finds that the classic way to exploit shared resources,
the CPU Cache, also applies to other resources.

We show successful, practical cryptographic key recovery from a single signal
capture, even between Virtual Machines. We also show that, even if software is
written to be very quiet in its footprint, the CPU can still touch items in the CPU
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Cache on the applications’ behalf, necessary for it to work, that betray some secrets.
So we have to keep in mind how CPUs work as well, not just our own code, when
evaluating the security of a computer system. This has implications for future system
design and defenses. These are all Confidentiality violations.

All Confidentiality violations are broadly similar to eachother in effect - when
Confidentiality is violated, secrets are lost. Serious as this can be, we also find realistic
examples of Integrity violations, and find that the repercussions are more complex
and unpredictable, and not easy to summarize in a single category. We show that
by violating Integrity, we can undermine the security of a system in 2 very different
ways. One allows us to break in, the other allows us to bypass software update
verification and get our own, malicious, software installed when a user upgrades
software packages. There are many more possible examples of how undermining the
security of a system can happen, just as invisibly as when secrets are stolen, when
Integrity is violated.

We finally show a generalization in method. We allow for an arbitrary software
target to be analyzed to be coupled with an arbitrary CPU, with specific exploitable
shared resources, and automatically allow side channel analysis to happen, by using
black-box analysis and machine learning. We show this works on several different
CPUs and several different software targets, finding new shared resources that are
important to learn about. This will not cover all kinds of side channels, but it is
a first step to taking a lot of manual labor out of side channel research, hopefully
multiplying the productivity of future research work in this area.
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Samenvatting

Beveiliging van computer systemen is essentieel voor het alledaagse functioneren van,
onder andere, de maatschappij. We willen graag dat deze systemen Geheimhouding
(wanneer gevoelige gegevens worden aangeboden aan het systeem, blijft deze geheim)
en Integriteit (uw gegevens kunnen niet spontaan veranderen of door derden gewijzigd
worden) in stand houden. Voorts wordt er ook gesproken over Beschikbaarheid (het
systeem moet blijven functioneren en beschikbaar zijn, en niet onbereikbaar raken),
maar dat aspect wordt in dit proefschrift niet behandeld.

Het komt vaak voor dat mensen en organisaties hun systemen uitbesteden, en zo de
systemen uiteindelijk kunnen delen met andere mensen en organisaties, die dikwijls
niet een vertrouwde partij zijn. Een gangbaar voorbeeld is cloud computing - een
scenario waarin een enkel computer systeem door meerdere cliënten tegelijk gebruikt
kan worden. Deze cliënten zijn weliswaar logisch gezien van elkaar gescheiden (er is
geen directe toegang tot elkaars gegevens), bij voorbeeld omdat elk een eigen Virtuele
Machine (VM) krijgt toegewezen. We spreken van een Virtuele Machine omdat we
in alle opzichten kunnen doen alsof dit een eigen, losse machine (computer) is. Maar
is dat echt zo?

Het staat al langer vast dat gezamenlijk gebruik van computer-middelen onver-
wachte neveneffecten kan hebben. In normaal gebruik merken we dit gewoonlijk
echter niet. Alles blijft werken alsof u de enige gebruiker bent, mede omdat het
systeem zeer goed gecontroleerd is op gebreken waarbij de functionaliteit mank gaat,
ongeacht wat de gebruikspatronen zijn, en ongeacht hoeveel verschillende gebruikers
er zijn. Echter, subtiele verschillen in gedrag van gezamenlijk gebruikte onderdelen
die afhankelijk zijn van het gebruik van een andere partij zijn te observeren. Dit is
een informatiekanaal van de andere partij naar de observerende partij, zonder dat er
expliciet gecommuniceerd is. Dit wordt een neven kanaal genoemd.

Een duidelijk voorbeeld is de CPU cache. Vaak wordt deze cache met alle
partijen op hetzelfde systeem gedeeld. Dit fenomeen kan worden misbruikt door een
spionerende partij. Door opzettelijk randgevallen van dit gezamenlijke cache gebruik
op te zoeken, kunnen gegevens van de andere partij worden ontfutseld. Dit wordt een
neven kanaal aanval genoemd.

Dit proefschrift borduurt voort op onderzoek in dit gebied, en ontwikkelt onder-
zoek uit dat dit spionage verschijnsel in meerdere richtingen veralgemeniseert. Dit
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proefschrift concludeert onder meer dat de klassieke techniek om gezamenlijke mid-
delen te misbruiken, te weten de cache aanval, op meerdere middelen van toepassing
is.

We tonen aan dat praktisch uitvoerbare cryptografische sleutel spionage van een
enkele opname, zelfs tussen Virtuele Machines in, mogelijk is. We gaan er daarbij
van uit dat de aanvallende partij op dezelfde machine een VM heeft als het slachtoffer.
We laten ook zien dat, zelfs als het programma heel spionage-resistent is geschreven,
de processor nog steeds namens het programma de cache aanraakt, en zo alsnog
afgeluisterd kan worden. Onderdeel van het beveiligingsplaatje is dus niet alleen hoe
veilig het programma geschreven is, maar ook hoe veilig de processor ontworpen is.
Dit heeft implicaties voor toekomstige systeemontwerpen en beschermingstechnieken.
Dit alles zijn schendingen van het aspect Geheimhouding.

Alle Geheimhouding schendingen lijken in grote lijnen op elkaar wat de gevolgen
betreft - wanneer Geheimhouding wordt geschonden, zijn er gevoelige gegevens
onbeschermd. Dit is al ernstig genoeg, maar bovendien vindt dit proefschrift ook
Integriteits schendingen. De gevolgen hiervan zijn complexer en onvoorspelbaar-
der, en laten zich niet makkelijk in een hokje plaatsen. We tonen aan dat doordat
Integriteit geschonden wordt, we de beveiliging op 2 verschillende manieren kunnen
ondermijnen. De ene manier staat ons toe om ons toegang te verschaffen tot een
computersysteem van het slachtoffer, onder dat we een bug in het programma mis-
bruiken (wat gangbaarder is). De andere manier staat ons toe om software updates
van het slachtoffer zo te veranderen, compleet met het omzeilen van cryptografische
beschermingen, dat de updates bij een systeem worden opgehaald dat de kwaadwil-
lende partij heeft opgetuigd, en worden geaccepteerd en geïnstalleerd. Wederom
gaan we er van uit dat het slachtoffer in een VM aanwezig is dat op dezelfde machine
aanwezig is als de VM van de aanvaller. Deze integriteitsschendingen horen uiteraard
niet mogelijk te zijn tussen VM’s.

Tenslotte laten we een veralgemenisering in techniek zien. We laten met het
systeem een willekeurig programma analyseren, die op een willekeurige processor kan
draaien. We laten automatisch een nevenkanaal analyse gebeuren op deze combinatie
van programma en processor; we vinden hiermee middelen in de processor die het
programma gebruikt, wat door een spionerend proces kan worden waargenomen. We
beschouwen het geheel als zwarte doos: het enige dat wordt waargenomen is of er
een onderscheidend signaal is tussen verschillende paden in het programma, die op
hun beurt informatie prijsgeven over bij voorbeeld een cryptografische sleutel. Dit zal
niet alle soorten nevenkanalen vinden, maar is wel een eerste stap voor automatische
analyse en voor het vinden van mogelijk nog onbekende gedeelde middelen die tot
mogelijk nog onbekende nevenkanalen kunnen leiden. Hiermee kan er een hoop
handmatig werk uit handen van de onderzoeker worden genomen, wat hopelijk leidt
tot een vermenigvuldiging van productiviteit van toekomstig onderzoek op dit gebied.
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